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User nodes generate requests for content items with certain arrival rates
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Requests are routed towards a designated server
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A Caching Network

Nodes have caches with finite capacities
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Requests terminate early upon a cache hit
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Design network so that expected routing costs are 
minimized.

Goal

User
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Joint Optimization

User

?

q Both caching and routing decisions are part of 
optimization

Caching decisions

Routing decisions

Webserver
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Additional Challenge

Challenge: Caching and routing algorithm should be 
q adaptive, and
q distributed.

User

?

Caching decisions

Routing decisions

Webserver
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Fixed Routing Setting

User

?

q Routes are given, e.g.: 
q determined by BGP, OSPF, etc.
q Route to Nearest Server (RNS)

q Only caching decisions are part of optimization

Caching decisions
Webserver

[Ioannidis, Yeh, SIGMETRICS 2016] 



qShould we jointly optimize caching and 
routing? Is RNS sufficient? 

qCan we devise algorithms that:
1) have performance guarantees?
2) are distributed and adaptive? 

Challenges/Questions
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q Mathematical model for joint optimization of routing & caching
q Source-routing
q Hop-by-hop

q RNS is arbitrarily suboptimal

q A distributed, adaptive algorithm within 1-1/e factor from 
optimal

q Evaluation over 14 network topologies: 
q Routing costs reduced  by factor 103 compared to RNS.  

Our Contributions
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Model: Network
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Network represented as a directed, bi-directional graph  G(V,E)

G(V,E)



Model: Edge Costs
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Each edge          has a cost/weight 

G(V,E)

5

Edge costs: 

wuv

wuv, (u, v) 2 E

(u, v) 2 E



Model: Node Caches
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Node               has  a cache with capacity   

G(V,E)

v 2 V cv 2 N

Node capacities: cv, v 2 V
Edge costs: wuv, (u, v) 2 E



Model: Cache Contents

Jointly Optimal Routing and Caching17

G(V,E)

C={ } Node capacities: cv, v 2 V
Edge costs: 

Items stored and requested form the item catalog C

wuv, (u, v) 2 E



Model: Cache Contents
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G(V,E)

C={ } Node capacities: cv, v 2 V
Edge costs: 

For             and            ,  letv 2 V i 2 C
xvi =

(
1,

0,

wuv, (u, v) 2 E

if     stores  
o.w.

v i

Then, for all           ,  v 2 V
X

i2C
xvi  cv

Caching Strategy of          :
xv = [xvi]i2C

v 2 V

Caching strategy: xv = [xvi]i2C



Model: Designated Sources
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G(V,E)

C={ } Node capacities: cv, v 2 V
Edge costs: 

For each and           ,  there exists a set of  nodes              
(the designated servers  of   ) that permanently store    .

i 2 C

wuv, (u, v) 2 E

Si ⇢ V
i i

I.e.,  if              then v 2 Si xvi = 1

Caching strategy: xv = [xvi]i2C



Model: Requests
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G(V,E)

C={ } Node capacities: cv, v 2 V
Edge costs: 

A request is a pair          such that:  

wuv, (u, v) 2 E

q is an item in

q is the source node of the request.  

i C

?

(i, s)

s 2 V

s

Caching strategy: xv = [xvi]i2C



Model: Demand
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G(V,E)

C={ } Node capacities: cv, v 2 V
Edge costs: wuv, (u, v) 2 E

?

Demand : set of all requestsR

Request arrival process is Poisson with rate

(i, s)

�(i,s)

s
?�

Caching strategy: xv = [xvi]i2C

Demand: �(i,s), (i, s) 2 R
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Routing Variant I : Source Routing

Source node generating request selects entire path that 
request should follow.

User

? ?

?
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Routing Variant II: Hop-By-Hop Routing

Each node selects only next-hop in the path.

User

? ?

?

?



Source Routing: Routing Strategy
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G(V,E)

C={ } Node capacities: cv, v 2 V
Edge costs: 

For each request          let             be a set of possible paths the request can 
follow do a node in  

wuv, (u, v) 2 E

?

(i, s) P(i,s)
Si

s

Caching strategy: xv = [xvi]i2C
Demand: �(i,s), (i, s) 2 R

P(i,s)Set of possible paths:



Source Routing: Routing Strategy
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G(V,E)

C={ } Node capacities: cv, v 2 V
Edge costs: wuv, (u, v) 2 E

?

P(i,s)Routing strategy           : probability distribution over  r(i,s) X

p2P(i,s)

r(i,s),p = 1r(i,s),p � 0, p 2 P(i,s)

s

Caching strategy: xv = [xvi]i2C
Demand: �(i,s), (i, s) 2 R

Routing strategy:
r(i,s) = [r(i,s),p]p2P(i,s)

P(i,s)Set of possible paths:



Source Routing: Routing Costs
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G(V,E)

C={ } Node capacities: cv, v 2 V
Edge costs: wuv, (u, v) 2 E

?

P
p2P(i,s)

r(i,s),p

P|p|�1
k=1 wpk+1pk

Qk
k0=1(1� xpk0i)Expected routing cost:

Upper bound:
P

p2P(i,s)

P|p|�1
k=1 wpk+1pk

Caching Gain:
P

p2P(i,s)

P|p|�1
k=1 wpk+1pk

h
1� r(i,s),p

Qk
k0=1(1� xpk0i)

i

s

Caching strategy: xv = [xvi]i2C
Demand: �(i,s), (i, s) 2 R

Routing strategy:
r(i,s) = [r(i,s),p]p2P(i,s)

P(i,s)Set of possible paths:



Caching Gain Maximization
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G(V,E)

C={ } Node capacities: cv, v 2 V
Edge costs: wuv, (u, v) 2 E

R : demand 5
3 4

6

?

Maximize:

MaxCG

Subject to:
X

i2C
xvi = cv for all v 2 V

xvi 2 {0, 1} for all              and  v 2 V i 2 C

xvi = 1 for all              and                  v 2 Sii 2 C

F (r,X) =
X

(i,s)2R

�(i,s)

X

p2P(i,s)

|p|�1X

k=1

wpk+1pk

"
1� r(i,s),p

kY

k0=1

(1� xpk0i)

#

r(i,s),p 2 [0, 1]

p 2 P(i,s) (i, s) 2 R,
for all

X

p2P(i,s)

r(i,s),p = 1 for all
(i, s) 2 R

s

Caching strategy: xv = [xvi]i2C
Demand: �(i,s), (i, s) 2 R

Routing strategy:
r(i,s) = [r(i,s),p]p2P(i,s)

P(i,s)Set of possible paths:
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Fixed Routing Setting (e.g., RNS)

User

?

Caching decisions

Webserver

|P(i,s)| = 1, 8(i, s) 2 R

qNP-hard

qOffline algorithm achieves 1-1/e approximation

qDistributed, adaptive algorithm achieving 
1-1/e approximation

[Shanmugam et al. 2013]

[Shanmugam et al. 2013]

[Ioannidis & Yeh 2016]
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Is Joint Optimization Really Necessary?

User

?

Why not just use shortest path routing towards the nearest designated server?



Is Joint Optimization Really Necessary?
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Shortest path routing to nearest server
is arbitrarily suboptimal.



RNS is Suboptimal
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M

1

M

s

t

2

c = 1c = 1

= = 0.5� ?
�

? requests per sec

Shortest path for both



Routing to Nearest Server is Suboptimal
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M

1

M

s

t

2

c = 1c = 1

= = 0.5� ?
�

? requests per sec

Irrespective of caching decision, cost 
under shortest path routing is ⇥(M)

?
?



M

1

M

s

t

2

c = 1c = 1

Routing to Nearest Server is Suboptimal
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= = 0.5� ?
�

? requests per sec

Irrespective of caching decision, cost 
under shortest path routing is 

??

Cost under split routing strategy is          .  O(1)

Shortest path routing to nearest server is 
arbitrarily suboptimal.

⇥(M)



Key Intuition
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Increasing path diversity creates 
more caching opportunities.

?



Offline Algorithm
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Maximize:

MaxCG

Subject to:
X

i2C
xvi = cv for all v 2 V

for all              and  v 2 V i 2 C

xvi = 1 for all              and                  v 2 Sii 2 C

F (r,X) =
X

(i,s)2R

�(i,s)

X

p2P(i,s)

|p|�1X

k=1

wpk+1pk

"
1� r(i,s),p

kY

k0=1

(1� xpk0i)

#

r(i,s),p 2 [0, 1]

p 2 P(i,s) (i, s) 2 R,
for all

X

p2P(i,s)

r(i,s),p = 1 for all
(i, s) 2 R

xvi 2 {0, 1}



Offline Algorithm
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Maximize:

Subject to:
X

i2C
xvi = cv for all v 2 V

for all              and  v 2 V i 2 C

xvi = 1 for all              and                  v 2 Sii 2 C

F (r,X) =
X

(i,s)2R

�(i,s)

X

p2P(i,s)

|p|�1X

k=1

wpk+1pk

"
1� r(i,s),p

kY

k0=1

(1� xpk0i)

#

r(i,s),p 2 [0, 1]

p 2 P(i,s) (i, s) 2 R,
for all

X

p2P(i,s)

r(i,s),p = 1 for all
(i, s) 2 R

xvi 2 [0, 1]



Offline Algorithm
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Maximize:

Subject to:
X

i2C
xvi = cv for all v 2 V

for all              and  v 2 V i 2 C

xvi = 1 for all              and                  v 2 Sii 2 C

F (r,X) =
X

(i,s)2R

�(i,s)

X

p2P(i,s)

|p|�1X

k=1

wpk+1pk

"
1� r(i,s),p

kY

k0=1

(1� xpk0i)

#

r(i,s),p 2 [0, 1]

p 2 P(i,s) (i, s) 2 R,
for all

X

p2P(i,s)

r(i,s),p = 1 for all
(i, s) 2 R

xvi 2 [0, 1]

q Key idea: There exists a concave function                 such that   

(1� 1

e
)L(r,X)  F (r,X)  L(r,X)

L(r,X)



Offline Algorithm
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Maximize:

Subject to:
X

i2C
xvi = cv for all v 2 V

for all              and  v 2 V i 2 C

xvi = 1 for all              and                  v 2 Sii 2 C r(i,s),p 2 [0, 1]

p 2 P(i,s) (i, s) 2 R,
for all

X

p2P(i,s)

r(i,s),p = 1 for all
(i, s) 2 R

xvi 2 [0, 1]

q Key idea: There exists a concave function                 such that   

(1� 1

e
)L(r,X)  F (r,X)  L(r,X)

L(r,X)

L(r,X) =
X

(i,s)2R

�(i,s)

X

p2P(i,s)

|p|�1X

k=1

wpk+1pk min{1, 1� r(i,s),p +
kX

k0=1

xpk0 i}

Follows from Goemans-Williamson inequality:
�
1� 1

e

�
max

�
1,
X

i

yi
 
 1�

Y

i

(1� yi)  max

�
1,
X

i

yi
 
, for all yi 2 [0, 1]



Offline Algorithm
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Maximize:

Subject to:
X

i2C
xvi = cv for all v 2 V

for all              and  v 2 V i 2 C

xvi = 1 for all              and                  v 2 Sii 2 C r(i,s),p 2 [0, 1]

p 2 P(i,s) (i, s) 2 R,
for all

X

p2P(i,s)

r(i,s),p = 1 for all
(i, s) 2 R

xvi 2 [0, 1]

q Offline Algorithm:
q Step 1: Solve relaxed convex optimization problem
q Step 2: Round caching solution via pipage rounding [Ageev and Sviridenko 2004]

L(r,X) =
X

(i,s)2R

�(i,s)

X

p2P(i,s)

|p|�1X

k=1

wpk+1pk min{1, 1� r(i,s),p +
kX

k0=1

xpk0 i}

Theorem: Resulting solution is within 1-1/e from the optimal 
solution to MaxCG



Distributed, Adaptive Algorithm
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Each node maintains the following state information:

C={ }

v

0.5
0.9
0.6

s

r(i,s)

0.1
0.5
0.4

r = [r(i,s)](i,s)2R

X = [xv]v2V

s r(i,s)q Each source     maintains routing probabilities 

xv

v xv = [xvi]i2Cq Each cache     maintains caching probabilities

routing probabilities: 

caching probabilities: 



Distributed, Adaptive Algorithm
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Time is slotted. 

C={ }

v

0.5
0.9
0.6

s

r(i,s)

0.1
0.5
0.4

xv

vq Each cache      estimates 
sq Each source     estimates rr(i,s)L(r,X)

r
xvL(r,X)

During each timeslot: 

via control packets exchanged 
between nodes during timeslot

r = [r(i,s)](i,s)2R

X = [xv]v2V

routing probabilities: 

caching probabilities: 



Distributed, Adaptive Algorithm
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At the end of a timeslot, all nodes adapt their state:

C={ }

v

0.5
0.9
0.6

s

r(i,s)

0.1
0.5
0.4

xv

vq Each cache    :
sq Each source   :

x

v

 ⇧
Dv (xv

+ �

k

\r
xvL(r,X))

Stochastic Projected 
Gradient Ascent (PGA)

r(i,s)  ⇧Dr(i,s)
(r(i,s) + �k \rr(i,s)L(r,X))

r = [r(i,s)](i,s)2R

X = [xv]v2V

routing probabilities: 

caching probabilities: 



Distributed, Adaptive Algorithm
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At the end of a timeslot:

C={ }

v

0.5
0.9
0.6

s

r(i,s)

0.1
0.5
0.4

xv

vq Each cache      reshuffles its contents independently according to  
sq Each source     routes packets independently according to  r(i,s)

xv

r = [r(i,s)](i,s)2R

X = [xv]v2V

routing probabilities: 

caching probabilities: 



Theorem: For                      ,  under Projected Gradient 
Ascent, the randomized allocation      and the randomized 
routing strategy     at timeslot     are such that:

where                 is an optimal solution to the offline 
problem. 

Convergence
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�k = 1/
p
k

Xk

rk k

lim
k!1

E[F (r,X)] � (1� 1

e
)F (r⇤, X⇤)

(r⇤, X⇤)
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Experiments
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TABLE II
GRAPH TOPOLOGIES AND EXPERIMENT PARAMETERS.

Graph |V | |E| |C| |R| |Q| cv |P(i,s)|
cycle 30 60 10 100 10 2 2
grid-2d 100 360 300 1K 20 3 30
hypercube 128 896 300 1K 20 3 30
expander 100 716 300 1K 20 3 30
erdos-renyi 100 1042 300 1K 20 3 30
regular 100 300 300 1K 20 3 30
watts-strogatz 100 400 300 1K 20 3 2
small-world 100 491 300 1K 20 3 30
barabasi-albert 100 768 300 1K 20 3 30
geant 22 66 10 100 10 2 10
abilene 9 26 10 90 9 2 10
dtelekom 68 546 300 1K 20 3 30

both the local routing and caching states, in a manner similar
to how this was performed in source routing. As each edge
is traversed at most twice, the maximum number of control
messages is O(|E(i)|

). As in the case of source routing, how-
ever, messages on low-probability paths terminate early due
to condition (21). Moreover, randomization can again reduce
the number of messages as in Section IV-F.

VI. EVALUATION

We simulate Algorithm 1 over a broad variety of both syn-
thetic and real networks. We compare its performance to tradi-
tional caching policies, combined with both static and dynamic
multi-path routing.
Experiment Setup. We consider the topologies in Table II.
A detailed description of these topologies can be found in
our tech report [31]. For each graph G(V, E) in Table II, we
generate a catalog of size |C|, and assign to each node v 2 V a
cache of capacity c

v

. For every item i 2 C, we designate a node
selected u.a.r. from V as a designated server for this item; the
item is stored outside the designate server’s cache. We assign
a weight to each edge in E selected u.a.r. from the interval
[1, 100]. We also select a random set of Q nodes as the possible
request sources, and generate a set of requests R ✓ C ⇥ V by
sampling exactly |R| from the set C⇥Q, uniformly at random.
For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these
are normalized so that average request rate over all |Q| sources
is 1 request per time unit.

For each request (i, s) 2 R, we generate |P(i,s)| paths from
the source s 2 V to the designated store of item i 2 C. In all
cases, this path set includes the shortest path to the designated
store. We consider only paths with stretch at most 4.0; that is,
the maximum cost of a path in P(i,s) is at most 4 times the
cost of the shortest path to the designated source. The values
of |C|, |R| |Q|, c

v

, and P(i,s) for each experiment are given
in Table II.
Caching and Routing Algorithms. We compare the perfor-
mance of our joint caching and routing projected gradient
ascent algorithm (PGA) to several competitors. In terms of
caching, we consider four traditional eviction policies for com-
parison: Least-Recently-Used (LRU), Least-Frequently-Used
(LFU), First-In-First-Out (FIFO), and Random Replacement

(RR). We combine these policies with path-replication [1], [3]:
once a request for an item reaches a cache that stores the item,
every cache in the reverse path on the way to the query source
stores the item, evicting stale items using one of the above
eviction policies.

We combine the above caching policies with three differ-
ent routing policies. In shortest-path routing (-S), only the
shortest path is used to route the message. In uniform routing
(-U), the source s routes each request (i, s) on a path selected
uniformly at random among all paths in P(i,s). We combine
each of these (static) routing strategies with each of the above
caching strategies use. For instance, LRU-U indicates LRU
evictions combined with uniform routing. Note that PGA-S,
i.e., our algorithm restricted to shortest path routing, is exactly
the single-path routing algorithm proposed by Ioannidis and
Yeh [4]. To move beyond static routing policies for LRU,
LFU, FIFO, and RR, we also combine the above traditional
caching strategies with an adaptive routing strategy, akin to our
algorithm, with subgradient estimates replaced by estimates
the expected routing cost at each path. In short, during the
duration of a slot each source node s maintains an average
of the routing cost incurred when routing a request over each
path. At the end of the slot, the source decreases the probability
⇢(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex.
We denote this routing scheme with the extension -D.

Experiments and Measurements. Each experiment consists
of a simulation of the caching and routing policy, over a
specific topology, for a total of 5000 time units. To leverage
PASTA, we collect measurements during the duration of the
execution at exponentially distributed intervals with mean 1.0
time unit. At each measurement epoch, we extract the current
cache contents in the network and construct X 2 {0, 1}|V |⇥|C|.
Similarly, we extract the current routing strategies ⇢(i,s) for all
requests (i, s) 2 R, and construct the global routing strategy
⇢ 2 [0, 1]

P
(i,s) |P(i,s)|. Then, we evaluate the expected caching

gain FSR(⇢, X), as well as the expected routing cost CSR(⇢, X).
For brevity, we report here the latter, though both can be
found in [31]. We report the average of these values across
measurements collected after a warmup phase, during 1000
and 5000 time units of the simulation.

Results. The relative performance of the different strategies
to our algorithm is shown in Figure 2. With the exception
of cycle and watts-strogatz, where paths are scarce,
we see several common trends across topologies. First, simply
moving from shortest-path routing to uniform, multi-path rout-
ing, reduces the routing cost by a factor of 10. Even without
optimizing routing or caching, simply increasing path options
increases the available caching capacity. For all caching poli-
cies, optimizing routing through the dynamic routing policy
(denoted by -D), reduces routing costs by another factor of
10. Finally, jointly optimizing routing and caching leads to a
reduction by an additional factor between 2 and 10 times. In
several cases, PGA outperforms shortest path routing combined
with either traditional policies or [4] by 3 orders of magnitude.

TABLE II
GRAPH TOPOLOGIES AND EXPERIMENT PARAMETERS.

Graph |V | |E| |C| |R| |Q| cv |P(i,s)|
cycle 30 60 10 100 10 2 2
grid-2d 100 360 300 1K 20 3 30
hypercube 128 896 300 1K 20 3 30
expander 100 716 300 1K 20 3 30
erdos-renyi 100 1042 300 1K 20 3 30
regular 100 300 300 1K 20 3 30
watts-strogatz 100 400 300 1K 20 3 2
small-world 100 491 300 1K 20 3 30
barabasi-albert 100 768 300 1K 20 3 30
geant 22 66 10 100 10 2 10
abilene 9 26 10 90 9 2 10
dtelekom 68 546 300 1K 20 3 30

both the local routing and caching states, in a manner similar
to how this was performed in source routing. As each edge
is traversed at most twice, the maximum number of control
messages is O(|E(i)|

). As in the case of source routing, how-
ever, messages on low-probability paths terminate early due
to condition (21). Moreover, randomization can again reduce
the number of messages as in Section IV-F.

VI. EVALUATION

We simulate Algorithm 1 over a broad variety of both syn-
thetic and real networks. We compare its performance to tradi-
tional caching policies, combined with both static and dynamic
multi-path routing.
Experiment Setup. We consider the topologies in Table II.
A detailed description of these topologies can be found in
our tech report [31]. For each graph G(V, E) in Table II, we
generate a catalog of size |C|, and assign to each node v 2 V a
cache of capacity c

v

. For every item i 2 C, we designate a node
selected u.a.r. from V as a designated server for this item; the
item is stored outside the designate server’s cache. We assign
a weight to each edge in E selected u.a.r. from the interval
[1, 100]. We also select a random set of Q nodes as the possible
request sources, and generate a set of requests R ✓ C ⇥ V by
sampling exactly |R| from the set C⇥Q, uniformly at random.
For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these
are normalized so that average request rate over all |Q| sources
is 1 request per time unit.

For each request (i, s) 2 R, we generate |P(i,s)| paths from
the source s 2 V to the designated store of item i 2 C. In all
cases, this path set includes the shortest path to the designated
store. We consider only paths with stretch at most 4.0; that is,
the maximum cost of a path in P(i,s) is at most 4 times the
cost of the shortest path to the designated source. The values
of |C|, |R| |Q|, c

v

, and P(i,s) for each experiment are given
in Table II.
Caching and Routing Algorithms. We compare the perfor-
mance of our joint caching and routing projected gradient
ascent algorithm (PGA) to several competitors. In terms of
caching, we consider four traditional eviction policies for com-
parison: Least-Recently-Used (LRU), Least-Frequently-Used
(LFU), First-In-First-Out (FIFO), and Random Replacement

(RR). We combine these policies with path-replication [1], [3]:
once a request for an item reaches a cache that stores the item,
every cache in the reverse path on the way to the query source
stores the item, evicting stale items using one of the above
eviction policies.

We combine the above caching policies with three differ-
ent routing policies. In shortest-path routing (-S), only the
shortest path is used to route the message. In uniform routing
(-U), the source s routes each request (i, s) on a path selected
uniformly at random among all paths in P(i,s). We combine
each of these (static) routing strategies with each of the above
caching strategies use. For instance, LRU-U indicates LRU
evictions combined with uniform routing. Note that PGA-S,
i.e., our algorithm restricted to shortest path routing, is exactly
the single-path routing algorithm proposed by Ioannidis and
Yeh [4]. To move beyond static routing policies for LRU,
LFU, FIFO, and RR, we also combine the above traditional
caching strategies with an adaptive routing strategy, akin to our
algorithm, with subgradient estimates replaced by estimates
the expected routing cost at each path. In short, during the
duration of a slot each source node s maintains an average
of the routing cost incurred when routing a request over each
path. At the end of the slot, the source decreases the probability
⇢(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex.
We denote this routing scheme with the extension -D.

Experiments and Measurements. Each experiment consists
of a simulation of the caching and routing policy, over a
specific topology, for a total of 5000 time units. To leverage
PASTA, we collect measurements during the duration of the
execution at exponentially distributed intervals with mean 1.0
time unit. At each measurement epoch, we extract the current
cache contents in the network and construct X 2 {0, 1}|V |⇥|C|.
Similarly, we extract the current routing strategies ⇢(i,s) for all
requests (i, s) 2 R, and construct the global routing strategy
⇢ 2 [0, 1]

P
(i,s) |P(i,s)|. Then, we evaluate the expected caching

gain FSR(⇢, X), as well as the expected routing cost CSR(⇢, X).
For brevity, we report here the latter, though both can be
found in [31]. We report the average of these values across
measurements collected after a warmup phase, during 1000
and 5000 time units of the simulation.

Results. The relative performance of the different strategies
to our algorithm is shown in Figure 2. With the exception
of cycle and watts-strogatz, where paths are scarce,
we see several common trends across topologies. First, simply
moving from shortest-path routing to uniform, multi-path rout-
ing, reduces the routing cost by a factor of 10. Even without
optimizing routing or caching, simply increasing path options
increases the available caching capacity. For all caching poli-
cies, optimizing routing through the dynamic routing policy
(denoted by -D), reduces routing costs by another factor of
10. Finally, jointly optimizing routing and caching leads to a
reduction by an additional factor between 2 and 10 times. In
several cases, PGA outperforms shortest path routing combined
with either traditional policies or [4] by 3 orders of magnitude.
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
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server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
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uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
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server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of

Jointly Optimal Routing and Caching ICN’17, Sept. 2017, Berlin, Germany

watts-strogatz small-world barabasi-albert geant abilene dtelekom

100

101

102

103

Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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Figure 3: Ratio of expected routing cost to routing cost CSR under our PGA policy, under di�erent topologies and strategies.
For each topology, each of the three groups of bars corresponds to a routing strategy, namely, RNS/shortest path routing (-S),
uniform routing (-U), and dynamic routing (-D). The algorithm presented in [24] is PGA-S, while our algorithm (PGA), with ratio
1.0, is shown last for reference purposes.

server for this item; the item is stored outside the designate server’s
cache. We assign a weight to each edge in E selected u.a.r. from
the interval [1, 100]. We also select a random set of Q nodes as
the possible request sources, and generate a set of requests R ✓
C ⇥ V by sampling exactly |R | from the set C ⇥ Q , uniformly at
random. For each such request (i, s) 2 R, we select the request rate
�(i,s) according to a Zipf distribution with parameter 1.2; these are
normalized so that average request rate over all |Q | sources is 1
request per time unit.

For each request (i, s) 2 R, we generate |P(i,s) | paths from the
source s 2 V to the designated server of item i 2 C. In all cases,
this path set includes the shortest path to the designated server. We
consider only paths with stretch at most 4.0; that is, the maximum
cost of a path in P(i,s) is at most 4 times the cost of the shortest
path to the designated source. The values of |C|, |R | |Q |, c� , and
P(i,s) for each experiment are given in Table 2.
Caching andRoutingAlgorithms.We compare the performance
of our joint caching and routing projected gradient ascent algorithm
(PGA) to several competitors. In terms of caching, we consider four
traditional eviction policies for comparison: Least-Recently-Used
(LRU), Least-Frequently-Used (LFU), First-In-First-Out (FIFO), and
Random Replacement (RR). We combine these policies with path-
replication [13, 26]: once a request for an item reaches a cache that
stores the item, every cache in the reverse path on the way to the
query source stores the item, evicting stale items using one of the
above eviction policies.

We combine the above caching policies with three di�erent rout-
ing policies. In route-to-nearest-server (-S), only the shortest path
to the nearest designated server is used to route the message. In
uniform routing (-U), the source s routes each request (i, s) on a
path selected uniformly at random among all paths in P(i,s). We
combine each of these (static) routing strategies with each of the
above caching strategies use. For instance, LRU-U indicates LRU

evictions combined with uniform routing. Note that PGA-S, i.e.,
our algorithm restricted to RNS routing, is exactly the single-path
routing algorithm proposed by Ioannidis and Yeh [24]. To move
beyond static routing policies for LRU, LFU, FIFO, and RR, we also
combine the above traditional caching strategies with an adaptive
routing strategy, akin to our algorithm, with estimates of the ex-
pected routing cost at each path used to adapt routing strategies. In
short, during the duration of a slot each source node s maintains an
average of the routing cost incurred when routing a request over
each path. At the end of the slot, the source decreases the probabil-
ity �(i,s),p that it will follow the path p by an amount proportional
to the average, and projects the new strategy to the simplex. For
�xed caching strategies, this dynamic routing scheme converges to
a route-to-nearest-replica (RNS) routing (though caches in these
experiments are not �xed). We denote this routing scheme with the
extension -D.
Experiments and Measurements. Each experiment consists of a
simulation of the caching and routing policy, over a speci�c topol-
ogy, for a total of 5000 time units. To leverage PASTA, we collect
measurements during the duration of the execution at exponentially
distributed intervals with mean 1.0 time unit. At each measurement
epoch, we extract the current cache contents in the network and
construct X 2 {0, 1} |V |⇥ |C | . Similarly, we extract the current rout-
ing strategies �(i,s) for all requests (i, s) 2 R, and construct the
global routing strategy � 2 [0, 1]PSR . Then, we evaluate the expected
routing cost CSR(�,X ). We report the average of these values across
measurements collected after a warmup phase, during 1000 and
5000 time units of the simulation.
Results. The relative performance of the di�erent strategies to our
algorithm is shown in Figure 3. With the exception of cycle and
watts-strogatz, where paths are scarce, we see several common
trends across topologies. First, simply moving from RNS routing to
uniform, multi-path routing, reduces the routing cost by a factor of
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qRNS is suboptimal 
qPath diversity      caching opportunities 
qJoint optimization with guarantees over arbitrary 

topologies

Conclusions & Open Problems
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Open Problems
qOptimize cost rather than gain
qSpeed up convergence & reduce state
qIntroduce queueing delays
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Gradient Estimation
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How can nodes  estimate gradient in a distributed fashion?

C={ }
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v

Y = [yv]v2V0.5
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r(i,s)
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r = [r(i,s)](i,s)2R
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Jointly Optimal Routing and Caching57

When request           is generated, create a new control message 

C={ }

?

(i, s)

Y = [yv]v2V

r = [r(i,s)](i,s)2R
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Gradient Estimation
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Forward it to a path selected u.a.r. from 

C={ }

?

Y = [yv]v2V

r = [r(i,s)](i,s)2R

P(i,s)

s
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If                     is chosen, initialize counter in message to p 2 P(i,s) 1� r(i,s),p
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Forward control message over path     until:

C={ }
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Gradient Estimation
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Send control message over reverse path, collecting sum of edge costs. 

C={ }
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Each node on reverse path, sniffs upstream costs, and maintains average per 
item          .

Forward until:

Average at end of slot is estimate of
i 2 C

@L(r, Y )

@yvi

Upon receipt, source node averages same values to estimate @L(r, Y )

@r(i,s),p

Y = [yv]v2V

r = [r(i,s)](i,s)2R

1� r(i,s),p +
kX

k0=1

ypk0 i > 1



qPath to closest cache learned adaptively

qOptimization of caches and paths happens 
jointly
qCaching decisions affect routing and vice-versa
qSame control plane for both 

Key Insights
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Routing Variant I : Source Routing

Source node generating request selects entire path that 
request should follow.

User

? ?

?
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Routing Variant I : Source Routing

Source node generating request selects entire path that 
request should follow.

User

?
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Routing Variant II: Hop-By-Hop Routing

Each node selects only next-hop in the path.

User

? ?

?

?
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Routing Variant II: Hop-By-Hop Routing

Each node selects only next-hop in the path.

User

?
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Routing Variant II: Hop-By-Hop Routing

Each node selects only next-hop in the path.

User

? ?

?

?
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Routing Variant II: Hop-By-Hop Routing

Each node selects only next-hop in the path.

User

?
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Routing Variant II: Hop-By-Hop Routing

Each node selects only next-hop in the path.

User

?
?

?
?

?



Same Principles Apply to Hop-By-Hop Routing
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vWhen    receives a control message, it forwards it to random edge    , adding to ite



Randomized Placement
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How can     place exactly items in its cache, so that marginals are satisfied?

C={ }
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Randomized Placement
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Suppose that I give you a                        such that                   .
X

i2C
yvi = cvyv 2 [0, 1]|C|

Is there a  way to select exactly items at random, so that the probability 
that item   is selected is        ?

cv
i yvi

yv1

yv2

yv3

yv4

= 0.82

= 0.77

=  0.77

=  0.64

X

i2C
yvi = 3

cv = 3

C = {1, 2, 3, 4}



Randomized Placement: Sketch of Algorithm
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