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ABSTRACT
We present a novel analytics approach to infer the under-
lying interconnection between various metered entities in a
radial distribution network. Our approach uses a time series
of power measurements collected from different meters in the
distribution grid and infers the underlying network between
these meters. The collected measurements are used to set
up a system of linear equations based upon the principle
of conservation of energy. The equations are analyzed to
estimate a tree network that optimally fits the time series of
meter measurements. We study experimentally the number
of measurements needed to infer the true underlying connec-
tivity with the help of both synthetic and real smart meter
measurements in the noiseless setting.

Categories and Subject Descriptors
G.1.6 [Mathematics of Computing]: Optimization;
G.3 [Mathematics of Computing]: Time series analysis;
H.4 [Information Systems Applications]: Miscellaneous;
I.6.5 [Model Development]: Modeling methodologies

General Terms
Measurement, Algorithms, Design, Experimentation

Keywords
Power distribution grids, radial networks, connectivity model,
phase identification, compressed sensing, sparsity

1. INTRODUCTION
The connectivity model of a distribution grid gives the

underlying interconnection between various assets and cus-
tomers in the grid downstream of a substation i.e. which
distribution transformer is connected to which feeder, which
customer is connected to which distribution transformer,
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and which customer is connected to which phase, and so
on. The accuracy of this information generally deteriorates
over time due to repairs, maintenance, and balancing efforts.
As a consequence, most energy distributors have partial or
inaccurate knowledge of the connectivity information from
the substations down to the consumers.

The connectivity model is important as it is needed in
the operations and maintenance of distribution networks.
Many solutions that automate the management of distribu-
tion networks require the connectivity model as input. For
instance, it is required by the outage management system
(oms) to accurately record and respond to outages. Dur-
ing a storm or other disruptive events, when an asset (e.g.
a transformer) fails, the connectivity model is needed to
identify the customers and interconnected assets that may
have been affected by the failure. Additionally many energy
distributors have obligations to accurately report customer
outages to regulatory bodies which is difficult without an
accurate connectivity model. The distribution management
system (dms) needs the connectivity model to conduct ac-
curate power-flow calculations. Inaccurate models in these
calculations lead to faulty voltage profiles of the distribution
grid, which affects the efficiency and reliability of energy de-
livery.

A large fraction of all losses in a power system occur in
the distribution network and the growing imbalance between
supply and demand is driving the deployment of solutions
that can improve the overall efficiency of energy delivery.
An accurate connectivity model can enable many of these
solutions. For instance, solutions for energy auditing and
loss localization use the connectivity model to localize en-
ergy losses from theft and inefficiencies in the distribution
network. The phase balancing solution requires the connec-
tivity model in order to balance the load on the three phases
of a feeder so that losses incurred while delivering energy to
the customer are minimized. Additionally when customers
have behind the meter resources such as distributed gen-
eration and storage, the connectivity model is required to
ensure a balanced and reliable infusion of energy back into
the grid via the distribution network [1–5].

Energy distributors worldwide are undertaking smart grid
transformations and instrumenting their distribution net-
works with meters that communicate measurements with
greater frequency and report in real-time on the electri-
cal behavior of the network [6]. Different meters are be-
ing deployed as part of the ami initiative – feeder meters,
transformer meters, and consumer smart meters. One of the
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Figure 1: System Overview: A time series of
power measurements from various meters is used to
estimate a connectivity model between the metered
assets in the distribution grid.

expectations from this deployment is the automated infer-
ence of the connectivity model. Distributors expect that
in future, expensive field inspections would no longer be
necessary to determine the connectivity model and that it
would be inferred automatically. One possible solution is to
use power-line communications wherein asset meters talk to
each other by reading and writing signals onto the power-
line. However this is expensive as it incurs significant capital
and maintenance costs. Besides the installation affects grid
operations, which is inconvenient as well.

In this work, we present a novel analytics approach [7]
(Fig. 1) to estimate the connectivity model of a radial1 dis-
tribution network. Our techniques are novel as they are
purely based upon a time series of power measurements col-
lected by various meters in the distribution grid. The mea-
surements are used to set up a system of linear equations
based upon the principle of conservation of energy i.e. dur-
ing any time interval, the load measured by a feeder meter
must be equal to the sum of loads measured by all customer
meters connected to that feeder plus any errors. The errors
arise due to imperfect synchronization of measurements at
different meters, different sampling rates, unmetered loads
such as street lights, and unknown and time-varying trans-
mission line losses (errors are discussed in section 4.1). The
equations are analyzed to estimate a tree connectivity model
between the meters which is consistent with the observed
time series measurements. We view the main contributions
of this work as follows:

1. A novel analytics approach is proposed to estimate the
connectivity model of a distribution network from a
time series of meter measurements based upon math-
ematical optimization.

2. We develop novel integer programming formulations
for noiseless and noisy variants of the inference prob-
lem. We propose continuous relaxations of these inte-
ger programs (with and without sparsity) that may be
used with increasing number of measurements to re-
trieve the connectivity model efficiently. We study the
conditions for uniqueness of solution to these mathe-
matical programs as a function of the number of meter
measurements.

3. The methods, tools, and implementation using math-
ematical programming are outlined together with ex-

1A radial network has a tree structure

perimental results using synthetic and real smart meter
measurements.

The rest of the paper is organized as follows. Section 2 in-
troduces the distribution network and its connectivity model.
Section 3 presents related work followed by section 4 which
describes the analytics approach to infer the connectivity
model. Section 5 presents the mathematical inference prob-
lem resulting from the analytics technique as well as solu-
tions for noiseless and noisy variants of the problem. Sec-
tion 6 presents preliminary experimental results. Section 7
presents conclusions and directions for future work.

2. THE DISTRIBUTION SYSTEM AND ITS
CONNECTIVITY MODEL

This section describes the major components of a distri-
bution system which are relevant to this work, how these are
interconnected, and the connectivity model that we seek to
infer from meter measurements.

2.1 Distribution systems 101
The majority of electrical power is generated at large

power plants as a 3-phase ac voltage and reaches the distri-
bution network via a transmission system.

A distribution network starts from a distribution substa-
tion that serves customers in a geographical area. A dis-
tribution substation feeds one or more 3-phase feeders that
carry power either directly to a few industrial customers or
to several low-voltage distribution transformers (dts) that
step down the voltage further to serve residential customers.
Depending on several factors including the type and density
of customers, common feeder voltages include 33kV, 27kV,
13.2kV, 8.3kV, and 4.8kV. A substation may serve a cou-
ple of thousand customers while a feeder may serve a few
hundred customers.

A 3-phase feeder consists of three transmission lines that
carry ac power with their voltage waveforms shifted by 120o.
These phases are usually labelled as a, b, and c. In north
america, each dt receives power by tapping onto one of the
three phases of a feeder and is therefore single-phase. A dt
serves about 1-10 single-phase residential customers. Some
dts that serve larger 3-phase loads such as super-markets
and office buildings are 3-phase themselves. In other coun-
tries such as Australia, the dts are generally 3-phase. These
dts have a higher capacity and serve about 50-200 cus-
tomers. However the residential customer is single-phase
as usual and each customer is connected to one of the three
phases of the dt2.

Barring a few exceptions, most distribution networks are
radial i.e. they have a tree structure. Even though the
feeders from a substation may be connected together for
contingencies, the configuration of circuit breakers is such
that the operational network is always a tree and there ex-
ists only one path for power to flow from the feeder to the
customer [1, 2].

2.2 The connectivity model
Figure 2 shows an example of a distribution network under

a substation (left) and the corresponding connectivity model
that we seek to recover (right).
2Rest of the paper assumes a north american setting for ease
of exposition though our solutions are applicable to other
grids as well.
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Figure 2: An example of a distribution network and
its connectivity model

The figure shows a setting where a distributor has me-
tered a feeder, the downstream dts, and its customers (the
meters are shown in circles). The connectivity model shows
that meters TM1 and CM3 are downstream of FM1. Simi-
larly CM1 and CM2 are downstream of TM1 and so on. The
phases of meters are shown, for example CM1 and CM2 are
phase A. The tree network between the meters is essentially
a representation of the connectivity model between the me-
tered assets i.e. the feeders, dts, and customers. We es-
sentially seek to infer the above tree network between the
meters, along with the phase of single-phase meters (A, B,
or C), purely based upon their power measurements.

While the set of customers under each substation is known
and remains unchanged3, accurate knowledge about the in-
terconnections between the feeders, dts, and customers is
variable. These interconnections generally change over the
years due to repairs, maintenance, and rebalancing efforts.
For e.g. a dt may be assigned to another phase during a loss
of phase4 fault or in order to balance the load on the three
phases. A customer could be assigned to a different dt if the
connected dt fails. Some dts or larger loads may also be
moved from one feeder to the other to ensure power quality
to the customer. Some of these interconnections may also
be altered while restoring service to customers after storm
related events. As a consequence several distributors have
inaccurate or out of date connectivity models of their distri-
bution network.

After undertaking ami deployment which is generally cap-
ital intensive, most energy distributors seek to maximize
their roi using meter measurements. Automated inference
of the connectivity model is a natural choice as it also enables
a number of other solutions to manage distribution grids.
Some distributors may have feeder and customer measure-
ments and seek to improve the accuracy of customer phase
connectivity information. Others who have measurements
from dts as well may seek to improve the accuracy of the
connectivity information between the dts and customers.
Some distributors may have undergone a full ami deploy-
ment and seek to automate the inference of the connectivity

3Many utilities in India print the substation number on the
customer’s electricity bill.
4A fault that results in loss of power on one of the 3 phases

model in order to avoid expensive manual inference after
maintenance and repairs.

3. RELATED WORK
The literature on automated inference of the connectiv-

ity model is limited and restricted to the identification of
customer phase.

Caird [8] discloses a system and method for phase identi-
fication with suitably enhanced automated meters that can
detect phases based upon a unique signal injected into the
phase line. The disadvantage of signal injection methods
or in general those that rely on power-line communication
(plc) is that they require enhanced hardware to transmit
and receive signals at different points of the grid, increas-
ing capital and maintenance costs. If a plc compliant me-
ter were to cost $5 more than a regular smart meter, then
a utility with 2M customers would need to spend an ad-
ditional $10M excluding grid meters. Moreover in north
america, feeders from substations can run for tens of miles
before reaching a dt. Therefore plc-based solutions become
impractical and expensive as the signal does not propagate
without repeaters. Our approach on the other hand simply
relies on meter measurements and therefore doesn’t require
any additional hardware other than conventional meters.
Moreover there is no requirement for interventions through
signal injection or physical access to record measurements.

Dilek’s [9] work on phase prediction in power circuits is
similar in spirit to our approach to infer customer phase.
The author employs a heuristic Tabu search on power flow
measurements to determine the phase of attached loads.
However there are several differences as well. Unlike [9], our
work formulates a clean mathematical optimization problem
for both noiseless and noisy variants of the problem. We dis-
cuss different types of errors, uniqueness of optimal solution,
and mathematical relaxations that can be used to obtain so-
lutions efficiently with increasing number of measurements.
Whereas the approach of [9] is tested only on a few loads, we
present experimental results for larger number of customers.

Our prior [10, 11] work describes an analytics approach
to infer the phase of a customer for a variant of problem
encountered in Australia, where a dt is 3-phase and its cus-
tomers are single-phase. In this work, we show that a similar
approach is applicable even to the north american market,
although the problem instances may become large. Here
the customers and dts are single-phase while the upstream
feeder is 3-phase.

The phase connectivity problem is a small subset of the
entire connectivity model puzzle. In this work, we show that
the energy conservation principle can be generalized to infer
the entire tree connectivity model. We also propose a new
sparsity based optimization formulation that is useful for
larger problem instances where the number of measurements
may be less relative to the number of customers.

Our work can be regarded as an early example of the to-
mography technique [12–14] applied in the smart grid con-
text where measurements collected from meters in the distri-
bution network are used to estimate its connectivity model.

4. THE ANALYTICS APPROACH
In our approach, the connectivity model is determined

using a time series of synchronized measurements collected
from the feeder, dts, and customers. The principle of con-
servation of energy implies that during any time interval:
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(a) the total load on a feeder equals the sum of loads of
all downstream customers on that feeder, (b) the load on a
dt equals the sum of loads of all downstream customers con-
nected to it, and (c) the load on each phase of a feeder equals
the sum of loads of all customers (equivalently all dts) on
that phase. Since customer loads vary with time and across
different customers, the connectivity model can in fact be
recovered by analyzing a time series of load measurements
from the feeders, dts, and customers collected over multiple
time steps.

Time Meter Measurements (Wh)
Interval M1 M2 M3 M4 M5
(0, 10] 8 3.5 1 2.5 4.5
(10, 20] 20.5 13.5 5 8.5 7
(20, 30] 18.5 14.5 9 5.5 4

...
...

...
...

...
...

Figure 3: An example of the mathematical prob-
lem that arises in the analytics approach. (top): a
time series of power-flow measurements from differ-
ent meters. (bottom): the true connectivity model
to be recovered from measurements.

The table in Fig 3 shows an example of a time series of
power-flow measurements taken from all the meters under
a feeder over multiple time intervals. Each row of the table
corresponds to one time series measurement from all me-
ters, which we simply refer to as one measurement. For in-
stance, the measurement on the first row shows that during
the first 10 minutes M1 recorded 8 watt-hours (Wh) of load
while M5 records 4.5Wh of load, and so on. We wish to de-
termine the connectivity model using the above time series
measurements. Now observe that, for each row in the table,
the loads measured by M3 and M4 add up to the load mea-
sured by M2. Similarly M1 =M3 +M4 +M5 =M2 +M5.
From this, one can conclude that the tree network between
the meters is most likely the one shown in Fig 3.

In this example, M1 meters a feeder which serves a dt
and a large customer, metered respectively by M3 and M5.
The dt serves two residential customers, metered by M3
and M4. The table shows the total Wh measured by M1.
Since M1 is a feeder meter, it records the Wh on each phase
separately. Similarly M5 a 3-phase customer and meters
each phase separately. M2, M3, and M4 are single-phase.

In the above example, at each time step, the load mea-
sured by a parent meter is exactly equal to the sum of loads
measured by its child meters. In practice however, due to
energy losses on the transmission lines and other errors ex-
plained in the next section, the load measured at a parent
meter is only approximately equal to the sum of loads mea-
sured at its child meters.

Fig. 4 shows the general problem that results from the
analytics approach. Given a list of meters under a feeder

and their power-flow measurements, the tree connectivity
between the meters needs to be recovered. In general, the
list of meters may also be a forest instead of a single tree.

Figure 4: Analytics Approach: Given a time series
of power-flow measurements from different meters,
the optimization solution exploits the principle of
conservation of energy to infer a tree connectivity
between the meters which is consistent with the
measurements. FM , TM , and CM correspond to
feeder, DT, and consumer meters respectively.

4.1 Measurement setup and errors
Consumer smart meters can record and report periodic

measurements of energy consumed in watt-hours (Wh) over
small time intervals such as ∆t= 30 min or 1h, as setup by
the utility. For e.g. Itron smart meters used by CenterPoint
Energy in US record Wh over 15 min intervals. Govern-
ment regulations require that the Wh reported by consumer
meters be accurate, typically of the order of 99.5% accuracy.

The distribution grid is generally monitored using SCADA
(supervisory control and data acquisition) systems [15] that
record feeder measurements close to the substation. While
feeder metering is quite common, the metering of dts varies
across distributors.

The energy measured by customer and grid meters over
common time intervals follows the principle of conservation
only approximately instead of exactly due to a number of
different errors.
Synchronization. A customer meter records readings
based on its internal clock which may be out of synch with
respect to the true clock. For e.g. if a meter reports that
75Wh were consumed from 10:00 to 10:30AM and its clock
lags the true clock by 1 sec, in reality the 75Wh were con-
sumed from 10:00:01 to 10:30:01 AM. Therefore even if all
consumer meters are setup to report over the same time
intervals, each may suffer from a different clock drift and
report Wh consumed over a slightly different time interval.
Although these errors are expected to be minimal, they pre-
vent the conservation equations to hold with equality.

Sampling rates of grid meters. The dt and feeder me-
ters are much more complex devices. Unlike consumer me-
ters, these are used for monitoring instead of billing. They
measure power parameters such as voltage, current, and
power factor. However based on the manufacturer and set-
tings, they measure these parameters at different sampling
rates and may report either an average or instantaneous
value over small time intervals (e.g. 5, 10 min). There-
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fore the watt-hours computed from these parameters are
estimates of the actual watt-hours supplied during a time
interval and may contain errors (the real or active power
(Wh) supplied can be computed as a product of rms volt-
age, rms current, and power factor measurements). Addi-
tionally, clock synchronization problems may occur at the
dt and feeder meters.

Line losses and Unmetered loads. Two other im-
portant sources of errors include line losses and unmetered
loads. Since the transmission lines from the substation to
dts and dts to customers have a certain amount of electri-
cal resistance, some of the transferred energy is lost as heat.
These losses vary with ambient temperature, load, and age
of the feeder. Lastly there may be a few unmetered loads
in the system such as street and traffic lights which also
introduce errors in the conservation equations.

5. THE MATHEMATICAL INFERENCE
PROBLEM AND SOLUTION

Our goal is to infer the connectivity tree between the
feeder, dt, and customer meters. The set of meters under
each feeder forms a tree and the set of trees corresponding to
all feeders under one substation effectively result in a forest.
For ease of exposition, we begin by assuming that the set of
all meters under one feeder is given and we wish to deter-
mine a tree connectivity between them (this assumption is
not required and one could possibly start with the set of all
meters under one substation as well).

In the meter connectivity tree corresponding to a feeder,
the customer meters are the leaf nodes, the dt meters are
the intermediate nodes, and the feeder meter is the source
node. We determine this connectivity tree iteratively by
working out the set of leaf meters in the subtree rooted at
each non-leaf meter. Observe that by knowing the leaf nodes
under each non-leaf node of a tree, one can uniquely recover
the entire tree in a straightforward manner.

5.1 The leaf connectivity (lc) problem
We define a leaf connectivity (lc) problem that takes as

input a time series of load measurements from a set of leaf
meters ` and a non-leaf meter s and determines the subset
p ⊆ ` of leaf meters present in the subtree rooted at s. We
represent this as p = lc(s, `).

We model the problem as follows. Let n = |`| denote the
number of leaf meters. Let m be the total number of load
(Wh) measurements taken over time. Let sk and Lkj denote
the loads measured by the non-leaf meter s and leaf meter
j in the interval k respectively, 1 ≤ k ≤ m, 1 ≤ j ≤ n.
Now let A = [Lkj]m×n denote the matrix of all leaf meter
measurements. Let b = [sj]m×1 denote the vector of source
meter measurements. Thus each row of A corresponds to one
time series measurement and each column of A corresponds
to load measurements from one meter over multiple time
intervals.

Our goal is to identify the subset of leaf meters p ⊆ `
present in the subtree rooted at s. Therefore let xj be an
indicator variable such that

xj =

{
1 if leaf j is in the subtree rooted at s

0 otherwise
(1)

Let X = [xj]n×1. Now the principle of conservation of energy
implies that:

b = AX + e (2)

where e = [εk]m×1. εk ∈ R is the error in the kth measure-
ment that compensates for the difference between the load
measured by s and sum of loads measured by all meters in
p (errors are described in section 4.1). The model allows
errors to vary across measurements.

The leaf connectivity problem is to determine the un-
known binary vector X ∈ {0, 1}n given A, b, and unknown
e from (2). Before describing our solutions to noiseless and
noisy variants of this problem, we show how different con-
nectivity problems can be mapped onto this basic problem
and solved.

5.2 Instances of leaf connectivity (lc) problem
As explained in section 2.2, the accuracy of the connectiv-

ity model as well as the level of instrumentation in the grid is
variable and depending on these, a distributor may ask dif-
ferent questions about the connectivity model. We consider
a few examples to explain how these questions could be an-
swered by solving different instances of the leaf connectivity
(lc) problem of varying sizes.

Customer-feeder. The set of all customers under a feeder
may be determined by calling lc with s as the feeder meter
and ` as the set of all customer meters under the substation.

Customer-DT. If a distributor has instrumented the dts
and customers, then the customer to dt connectivity can be
identified by calling lc with s as dt meter and ` as the set
of all customer meters under a feeder.

Customer-phase. A distributor may have metered cus-
tomers and feeders but not dts. In this case, the set of
customers connected to say, phase A of a feeder can be de-
termined by calling lc with ` as the set of all customer
meters under the feeder and s as the feeder meter that mea-
sures phase A. With 3-phase customers, each phase meter is
added as a separate meter in `.

DT-phase. The set of all dts connected to say phase A of
a feeder may be determined by regarding the feeder meter of
phase A as s and ` as the set of all dts and 3-phase customer
meters under the feeder.

Tree connectivity model. A distributor may have me-
tered the customers, feeders, and dts. Given the set of
meters under each substation, the customer-feeder connec-
tivity is determined as above. Then for each feeder, ` is the
set of all customer meters under the feeder. We make a call
to lc for each dt, with s as the dt meter. Thus the entire
tree connectivity between the meters may be recovered via
a sequence of calls to lc and building a tree based on those
solutions.

5.2.1 Problem sizes
The size of lc problem instances vary based on the type of

connectivity information that needs to be retrieved. For ex-
ample, the customer-feeder connectivity problem instances
may be large since ` represents all meters under one substa-
tion. However, if the customers under each feeder are either
known or recovered via prior calls to lc, then ` is limited
by the number of customers or dts under a feeder. For e.g.,
for the customer-phase connectivity problem, ` is bounded
by the number of customers under a feeder. Thus for real
problems, we expect n = |`| to vary from a few hundred (per
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feeder) to a few thousand meters (per substation), although
this may vary with each distributor’s network.

5.3 The noiseless lc problem and solution
With no errors, the load at any non-leaf meter s exactly

matches the sum of the loads of its leaf meters p ⊆ `. i.e.
the vector e = 0 in (2).

5.3.1 Single Measurement (m = 1)
For one measurement from a single time step, if all me-

ter readings can be converted to integers without loss of
accuracy, the problem reduces to the Subset-sum problem
[16]. We wish to find a subset p ⊆ ` of leaf meters whose
Wh measurements sum up to the Wh measured by s. The
subset-sum problem is NP-hard and can be solved in pseudo-
polynomial time using a dynamic program. However, one
measurement may not guarantee a unique solution.

5.3.2 Multiple Measurements (m > 1)
In the general case when we have a time series of mea-

surements, (2) can be posed as a 0-1 integer linear program
(ilp) with a zero objective function.

(ILP1) min 0TX

AX = b

xj ∈ {0, 1}, 1 ≤ j ≤ n (3)

(3) can have multiple solutions when the number of time
series measurements (i.e. constraints) is low. ilp solvers [17]
can be used to obtain a solution to (3). However, ilps are
NP-hard and therefore some instances may require exponen-
tial time. We now propose three relaxations (Eq.(4), Eq.(6),
and Eq.(7)) that can be used to retrieve the true underlying
leaf connectivity solution in polynomial time given sufficient
number of time series measurements m.

5.3.3 Linear systems relaxation (m = n)

AX = b

���
�

xj ∈ {0, 1} xj ∈ R, 1 ≤ j ≤ n (4)

(4) is an unconstrained relaxation of (3) wherein we drop the
binary constraints on X. It can be solved using linear algebra
provided A has full rank i.e. the number of measurements
m equals the number of leaf meters n. When this holds,
the set of measurement equations (4) has a unique solution.
Uniqueness implies that the true underlying binary solution
to the lc problem can be retrieved simply as X = A−1B.

5.3.4 Linear programming relaxation 1 (m ≤ n)
First we transform the binary variables in (3) from {0, 1}

to {−1, 1} using the transformation Y = 2X − 1n, where 1n

is a n × 1 vector of all 1’s. Observe that X ∈ {0, 1}n ⇔
Y ∈ {−1, 1}n. Therefore we have the following ilp that is
equivalent to (3):

AY = 2b −A1n, Y ∈ {−1, 1}n (5)

To solve the above, we use the following LP relaxation:

(LP1) Min ‖Y‖1
s.t. AY = 2b −A1n

((((
(

Y ∈ {−1, 1}n Y ∈ [−1, 1]n (6)

The objective function of LP1 is not strictly linear due to
the L1 norm, however this can be linearized using standard
LP methods. The following lemma relates (6) to (5).

Lemma 1. If (6) returns an integer solution, that solution
is the unique integer solution of both (6) and (5).

We omit the proof for ease of exposition. The proof follows
from the fact that the fractional solution ∈ [−1, 1]n has a
lower L1 norm than an integer solution ∈ {−1, 1}n. Note
that the converse of Lemma 1 is not true. (6) can return
a fractional solution even if (5) has a unique integer solu-
tion. For instance this may happen when the number of
measurements in A is less.

Mangasarian et al. [18, 19] have showed that when m >
n/2, a system of the form (6) has a unique solution ∈ [−1, 1]n

with high probability (w.h.p). For our problem, this implies
that as m crosses n/2, (6) will start to retrieve the true
underlying solution to the lc problem w.h.p. We show the
same using experiments as well.

5.3.5 Linear programming relaxation 2 (m ≤ n)

(LP2) min
∑

j xj

s.t. AX = b

���
��X ∈ {0, 1}n X ∈ [0, 1]n (7)

LP2 minimizes the L1 norm of X and attempts to retrieve
the sparsest integer solution ∈ [0, 1]n. However it may re-
turn a fractional or integer solution based on the number of
measurements m in A.

Let K = |p| denote the sparsity of the true underlying
solution to the lc problem, 1 ≤ K ≤ n. We show using
experiments that (7) retrieves the true solution with high
probability when m > nH(K/n)/2, where H(z) = −z log2 z−
(1 − z) log2(1 − z) is the binary entropy function. Note
that nH(K/n)/2 < n/2 when K 6= n/2. Therefore when
K = |p| = n/2, (7) requires about n/2 measurements to re-
trieve the true solution and in all other cases, less than n/2
measurements suffice. In [20], we derive the mathematical
conditions for a K-sparse solution to be the unique sparsest
solution to (7).

Figure 5: Noiseless Problem: As the number of time
series measurements increase, the leaf connectivity
problem can be solved efficiently.
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5.3.6 Solution Space:
Fig. 5 shows the solution space for the noiseless lc prob-

lem. Given one measurement, the problem reduces to a
variant of subset-sum. Given very few measurements, we
may need to solve the ilp (3) that is NP-hard and may yield
multiple solutions. When the number of measurements ex-
ceeds nH(K/n)/2, LP2 retrieves the true solution with high
probability and when they exceed n/2, LP1 retrieves the
true solution with high probability. LP1 and LP2 need only
polynomial time. When m = n, one can retrieve the unique
solution simply by solving the system of linear equations (4).

5.4 The noisy lc problem and solution
This is the general setting wherein errors can vary across

measurements due to line losses and other factors discussed
in section 4.1. We now propose two approaches to retrieve a
solution to the noisy variant of the leaf connectivity problem,
with and without sparsity-based regularisation, as in the
noiseless setting.

We essentially determine a lc solution X that optimally
fits the measurements by minimizing either the L1 or L2
norm of the error vector e. As long as errors do not grow
significantly with measurements, these approaches are ex-
pected to retrieve the true underlying leaf connectivity so-
lution with increasing number of measurements [11].

Without sparsity-based regularization:

(ILPe/LPe) min
X
‖b −AX‖1 (Linear)

X ∈ {0, 1}n / X ∈ [0, 1]n

(IQPe/QPe) min
X
‖b −AX‖22 (Quadratic)

X ∈ {0, 1}n / X ∈ [0, 1]n

With sparsity-based regularization:

(ILPes/LPes) min
X

λ
∑
j

xj + ‖b −AX‖1 (Linear)

X ∈ {0, 1}n / X ∈ [0, 1]n

(IQPes/QPes) min
X

λ
∑
j

xj + ‖b −AX‖22 (Quadratic)

X ∈ {0, 1}n / X ∈ [0, 1]n

Solutions to all the above integer linear and integer quad-
ratic programs and their relaxations can be obtained us-
ing standard mip solvers such as cplex [17]. The choice
of quadratic vs. linear depends on the type of errors and
computational performance. For gaussian errors, quadratic
minimization generally yields the maximum likelihood esti-
mates (mle) of the true underlying solution. In terms of
computation, all of the above relaxations can be solved in
polynomial time while the integer versions are NP-hard. The
quadratic programs above have n variables whereas the lin-
ear programs have n +m variables. The additional m con-
tinuous variables are needed to linearize the L1 norm in the
objective functions.

The sparsity-based formulations are from compressed sens-
ing [21–24]. These allow the retrieval of sparse underlying
solutions with fewer number of measurements. These can be
beneficial for large lc problem instances with K = |p| small
compared to n = |`|.
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Figure 6: Success rates of LP1 and LP2 with ran-
dom measurements for noiseless leaf connectivity
problem. (top): LP1, (middle): LP2, and (bot-
tom): number of measurements needed by LP2 as
a function of sparsity. This is compared with the
bounds based on binary entropy (accurate fit) and
compressed sensing (inaccurate fit).

6. EXPERIMENTS
Our analytics approach exploits a key property of the mea-

surements in the distribution grid – the variability of meter
measurements over time and across meters. Each power-
flow measurement in A constrains the solution further and
as measurements grow, A maps each X ∈ {0, 1}n uniquely
to a b. Therefore the success rate of the proposed math-
ematical formulations depends on the number and type of
measurements in A. A related and important characteristic
is the probability distribution of errors e. In this section,
we present our results for the former and leave the later for
investiagation in future work.

We conduct Monte-Carlo simulations using two types of
data: (i) synthetic meter readings generated uniformly at
random, and (ii) Anonymous half-hourly smart meter mea-
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surements under one substation. We randomly select leaf
connectivity (lc) solutions X ∈ {0, 1}n of varying sparsity
to construct b = AX. We solve for X using the relaxations
LP1 and LP2 of Sec. 5.3 by invoking cplex [17] from within
matlab [25]. We compare the optimal solutions output by
these programs with the true underlying lc solution as a
function of number of measurements. We plot the success
rate of these LPs over multiple runs of experiments.

Random measurements. In this case, the meter mea-
surements (Wh) in Am×n are generated from uniform dis-
tribution. Fig. 6(top) shows benchmark results for LP1. A
transition behavior is observed at m = n/2. When the num-
ber of measurements m exceeds the number of leaf meters n,
the system retrieves the true underlying solution w.h.p. The
results are independent of the problem size, except that as
the problem size increases, the transitions becomes step-like.

Fig. 6(middle) shows benchmark results for LP2. In this
case, based on the sparsity K of the true X, the transi-
tions occur before m = n/2. Recall that K = |p| = ‖X‖1.
The worst case occurs for solutions with K = n/2 when
about m = n/2 measurements are needed to retrieve the
true solution. Fig. 6(bottom) shows the value of m/n when
LP2 retrieves the true underlying solution as a function of
sparsity. It shows that m = nH(K/n)/2 measurements are
sufficient to retrieve the true underlying solution, where
H(z) = −z log2 z − (1 − z) log2(1 − z) is the binary entropy
function. This is compared against the standard compressed
sensing bound of Klog(n/K) measurements.

Smart meter measurements. Uniqueness and recov-
ery of the true solution is dependent on both the number
of measurements and their variability. In the previous case,
with random measurements, the variability of measurements
across time and meters is assured. As a consequence, each
new measurement is independent and adds a new constraint
to the system. However real meter measurements may be
correlated due to several reasons such as seasonal and diur-
nal patterns of consumption. Therefore a natural question
to consider is if smart meter measurements jointly exhibit
sufficient variability to constrain the true solution.

Fig 7 shows the results for two different sets of 100 smart
meter measurements. Fig 7 (top) shows a transition behav-
ior similar to the random case, except that the difference
between LP1 and LP2 is now less. As before, the plot shows
that m = n/2 meter measurements are sufficient to retrieve
the true solution in the noiseless case. Fig 7 (bottom) shows
another case where the meter measurements matrix A may
not have the right properties to map solutions X uniquely.
In this case, some of the meters have missing measurements
and columns of A corresponding to these meters have zero
entries. The plot shows that selection and filtering of mea-
surements is an important criteria to consider for real de-
ployments of our solution. Note that the plots above show
the behavior of relaxations and not of the integer programs
which may potentially perform better.

7. CONCLUSIONS AND FUTURE WORK
In this work, a novel analytics approach has been pre-

sented to infer the connectivity model of a distribution net-
work in smart grids. The connectivity model is a key input
required in the operations and maintenance of distribution
networks. It enables the deployment of solutions that im-
prove the overall efficiency and reliability of energy delivery
to the consumer. Our analytics approach relies solely on
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Figure 7: Success rates of LP1 and LP2 with two
different sets of real smart meter measurements

meter measurements and is therefore readily usable and less
expensive than solutions based on power-line communica-
tions.

We presented the inference problem underlying our ap-
proach and proposed a number of mathematical program-
ming techniques that can be used to retrieve the connectiv-
ity tree between the meters by successively solving instances
of the leaf connectivity problem. We presented preliminary
experimental results that give an indication of the number
of measurements needed to retrieve the true underlying so-
lution in the noiseless setting.

There are a number of directions for future work in terms
of addressing different variants of the connectivity prob-
lem, better optimization techniques, deriving conditions for
uniqueness of solutions, and experiments with larger number
of meter measurements for both noiseless and noisy settings.

In an other variant of the connectivity problem, there may
be 2-phase and 3-phase customer meters that record aggre-
gate consumption instead of per phase. In our optimization
approach, the connectivity problem corresponding to each
node is solved separately instead of jointly. The joint ap-
proach has benefits and may require fewer measurements as
each meter can have only one parent in a tree. We plan to
study these problems. In terms of experiments, we plan to
conduct more experiments with smart meter measurements
to gain insights about the measurement matrices that pro-
vide uniqueness properties. We also plan to conduct experi-
ments with different types of errors and leverage from com-
pressed sensing to investigate the number of measurements
needed for uniqueness of solution.

180



8. REFERENCES
[1] J. D. D. Glover and M. S. Sarma, Power System

Analysis and Design, 3rd ed. Pacific Grove, CA,
USA: Brooks/Cole Publishing Co., 2001.

[2] W. H. Kersting, Distribution system modeling and
analysis, 2nd ed. Boca Raton :: CRC Press

”
2007.

[3] J. Fan and S. Borlase, “The evolution of distribution,”
Power and Energy Magazine, IEEE, vol. 7, no. 2, pp.
63–68, 2009.

[4] J. Bouford and C. Warren, “Many states of
distribution,” Power and Energy Magazine, IEEE,
vol. 5, no. 4, pp. 24–32, 2007.

[5] T. R. Blackburn, “Distribution transformers: Proposal
to increase meps levels,” http://www.energyrating.gov.
au/wp-content/uploads/Energy Rating Documents/
Library/Industrial Equipment/Distribution
Transformers/200717-meps-transformers.pdf,
Equipment Energy Efficiency Program (E3),
Department of climate change and energy efficiency,
Australia, Tech. Rep. 2007/17, 2007.

[6] T. Standish, “Digitization of the electric grid: The
enabler of energy efficiency and economic gain,”
http://www.centerpointenergy.com/staticfiles/CNP/
Common/SiteAssets/doc/, March 2009.

[7] V. Arya, T. S. Jayram, D. Seetharam, and
S. Kalyanaraman, “Determining a connectivity model
in smart grids,” Patent Pending US 13/563373, Mar.
2012.

[8] K. Caird, “Meter Phase Identification,” US Patent
Application 20100164473, January 2010, Patent No.
12/345702.

[9] M. Dilek, “Integrated Design of Electrical Distribution
Systems: Phase Balancing and Phase Prediction Case
Studies,” Ph.D. dissertation, Virginia Polytechnic
Institute and State University, 2001.

[10] V. Arya, S. Kalyanaraman, D. Seetharam,
V. Chakravarthy, K. Dontas, J. Kalagnanam, and
C. Pavlovski, “Systems and Methods for Phase
Identification,” Patent Pending 13/036,628, Feb. 2011.

[11] V. Arya, D. Seetharam, S. Kalyanaraman, K. Dontas,
C. Pavlovski, S. Hoy, and J. Kalagnanam, “Phase
identification in smart grids,” in Smart Grid
Communications (SmartGridComm), 2011 IEEE
International Conference on, oct. 2011, pp. 25–30.

[12] R. Castro, M. Coates, G. Liang, R. Nowak, and B. Yu,
“Network Tomography: Recent Developments,”
Statistical Science, vol. 19, no. 3, pp. 499–517, 2004.

[13] A. Adams, T. Bu, T. Caceres, N. Duffield,
T. Friedman, J.Horowitz, F. Lo Presti, S. Moon,
V. Paxson, and D. Towsley, “The use of End-to-end
Multicast Measurements for Characterising Internal
Network Behavior,” IEEE Communications Magazine,
vol. 38, no. 5, pp. 152–158, May 2000.

[14] M. Coates, R. Castro, R. Nowak, M. Gadhiok,
R. King, and Y. Tsang, “Maximum likelihood network
topology identification from edge-based unicast
measurements,” SIGMETRICS Perform. Eval. Rev.,
vol. 30, no. 1, pp. 11–20, Jun. 2002.

[15] S. A. Boyer, Supervisory Control and Data
Acquisition, 2nd ed. ISA, 1999.

[16] T. H. Cormen, C. E. Leiserson, R. L. Rivest, and

C. Stein, “35.5: The subset-sum problem,” in
Introduction to Algorithms. MIT Press, 2001.

[17] IBM ILOG, “CPLEX: High-performance software for
Mathematical Programming and Optimization,”
http://www-01.ibm.com/software/integration/
optimization/cplex-optimizer.

[18] O. L. Mangasarian and M. Ferris, “Uniqueness of
Integer Solution of Linear Equations,” Optimization
Letters, pp. 1–7, 2010.

[19] O. Mangasarian and B. Recht, “Probability of unique
integer solution to a system of linear equations,”
European Journal of Operational Research, vol. 214,
no. 1, pp. 27 – 30, 2011.

[20] T. S. Jayram, S. Pal, and V. Arya, “Recovery of a
sparse integer solution to an underdetermined system
of linear equations,” in NIPS Workshop on Sparse
Representation and Low-rank Approximation, 2011.

[21] E. Candes and T. Tao, “Decoding by linear
programming,” IEEE Transactions on Information
Theory, vol. 51, no. 12, pp. 4203 – 4215, 2005.

[22] D. L. Donoho, “Compressed sensing,” IEEE
Transactions on Information Theory, vol. 52, no. 4,
pp. 1289–1306, 2006.

[23] E. J. Candés, J. Romberg, and T. Tao, “Robust
uncertainty principles: exact signal reconstruction
from highly incomplete frequency information,” IEEE
Transactions on Information Theory, vol. 52, no. 2,
pp. 489–509, 2006.

[24] D. Donoho and J. Tanner, “Precise undersampling
theorems,” Proceedings of the IEEE, vol. 98, no. 6, pp.
913–924, 2010.

[25] MATLAB, version 7.8.0.347 (R2009a). The
MathWorks Inc., 2009.

181




