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Public Reviewer: Jennifer Rexford

A honeypot is a trap set to attract malicious traffic,
with the goal of characterizing unwanted traffic (e.g.,
worms, viruses, and spam), and providing an early warn-
ing about impending large-scale attacks. A honeynet
takes the idea one step further by having multiple hon-
eypots, or multiple IP addresses within the same address
block, on the same network to provide a wider view into
the malicious traffic. The Introduction section of the pa-
per argues that honeynets should move from being a re-
searcher’s measurement playpen for studying malicious
traffic to a full-fledged network-management tool. This
is an interesting position that suggests a promising re-
search agenda.

Unfortunately, the rest of the paper doesn’t really de-
liver on the vision outlined in the Introduction. Rather,
the remaining sections delve into the details of design-
ing and evaluating a system for longitudinal studies of
malicious traffic. The overview of the system is a some-
what dry description of each module, without giving a
clear sense that the design decisions were particularly
“inspired.” That said, the case study describing the ex-
periences with the system is quite interesting. The treat-
ment of the measurement data in the case study is very
detailed, especially by HotNets standards. Still, the pa-
per doesn’t quite close the loop on how this kind of anal-
ysis might lead to a platform that would aid operators in
running their networks.

The later part of the paper proposes nine statistical
analyses that could help classify large-scale events au-
tomatically. The classifiers are based on the expected
behavior for three kinds of large-scale events—botnet
sweeps, worms outbreaks, and configuration errors. For
example, worm traffic would grow as more machines
become infected, whereas a botnet would trigger many
hosts to probe during a certain time interval. These sta-
tistical analyses seem very effective for characterizing
the existing kinds of malicious traffic, as would be nec-
essary in a measurement study. However, using such
analysis as the basis of a network-management system
seems more difficult. What if a worm starts off with a
large initial hitlist? What if the worm or botnet software
is biased in how it selects targets (e.g., by preferentially
targeting one part of the address space)? Couldn’t ad-
versaries change the characteristics of their traffic in an

attempt to evade the operators’ attention? What kind of
(automated?) response should the network-management
system have?

In the end, the program committee liked the opening
vision of the paper a great deal, and found the case study
interesting as well. Ultimately, we believed that the re-
lationship between the two would become clearer as the
research progressed, and that the paper would spark the
kind of discussion that would foster exactly this kind of
much-needed research.

Opportunistic Measurement: Extracting In-
sight from Spurious Traffic

Martin Casado, Tal Garfinkel, Weidong Cui,
Vern Paxson, and Stefan Savage

Public Reviewer: Venkat Padmanabhan

Destructive cosmic events have long provided physi-
cists and astronomers a wealth of data about the structure
and composition of the universe. In a similar spirit, the
authors of the present paper seek to tap into the traffic
generated by undesirable, even if not destructive, events
such as the spread of worms and email spam floods,
to infer a wealth of information about the structure and
functioning of the Internet. The result is a compendium
of neat ideas on how opportunistic measurements can be
made using what is otherwise considered to be purely
wasteful traffic.

The authors point out that the growing presence of
middle boxes such as NATs and firewalls makes tradi-
tional active probing based measurements challenging
and even risky. For instance, many researchers, includ-
ing this reviewer, have encountered nastygrams in re-
sponse to what might seem like “harmless” probing traf-
fic. The beauty of opportunistic measurements is that the
wasteful traffic it taps into is present anyway because of
the deliberate actions or negligence of others, so the per-
son conducting measurements avoids any blame. This
argument holds for many of the examples cited in the
paper, though not all (e.g., it is unclear that one can de-
liberately agitate or amplify a spurious source and yet
claim innocence).

This paper is a delightful read with a number of gems,
and should easily silence those who say network mea-
surement research is boring. The authors demonstrate
how a careful understanding and analysis of “super-
novas” and “pulsars” in the network can reveal infor-
mation where none might seem to exist at first glance.
For example, it might seem difficult to learn anything
about network bandwidth from single packets received
sporadically from an infected host. But as the authors
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point out in the context of the Witty worm, there is of-
ten a method to these seemingly random transmissions.
Once the randomness has been unmasked, the infected
host actually becomes a deterministic source, albeit one
that dances to the tune set by the worm’s author rather
than the person making the measurements. In the case of
Witty, the authors were able to calculate the precise num-
ber of packets transmitted back-to-back by the source
between two successive transmissions observed at a van-
tage point, and thus could calculate the bandwidth of the
local link at the source.

The many positives notwithstanding, there is criticism
that can be levelled against opportunistic measurements
using spurious traffic. While the paper has demonstrated
that some information can be gleaned about some hosts
some of the time, it is unclear that these measurements
will add up to concrete, actionable information. Extrap-
olating (and exaggerating!) one of the examples men-
tioned in the paper, what would one do with informa-
tion on the number of disks attached to infected comput-
ers with a language setting of Polish? Unlike physicists
studying the universe, who arguably have no choice but
to sit and wait for cosmic events to unfold, researchers
studying the human-engineered Internet can presumably
do better. Researchers have and will continue to use
more direct means to get around the visibility barrier im-
posed by the Internet’s middle boxes and the social unac-
ceptability of active probing. For example, web servers
and gaming sites have proved to be useful vantage points
for making measurements (perhaps augmented with a
well-timed posting on SlashDot to jump-start traffic!).

In summary, opportunistic measurements point to a
new and interesting direction for measurement research.
We might well be seeing just the tip of the iceberg in
terms of what is possible. Perhaps down the road there
will be “toolkits” for automatically building models of
spurious sources and gleaning information from the “ra-
diation” they emit. If and when we get there, we might,
for instance, see the designers of a peer-to-peer game
fine-tune their bandwidth adaptation and NAT traversal
strategies based on information gleaned from the spread
of a worm! Wouldn’t that be neat?!

Cross-layer Visibility as a Service

Ramana Rao Kompella, Albert Greenberg, Jen-
nifer Rexford, Alex C. Snoeren, and Jennifer
Yates

Public Reviewer: Bengt Ahlgren

This paper is about network management, in particular
on how to improve the operator’s knowledge and control
over the topology of the network at various layers. Are

these two IP links really independent? Or do they really
run on the same physical fiber? To answer questions like
these, the authors argue that the needed information from
each layer should be gathered via a management plane
service on the side, rather than through wider inter-layer
interfaces. They also argue that the management system
should be designed around the information it needs as
input, rather than the information each box can provide
(as is the case with SNMP today).

The reason I like this paper lies more in the overall
presented architecture, rather than in the main argument
of fatter interfaces vs. a cross-layer service interface on
the side. The outlined management system combines
information from different sources, ranging from com-
pletely automatic to completely manual, in order to dis-
till an accurate cross-layer view of the network where
lower level components (fibers, conduits and the like) are
correlated with the higher level topology (routers and IP
links). This kind of management system can better anal-
yse the cause of a fault, and is a better aid in planning
and maintaining a network.

The main argument in the paper, I however find a little
weak. I don’t find that the presented architecture really
depends on it. The same kind of management system
should be able to use fatter cross-layer interfaces instead
of the management interfaces on the side. For both al-
ternatives, additional information is needed, information
that is not present within the protocol layers in the first
place and therefore cannot be provided regardless of the
kind of interface.

There is another twist that I would like to discuss.
Cross-layer information is a buzz-word in wireless com-
munication which is used in approximately the same way
as the authors do, but in the context of providing bet-
ter communication performance over wireless links. In
this context, the vision is that by propagating informa-
tion about the low-layer radio properties to higher lay-
ers, the latter can take the right decision depending on
what really happened, rather than basing decisions on
guessing. The prime example is TCP congestion control
which can’t distinguish between a packet loss caused by
congestion from loss caused by radio interference. If we
agree that we need cross-layer information for both net-
work management and for providing better performance
over wireless links, wouldn’t it be useful to have one in-
frastructure that could accommodate both? The infor-
mation needed is at some level of similar sorts. In the
wireless scenario, the IP layer would benefit from in-
formation about how the radio channels interfere with
each other, that is, information about the physical radio
space. But perhaps the information has completely dif-
ferent time properties for this to be feasible?
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Challenges in Securing Vehicular Networks

Bryan Parno and Adrian Perrig

Public Reviewer: Jon Crowcroft

Car-to-car networking is a fascinating new area. There
has been a long history of careful use of Information
and Communications Technology for vehicular systems,
ranging from engine management systems to road user
charging. Finally we are seeing the emergence of net-
works for monitoring and potentially for control of ve-
hicles on the highway for economic and safety reasons.
Both roadside networks, and car-to-car systems are in
the process of being designed and even deployed. Many
users pay tolls to use parts of road systems today using
short haul networks, sometimes based on DSRC (men-
tioned in the paper). More interesting is the use of
networking to support environmental sensing, including
road conditions, and then to distribute that data to other
vehicles so that they (and their drivers) can prepare: this
can include changes in road conditions (ice, snow, flood-
ing) or traffic (congested, fast, merging). When the in-
formation is used to control the vehicle, even if merely
to limit speed, then there are very obvious safety crit-
ical considerations, but even when it is only advisory
(slow versus fast route) there are incentives for people to
undermine the information accuracy. Unfortunately, we
also live in a world with miscreants and criminals, some-
times with irrational motivations, so the systems must be
designed with that under consideration.

The authors take two case studies, congestion warn-
ing, and deceleration warning, and use these to ground
their discussion. They discuss the challenges that car-to-
car networks present, the adversaries, the attacks and the
framework for defenses.

They do not compare the car-to-car approach with
roadside-to-car networks, which is a shame since in
some countries, it is certainly feasible to consider de-
ploying infrastructure alongside the highway (the first
place where these problems can be mitigated easily with-
out having to worry about intersections and other annoy-
ing complications that make things rather more difficult),
but in any case, the car-to-car multi-hop network sce-
nario is the more difficult case, and so the ideas in the
paper carry over easily into more traditional approaches.
In fact, as the authors point out, there are features of a
car-to-car approach which make it a more likely vehi-
cle for deployment (pun intended) than an infrastructure
approach: firstly, piecemeal deployment is feasible, so
that the system bootstraps, and doesn’t depend on global
industry agreement (cf. Tussle spaces); secondly, most
drivers are honest, and there are external legal frame-
works which create incentives for them to stay so: this
allows one to build systems, such as the authors propose,

that use cars to “bear witness” to each others reports of
conditions, making many attacks much harder; thirdly,
the driver is “in the loop,” and therefore can validate
much of the information reported by nearby cars.

The authors also propose that we need to combat
users’ concerns about loss of privacy, although they point
out that a car driver only has partial privacy in any case
since driving a vehicle in public with a registration plate
is not exactly a covert operation. However, any location
based service is going to give away something about the
sender unless some form of masking is used. They pro-
pose a compromise, with an anonymising service, but
some type of escrow or secure logging relay that is con-
figured potentially at ingress/egress to the highway (e.g.,
at toll booths or similar).

It is not clear to me that this level of privacy is
needed—some of the traffic condition reports made by
a vehicle need a secure proof of where they were made
from and when, but not of who owned the car that made
the report—if you consider the car making a report as
leasing its services to the folks who run the highway (as a
cheaper way for them to deploy a sensor net), then there
are other ways to present this to the user.

In the UK, we are considering systems like this as
we have the highest congestion costs in Europe, and
need systems to increase throughput safely, as well as
to charge users for road use (to control load). This paper
gives a timely and clear presentation of the security prob-
lems, and some initial ideas for a start on the solutions
to those problems taking special advantage of features of
vehicular networks. These systems are going to be huge
(100s of millions of nodes in North America, Europe,
more elsewhere), and can offer massive benefits in terms
of safety, even large numbers of lives saved. Technically,
the networks are novel and challenging in a number of
ways (very high mobility), but have certain advantages
over ad hoc networks that have been researched in the
past (plenty of power, capacity, and relatively predictable
movement). Thus many of the solutions in the literature
do not apply, but some may do.

By the way, there is an amusing line in the paper about
speeds being measured in “miles, not meters, per hour.”
I hope this doesn’t presage another NASA disaster with
international metrics—I think you’ll find most people
use “kilometres” and meters, not miles (or yards, and
remember this reviewer is from England:-)
[1] Royal Academy of Engineering report on Transport Pol-

icy for 2050. http://www.raeng.org.uk/policy/reports/pdf/
Transport 2050.pdf.

[2] Transport for London congestion charging technology
trial report. http://www.tfl.gov.uk/tfl/downloads/pdf/
congestion-charging/technology-trials.pdf, Feb. 2005.

[3] D. D. Clark, J. Wroclawski, K. R. Sollins, and R. Braden.
Tussle in cyberspace: Defining tomorrow’s Internet. In
Proceedings of ACM SIGCOMM, 2002. http://www.acm.
org/sigs/sigcomm/sigcomm2002/papers/tussle.pdf.
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Authentication for Fragments

Craig Partridge

Public Reviewer: Bengt Ahlgren

I would call the topic of this paper not-quite-yet-hot. It
might however become! In discussing the paper, I pose
two questions: (1) Is the problem of fragment authen-
tication important? (2) Are there any paths forward in
search for solutions?

The first question first. If you read this paper with only
IP fragments in mind, it is easy to dismiss the problem as
not being important. I think the importance of fragment
authentication lies in conjunction with new networking
paradigms, most notably delay tolerant networking and
its application in more earthly situations than its original
purpose.

Consider the scenario of commuting with public trans-
port to work, say using a commuter train involving one
change. The assumption is that you want to do some
work during the trip, say reading and sending email. The
wireless accesses available during the trip most likely
varies from none, over GPRS to occasional WLAN hot-
spots at stations—short durations at stops, a longer when
changing trains. In this scenario, you need the concept
of application defined (DTN) bundles and careful bundle
fragmentation and scheduling in order to not only take
advantage of the available accesses as they appear, but
also sometimes to get any data at all through.

So, my motivation for the presented work goes a bit
beyond what the author suggests. In my scenario, pro-
tecting valuable link bandwidth is perhaps not the prime
concern. For other assumptions, my scenario is more re-
stricted, for example the topology is such that fragmen-
tation is only needed at well-defined spots.

Over to the second question, are there any solution
ideas? This is where the paper can be criticised. While
the author does a very good job of motivating and de-
scribing the problem of authenticating fragments, in-
cluding why the problem is particularly hard, there is
less in terms of ideas that can lead to a solution. Per-
haps the very general scenario with basically no limita-
tions makes the problem just too hard? Maybe the way
forward instead is to find a solution for a particular situ-
ation, and then trying to generalise?

I credit the author for trying to bring light to an old,
but non mainstream topic. It is indisputable a hard
problem—there seems to be no low hanging fruit out
there. Hopefully, this paper can bring some attention to
the problem and thus stimulate others to also contribute
with some fresh ideas!

SureMail: Notification Overlay for Email
Reliability

Sharad Agarwal, Venkata N. Padmanabhan,
and Dilip A. Joseph

Public Reviewer: Jon Crowcroft

This paper is about how to solve the problem of miss-
ing mail. I have a vision of Meg Ryan and pop-up win-
dows saying “You’ve not got mail.”

Until relatively recently we had all assumed, I think,
that e-mail was either reliable, or run by idiots for whom
there was no hope. What I mean by this is that the pre-
dominant view was that if something wasn’t working it
was probably in need to repair, rather than replacement.
However, recent measurements and anecdotes, reported
and referenced in this paper, show that really, as with any
very large system, there is a residual error rate, and that
given the reliance that organisations now place on elec-
tric communication, (and not the least, the expectation
generated about the reliability of email) these errors are
at best disconcerting, and at worst, career threatening.

To combat this, the authors propose an overlay. Now,
overlays have been a panacea for all the woes of the In-
ternet since people mis-read the CSTB’s report on the
state of the Nation in networking research [1], which rec-
ommended the Overlay Approach as one of a set of po-
tentially disruptive research approaches. I would like to
report that the point of this suggestion was not to propose
overlays, per se, as themselves a panacea to the world’s
problems, but rather by way of an example of something
that might break the dead-hand’s hold of the Internet, on
the network research community.

Nevertheless, it transpires that the now dead-man’s
handle of overlays might have a use itself. In general,
while there is no substitute for native networking work
for better algorithms for throughput and delay, when it
comes to resilience, it seems overlays do indeed have
a place—for example the use of resilient overlay net-
works to provide higher availability connectivity (the
MIT RON work) and the use of P2P replacements for
client-server systems to provide higher resilience to net-
work attack (see elsewhere in this HotNets on UCL pro-
posal for DNS!).

Thus the authors propose the use of an overlay, not ex-
actly for e-mail delivery, but as an adjunct to the direct
SMTP service that delivers a message (or not!). This
adjunct is essentially a new use for a classic DHT sys-
tem that then acts to provide a Tracking service, just like
Fedex and DHL and others do for postal/couriered goods
in the real world. Message and recipient-address hashes
are put into the DHT, and a receiver then can periodi-
cally check by getting any mail. Privacy for notifications
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is provided through (disjoint) use of PKI (which could
just be based on PGP or similar).

The paper also contains a discussion of attacks on the
SureMail system, and arguments about the reasons to
keep SureMail separate from the existing mail delivery
channels.

I think the paper is an interesting approach, and other
services could be modelled this way—separation of con-
trol and data has been proposed in many guises (indeed,
see also in HotNets IV a paper about capabilities and
how to secure the capability service!).

There are problems with the proposed work including
the added burden of receiver checks and the suggested
use for some type of PKI which, while there are existing
solutions, is not widely used and this failure to deploy
has to be explained by PKI proponents. Nevertheless,
the authors also provide a viable alternate.

E-mail pre-dates the Internet by some way and the
protocol architecture for e-mail systems is a legacy from
a world where unreliable (even rarely available) connec-
tivity was the norm. It is nowadays highly reliable, but
with the sheer quantity of use, we see failures—it might
be interesting to see if one can provide a notification sys-
tem that truly is more reliable than the e-mail system, as
surely that is a baseline requirement.

There are a lot of applications built today on top of
e-mail, and I wonder if one could figure out if this exten-
sion poses any advantage, or possibly a threat to those
applications.

[1] Computer Science and Telecommunications Board, Na-
tional Research Council. Looking Over the Fence at Net-
works: A Neighbor’s View of Networking Research. The
National Academies Press, 2001.

Overlay-Friendly Native Network: A Con-
tradiction in Terms?

Srinivasan Seetharaman and Mostafa Ammar

Public Reviewer: Timothy Griffin

A contradiction in Terms? Of course not! End of re-
view.

OK, I really should say more. Overlays are yet another
set of applications. Network operators and managers
have always tuned and tweaked the “native networks”
in order to improve the performance of their user’s ap-
plications. Truth be told operators, dare I say it, tune and
tweak the layer 1 and 2 networks upon which the native
layer three is overlayed. And yes, some of these appli-
cations have special needs. What else explains the likes
of diff-serve and int-serve, RSVP, and the wide-spread
use of these technologies in corporate LANs? This type

of network tuning has always been faced with the trade-
offs associated with a heterogeneous mix of applications,
conflicting demands, and limited resources.

Why should overlays applications be thought of dif-
ferently? Just because overlays supposedly claim to be
independent of the native layer? I don’t think so. The
case really needs to be made, but the paper does not at-
tempt it.

I suspect the real answer is that overlays are hot topics,
and hot-topicism demands that we treat as new and spe-
cial all concerns that cross a hot topic’s path, no matter
how mundane and quotidian.

Finally, a Use for Componentized Transport
Protocols

Tyson Condie, Joseph M. Hellerstein, Petros
Maniatis, Sean Rhea, and Timothy Roscoe

Public Reviewer: John Byers

The premise of this paper, decomposing transport pro-
tocols into modular reusable components, truly is an idea
that dates back to the dawn of network time. The instan-
tiations of TCP dating from the early 1970s contained
what we now think of as both the transport part (to-
day’s TCP) and the internetwork part (today’s IP). The
dichotomy into TCP/IP later in the 1970s took place for
one of the same key reasons that the authors of this paper
propose to further “componentize” transport protocols:
certain applications like voice needed only a subset of
TCP’s provided services (see [1], which discusses voice
needing only the UDP/IP part of the nascent TCP). Other
benefits of componentization seem just as compelling,
for example to better serve those applications that need
to mix and match or modify existing transport services.
But for practical purposes, the componentization of the
transport layer ended here, circa 1977. Why?

It is certainly not for lack of effort. The authors pro-
vide a wealth of references that have developed new pro-
tocols, have built prototype systems and have extensively
argued for the merits of componentization. Among these
thrusts are the x-Kernel OS, the Prolac protocol lan-
guage, and the recent effort to develop and deploy DCCP,
which facilitates congestion control for unreliable data-
gram traffic. The authors also point to settings which
are so far removed from TCP that entirely new transport
methods are needed, such as RTP for multimedia. But
the authors posit that it is only now, with the advent of
“widely-distributed” systems, e.g., P2P and overlay ap-
plications, that the design space has moved sufficiently
far beyond “two end-points communicating,” but not so
far beyond that familiar transport design principles are
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irrelevant, to make componentized transport compelling
again.

So should we jump on the bandwagon (again)? One
reason to get on board is that the P2 dataflow abstraction
and specification for overlay networks that the authors
have built (the companion SOSP paper is a must read)
elegantly supports complex query plans and data man-
agement operations, and the network stack will have to
react to keep pace. The P2 query plans give nodes con-
siderable flexibility in deciding where, when, and what
to transmit, and TCP is decidedly not the answer. Many
other overlay applications are also straining the stack in
similar ways, albeit perhaps not yet to the same full ex-
tent that P2 will. In the P2 case, the authors argue for a
remedy that specifically involves extending the dataflow
model into the network stack, but more generally, advo-
cate a solution involving a much more modular transport
layer.

But perhaps you are a reader, like me, who has sunk
some cycles into componentized transport before. A
way to stay off the bandwagon is to adopt the “prove it”
mentality. Much of the flexibility that the authors cur-
rently foresee needing from the transport layer involves
issues of late data binding and highly modular conges-
tion control that DCCP is quite well-equipped to provide.
While there are certain other aspects, such as flexible
application-level routing, that will require extensions to
DCCP, there is not yet an ironclad case of an application
that demands arbitrary subsets of traditional transport-
level functionality. Such an application may be out there,
and it could even be something using P2. If so, you’ll be
glad you read this paper and got on the bandwagon when
you did.

[1] V. Cerf. How the Internet came to be. http://www.
internetvalley.com/archives/mirrors/cerf-how-inet.txt,
1993.

Typical versus Worst Case Design in Net-
working

Nandita Dukkipati, Yashar Ganjali, and Rui
Zhang-Shen

Public Reviewer: Jennifer Rexford

Network protocols and mechanisms are designed to
handle some range of operating conditions. This pa-
per argues that networking research often creates solu-
tions with the worst-case scenario in mind, providing
strong guarantees at the expense of poor average perfor-
mance or excessive resource requirements. The authors
present three examples that consider diverse aspects of
networking—namely, congestion control, router buffer

sizing, and topology design. Two of the examples sup-
port their position and one (in a bold, refreshing move!)
contradicts their stance.

The paper’s main strength is that it draws attention to
an important design principle. The paper illustrates the
downsides of designing for the worst case and the sub-
stantial gains that can be achieved by redesigning with
the common case in mind. That said, the three exam-
ples are not necessarily new, and in fact the discussion
draws heavily on previous research by the authors on the
Rate Control Protocol, the merits of small router buffers,
and Valiant Load Balancing in backbone networks. Still,
the main message of the paper is compelling, and the
three examples are illustrative and interesting. Far too
often, we design new protocols and mechanisms without
clearly articulating what problem we are trying to solve,
or what operating regime we have in mind. This paper
provides a crisp reminder to be more careful in our think-
ing.

That said, the question of whether to design for the
worst case or the common case remains somewhat sub-
tle. For example, the paper argues that TCP was de-
signed for the worst case and, as such, is overly con-
servative in assigning bandwidth to flows. Yet, arguably,
TCP was designed for the wrong “common case,” given
today’s flow sizes and link bandwidths. Digging deeper
into the design of TCP would have made for a more nu-
anced argument about common vs. worst-case design.
For example, conventional wisdom (and oodles of ns-2
simulations) says that TCP performs well for loss rates
below 1%, and rather poorly for larger loss rates. TCP
was, in fact, not designed for the worst case. In addition,
TCP senders interpret packet loss as a sign of congestion.
Although congestion is a common cause of packet loss in
wired networks, wireless networks have a different com-
mon case, where loss may stem from interference. This
example illustrates a potential weakness of designing for
the common case—the solution may no longer perform
well if the common case changes.

The discussion of topology design offers an interest-
ing counterpoint, where the authors argue in favor of de-
signing for the worst case. They argue that the common
practice of designing backbones based on measured or
predicted traffic matrices, with some overprovisioning
for good measure, is flawed because of the challenges of
determining the traffic matrix and the difficulty for a net-
work to carry traffic that deviates from the typical case.
This argument seems somewhat exaggerated, especially
because it is possible to select routing configurations that
are robust to variations in the traffic matrix. The paper
goes on to advocate for the creation of backbone net-
works that are (logically) fully connected. Routing is
performed in two stages, where the first stage spreads
the traffic evenly across intermediate nodes, similar to
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earlier work on the design of multi-stage interconnec-
tion networks. While the proposed idea is interesting,
the authors do not return to their own arguments against
designing for the worst case—the potentially high cost
of the solution in terms of extra capacity. The authors
argue that the schemes does not require as much extra
capacity as it seems, but without going in to much detail.

In the end, neither worst-case design nor common-
case design is the right thing to do, as both approaches
can have significant downsides. Worst-case design may
perform poorly in the common case, or incur excessive
costs, and common-case design may not be robust to
changes in network operating conditions. Still, the pa-
per does an uncommonly good job arguing on behalf of
common-case design and, at worst, the paper will spawn
an interesting discussion.

The Case for Pushing DNS

Mark Handley and Adam Greenhalgh

Public Reviewer: John Byers

In Networking 101, we learn (or teach) that central
points of failure in large-scale distributed systems are a
big no-no, both from a robustness and a scalability stand-
point. In the same class, we consider the case study
of DNS, where we see an elegant namespace hierar-
chy hobbled by a rather less elegant hierarchical lookup
mechanism that does not subscribe to this tenet. Today,
the DNS performs name resolution in a top-down man-
ner that mirrors the namespace hierarchy, but which in-
troduces over-reliance upon attack-prone root and top-
level name servers. Network operators have been able to
harden the infrastructure and have replicated root records
more widely subsequent to the widely publicized attacks
in 2001 and 2002, but it is still unclear whether the de-
fenses are sufficient to prevent a concerted attacker from
bringing down a significant portion of the DNS.

The premise of “The Case for Pushing DNS” consid-
ers what may at first seem to be an obvious remedy:
replicate, replicate, replicate (via pushing root records
to thousands of dedicated name servers at ISPs across
a P2P mesh). The non-obvious bits are to demonstrate
that: you can actually do this on a bandwidth budget
that ISPs can stomach; you can propagate updates suffi-
ciently quickly to avoid unneccessary outages of signif-
icant duration; and that the resulting system is as trust-
worthy yet much more robust than the original. In fact,
once you dig into this paper, you realize that there are
quite a few design considerations to think about to pull
this off, but the authors have most of the bases covered.

Starting from the authors’ back-of-the-envelope cal-
culations (an element of the paper that all of the anony-
mous reviewers commented favorably upon), it becomes

clear that distributing DNS is within the realm of what
a brute force approach can handle. The top-level zone
file is not all that big (< 10 GB), and more impor-
tantly, the authors’ measured estimates of the churn rate
of DNS records in this zone is manageable (updates
would require 10s of MB/day). Therefore, the pushing
of the data part is plausible; the harder part is building
in and demonstrating robustness. One key design as-
pect here is fanout: by creating a randomized peer-to-
peer mesh with moderate out-degree, the probability of
a good node becoming disconnected from a valid source
is small. Another key is the absence of false negatives:
as soon as a compromised peer sends bad data, it can
be blacklisted; conversely, learned peerings with non-
compromised nodes are positively reinforced over time.
As a result, the authors can demonstrate simulation re-
sults in which the system is robust to a concerted “dual-
pronged attack” in which a large fraction of the peering
nodes are compromised, while a botnet army simulta-
neously tries to sink data from legitimate nodes. This
attack succeeds in wasting a lot of network bandwidth,
but not in bringing down DNS unless the adversary can
coopt a majority of hosts.

There are a few points in the current design that will
likely need more attention if DNSpush is built out. In
the current design, only a small to moderate number of
nodes are certified to inject data into the peer-to-peer
mesh, i.e., only those that are given a signing key. While
there is some attention paid to hiding these nodes in the
mesh, it seems that a concerted adversary viewing the
mesh from multiple vantage points can employ some
form of traceback to locate these nodes, and could then
contrive to attack or isolate these weak points. In a re-
lated vein, if a compromised node can send an invalid
block while spoofing the identity of a legitimate node, it
can effectively sideline that legitimate node by causing
it to be blacklisted.

I suspect that the ideas in the paper may not see re-
alization until after a large DNS outage occurs, so the
biggest question that lingers at the end of this paper is:
does the community have the conviction and foresight to
push DNS proactively? It seems likely that it would be
worth it by the following reasoning. Imagine a parallel
universe to our own in which operation of the DNS were
privatized, and suppose that the company operating DNS
had a service agreement that stipulated remuneration for
DNS outages. Surely that company would be incented to
build out a much more highly distributed version of the
current DNS lookup procedure, since the technical dif-
ficulties appear only moderate, while the fault tolerance
benefits and financial savings could be significant. But
returning to our universe, the economic drivers to arrive
at the same decision are muddied by at least three com-
plicating factors: the costs of an outage are distributed

9



across many entities; the new DNS lookup would neces-
sitate a certain level of cooperation and trust across ISPs;
and any individual player may underestimate the finan-
cial risk by focusing narrowly on issues such as loss of
revenue, without accounting for system-wide effects that
could result from, say, a sustained Internet outage. As
a result, moving to what should be a win-win for DNS
providers and consumers may need the extra propulsion
from a small push, and perhaps this paper provides it.

Building a Coreless Internet without Rip-
ping out the Core

Geoffrey Goodell, Scott Bradner, and Mema
Roussopoulos

Public Reviewer: Timothy Griffin

The paper presents a novel overlay architecture called
Blossom, specifically designed to interconnect resources
in disjoint Internet fragments. The interesting aspect of
the design is that it does not require a global administra-
tion of the name spaces in all fragments.

The paper presents the technical aspects of the design
very well. Yet I wonder about the bigger picture, in par-
ticular about the commercial environment. As technol-
ogists, we all too often tend to focus exclusively on bits
like protocols and architectures, while ignoring the in-
credible creativity, vision, and energy springing from the
business community, which ultimately makes network-
ing work. Some of our clever ideas may make it into
HotNets papers, while their ideas routinely make it into
new services that meet the needs of customers. No fuss,
just quiet and continuous innovation.

If I were in the business world and the Blossum
technology where available, I think I would attempt to
use it as a way of linking together corporate intra-nets,
thus avoiding some of the rather nasty extra-net/intra-
net hacks used today. I think there is a big demand out
there—and some willingness to pay. Who wants to write
the business case?

DAIR: A Framework for Managing Enter-
prise Wireless Networks Using Desktop In-
frastructure

Paramvir Bahl, Jitendra Padhye, Lenin Ravin-
dranath, Manpreet Singh, Alec Wolman, and
Brian Zill

Public Reviewer: Srinivasan Seshan

At every corner, you can find a wireless 802.11 net-
work, if not two, three or more! While wireless networks

are clearly desirable for their ability to support mobile
users, their popularity has certainly benefited from the
easy deployment and low cost of wireless hardware.
Unfortunately, this ease of deployment has become a
double-edged sword and is creating a suite of new prob-
lems. For example, new devices often interfere with the
existing infrastructure and malicious or naive individu-
als may deploy new devices that provide illicit access
to network resources. This is especially of concern in
campus style environments where existing wireless in-
frastructure is densely deployed and access is typically
carefully controlled.

These types of problems are exacerbated by wireless
networking’s greatest weakness: the difficulty of moni-
toring wireless usage. This weakness is partly a result of
hardware infrastructure and partly due to the lack of any
useful tools.

The problem of hardware infrastructure is that wire-
less usage must be monitored at each and every location
that is of interest. Unfortunately, the traditional points
of control, access points, are typically deployed far too
sparsely to provide adequate coverage. The paper’s main
contribution is the simple but brilliant observation that
since wireless interfaces are extremely cheap and easy
to deploy, they could be added to every wired computing
device available. This essentially creates a densely de-
ployed “sensor” net for monitoring wireless system be-
havior. One of the reviewers for the paper pointed out
that this was a “why didn’t I think of that” idea. This
works extremely well for campus environments, where
wired computing devices are almost ubiquitously de-
ployed.

Such a hardware infrastructure could enable a wide
variety of possible tools/applications. For example, the
location-based security scheme proposed by Faria and
Cheriton in HotNets-III might be much better enabled
by this infrastructure than the dense collection of access
points that they used. The authors of this paper point
out a number of interesting applications ranging from
improving wireless handoffs and improving coverage to
securing the wireless network. Personally, I felt that the
potential for enabling new applications was the most ex-
citing part of the paper and believe that it will possibly
spark new follow-on research.

Of the proposed applications, the authors chose to fo-
cus on Rogue Access Point Detection. This is certainly a
very difficult application and the authors make a number
of interesting observations about how their infrastructure
can be used. This design certainly makes it more difficult
for unauthorized hardware to avoid detection. However,
I believe that adversaries can use a number of simple
tricks, such as using directional antennas or using non
802.11 wireless links, to avoid detection. It is clear that
one of the challenges of enabling this particular applica-
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tion will be to enhance the effectiveness of the associated
monitoring infrastructure.

The Case for Heterogeneous Wireless MACs

Chun-cheng Chen and Haiyun Luo

Public Reviewer: Srinivasan Seshan

Almost as long as there have been wireless net-
works, researchers have been trying to address the hid-
den/exposed terminal problem. While different solu-
tions have been proposed over the past many years, none
have been entirely satisfactory. For example, consider
802.11’s MAC protocol, which supports both a sim-
ple data/ack and a more complex RTS/CTS/data/ack ex-
change. While the more complex exchange is less sus-
ceptible to hidden/exposed terminal problems, it is rarely
used due to the additional overhead incurred when such
problems are not occurring.

What makes this paper interesting is that it proposes
a new class of MAC protocols to address this problem
area. The basic premise of the design is that a MAC
protocol can take on different behaviors based on the
environment that the mobile host is in. For example, a
particular access point may decide to switch from us-
ing the simple two-way handshake to the more com-
plex RTS/CTS exchange if it notices a significant num-
ber of collisions. This might only occur when it has
a large number of clients and they are placed appro-
priately. Such a design avoids the additional overhead
of the more complex exchange when it wasn’t needed
and yet prevents/detects hidden terminal collisions when
they are likely. I think this type of design is especially
well suited for wireless networks because they operate in
such varied set of environments. In addition, the environ-
ment surrounding any particular device (laptop or access
point) is constantly changing due to mobility. This is
completely unlike a wired network, in which the operat-
ing conditions are largely fixed when the network is de-
ployed. As a result, static configuration of operating be-
havior and/or static choice of protocols to use on a wired
network is much easier and more effective.

In many ways, this paper left me with more ques-
tions than it answered and, although the design philos-
ophy seems interesting, I was not convinced (yet) that
this type of MAC protocol design was the right choice.
However, these issues are also what make it a good Hot-
Nets paper. The areas that the paper really leaves open
are the choice of operating behaviors for a MAC and the
techniques for switching modes. For example, in their
inter-BSS design, the authors use a MAC that switches
between sender and receiver initiation to address differ-
ent contention scenarios. However, while a receiver-
initiated MAC addresses some issues, it often requires

either predictable (or continuously backlogged) traffic
patterns. Another concern is that it may be difficult to
choose an operating mode. In the simple scenarios de-
scribed (and simulated) in the paper, each node tends to
have one obvious best mode of behavior. However, in
a realistic deployment with a vast collection of devices,
it might be difficult for any particular node to know how
its decisions would affect others. Another issue might be
the stability of the system. Traffic patterns, node place-
ment and signal propagation properties may not be sta-
ble enough to ensure that the choice of protocols lasts
for some time. Finally, the synchronization of switching
modes is piggybacked on a data packet. Is this really suf-
ficient to ensure that everyone is behaving consistently?
For example, since a particular node might be convers-
ing with many other nodes, is the MAC protocol choice
always a sender/receiver pair decision or a per node deci-
sion? Once again, the scenarios explored do not explore
this issue.

SoftMAC—Flexible Wireless Research Plat-
form

Michael Neufeld, Jeff Fifield, Christian Doerr,
Anmol Sheth, and Dirk Grunwald

Public Reviewer: Jay Lepreau

“SoftMAC, MultiMAC, MetaMAC, Overlay MAC, 2-
P MAC”—besides having a trigram in common, what do
these terms from five different papers mean? They mean
that the standard 802.11 MAC is a disaster, and these
diverse researchers are trying to do something about it!

Why do I claim it’s a disaster, instead of just “imper-
fect,” as are most things in life? The standard 802.11
MAC protocol, typically implemented in hardware or
firmware, certainly has well known problems. These in-
clude poor throughput with multiple bitrates, poor fair-
ness in multihop networks, and poor resistance to DoS
attacks. The RTS/CTS option, misrepresented in text-
books as the default configuration, is so harmful it turns
out to be almost universally turned off in deployed sys-
tems. But for network researchers, the 802.11 MAC
poses two worse problems, besides the obvious one that
its lousy performance makes it hard to browse the net—I
mean “get work done”—during a dull conference talk.

First, a fixed MAC layer obviously makes it difficult
or impossible to perform link layer experiments. Sec-
ond, idiosyncrasies of the MAC layer invalidate or make
moot a substantial amount of research at higher layers.
For higher level protocols evaluated through analysis or
simulation, an ignored MAC layer often makes any pre-
dicted improvements moot in the real world. For proto-
cols evaluated experimentally, MAC effects often swamp
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the effects of the new protocol itself, at best making it
difficult to obtain valid results, and at worst leading re-
searchers astray in their conclusions.

What to do about this sorry state of affairs? The work
reported in this paper makes a good start on providing a
way out. Through patient and clever engineering, both
reverse and forward, the authors have developed a tool
that enables experimentation at the 802.11 MAC layer.
Their tool applies to any card using the popular Atheros
chipset. That chipset is not only widely used in cards
from many vendors, it is the de facto standard for 802.11
research, due to its flexibility.

The Atheros chipset is unusual in that it is almost en-
tirely controllable through software. In fact, the vendor’s
claimed reason for keeping their HAL implementation
proprietary is for FCC compliance. Students in the MIT
Roofnet project had “opened up” much of the Atheros
card and recently merged their code into the standard
madwifi driver. The authors of this paper managed to
get even further. Through reverse engineering and exam-
ination of an open source approximation of the HAL, the
authors manage to provide you, the experimenter, with
control over all but the first two bytes of each packet.
(They can disable CCA and control back-off, which the
merged driver cannot.) Presumably due to space con-
straints, this paper contains few details on the implemen-
tation, such as the above limitation. A sister paper [1]
contains more implementation detail. However, the Soft-
MAC code is available for download, so all questions can
be answered.

There is no question this work is a hack, but a clever
and extremely useful hack. For example, in this pa-
per the authors demonstrate two new MAC protocols,
a TDMA MAC and an adaptive Reed-Solomon FEC
MAC. But the work has impact beyond particular MACs.
In new work the authors have developed a library frame-
work called MultiMAC [1] that provides a framework for
dynamically controlling an underlying flexible MAC, or
set of MAC implementations. SoftMAC and frameworks
such as MultiMAC not only dramatically lower the bar-
rier to experimentation at the MAC layer. They also en-
able the much touted but rarely exercised “cross-layer”
network research, such as simple “cognitive radio” that
adapts at the MAC layer.

Naturally, SoftMAC does impose some limitations.
Since off-card software is involved, the minimum turn-
around time to respond to a packet is high: 166 µs vs.
10 µs native. Since it just controls the MAC layer, one
can’t change the width or number of active channels, and
one can’t transmit more than one signal simultaneously.

The authors say “We argue that network researchers
should begin to design for software defined radio sys-
tems and move from simulation to prototypes.” Al-
though SoftMAC is not “software radio” since it can’t

change the PHY layer, SoftMAC provides a great
beginning—it provides a simple entree into MAC layer
and cross-layer experimental research, on a production
platform. Simplicity has its virtues: by constraining the
scope of what’s possible, it can provide a more clear re-
search path. I believe the enormously broad scope of
what is theoretically possible in the “cross-layer” wire-
less research space is, in fact, often an impediment to
progress today. This is partly a matter of intellectual cul-
ture: the complexity means that both EE and CS peo-
ple should be involved, but the EE/CS chasm is huge.
SoftMAC, by contrast, constrains network researchers to
knobs and dials that almost all of us can understand. I
believe that will stimulate us, not impede us.

Finally, that SoftMAC runs on a platform in produc-
tion use by all of us is an important feature, for a multi-
tude of reasons beyond availability of cheap hardware.
Improving something that we use every day is highly
motivating, it’s easier to get substantial experimental re-
sults, and it’s easier to impact the real world. The MIT
Roofnet work is an example: “simply” deploying and
experimenting with a small 802.11 community mesh net-
work led to insights and progress one could never have
foreseen, including two award papers.

The Colorado group has a reputation as “can do”
folks. In this paper they show their chops, describing
software that enables new research, new experiments,
and even deployment of new protocols.

Thanks to John Bicket and Eric Blossom for their in-
put.

[1] C. Doerr, M. Neufeld, J. Fifield, T. Weingart, D. C. Sicker,
and D. Grunwald. MultiMAC — an adaptive MAC frame-
work for dynamic radio networking. In First IEEE Sympo-
sium on New Frontiers in Dynamic Spectrum Access Net-
works, Baltimore, MD, Nov. 2005.

Incentive-Compatible Differentiated
Scheduling

Martin Karsten, Yunfeng Lin, and Kate Larson

Public Reviewer: Ion Stoica

Service differentiation has received a great deal of at-
tention over the last decade. While many mechanisms
have been proposed in the past, the deployment of these
mechanisms in a competitive environment such as to-
day’s Internet has received much less attention. This
paper attacks this problem by proposing a differentiated
service scheme that is incentive-compatible, that is, a
scheme in which it is in the best interest of each user
to accurately state her performance goals and request the
appropriate level of service for her traffic.
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Routers implement a class based scheduling disci-
pline, where each class receives a service proportional
to its aggregate incoming rate and is characterized by a
given delay. The key observation is that since classes
with larger delays have longer queues, they can absorb
traffic bursts better. This translates into an explicit choice
that an application has to make between a lower delay
and a lower packet loss. This choice incentives a source
to declare the largest delay it can tolerate in order to min-
imize its losses. For example, a TCP source would chose
a class with a larger delay to reduce the burst of losses,
while a constant-bit rate application would be able to
chose a class with a smaller delay.

A key feature of this scheme is that it provides ser-
vice differentiation in a policy-free manner. At its core,
this scheme requires neither admission control nor ser-
vice agreement between users and ISPs. On the down-
side, the lack of policy also “eliminates” the incentive of
ISPs to provide such service. Indeed, why would an ISP
upgrade its routers if it cannot sell differentiated services
to users? How else would the ISPs recoup their costs?

As virtually any position paper, this paper leaves sev-
eral questions open. For example, the paper does not dis-
cuss how robust is this scheme against malicious routers
and misbehaving users, or how does the scheme work in
the presence of multiple congested links. Nonetheless,
the mix of game theory and scheduling in a direct and
straightforward way represents a fresh approach that will
hopefully help stir the research on differentiated service
in a new direction.

Slicing the Onion: Anonymous Routing
Without PKI

Sachin Katti, Dina Katabi, and Katarzyna
Puchala

Public Reviewer: Ion Stoica

Anonymous routing has seen a renewed interest dur-
ing the last few years, as more and more sensitive content
is distributed across the Internet. The existing solutions,
starting with Onion routing, use an overlay network to
route packets, where the IP address of the next hop is
encrypted with the public key of the previous hop. As
a result, to achieve anonymity, these solutions require a
public key infrastructure (PKI) to distribute and manage
the keys. Unfortunately, deploying a PKI is daunting
task even in systems that are far more centralized and
less dynamic than peer-to-peer systems. There is little
doubt, that the dependence of the existing anonymity so-
lutions on PKI is one of the main reasons behind their
limited deployment.

This paper addresses this limitation, by proposing a
simple yet elegant solution that requires no PKI. The
idea is to slice each packet and send each slice along dif-
ferent paths via some intermediate nodes picked by the
sender. The intermediate nodes are divided into groups
(levels) of size d, where d is the number of slices of the
packet. In order to forward a slice, an intermediate node
computes the next hop based on some information in the
packet and some information set a priori by the source at
that node.

However, the proposed scheme does not come with-
out limitations. Unlike Onion routing, this scheme re-
quires intermediate nodes to maintain per flow state in
order to compute the next hop. This makes the scheme
more vulnerable to denial of service attacks, where an
attacker can try to exhaust node resources by creating
a large number of flows. Furthermore, this scheme re-
quires an end-host to own d IP addresses, where d > 1.
This is a stringent requirement in a peer-to-peer setting
where the vast majority of nodes have only one IP ad-
dress.

Despite these limitations, I believe this paper opens
a new direction of research in providing anonymity in
peer-to-peer systems. The fact that the scheme does not
require PKI makes it a fresh and promising alternative to
existing solutions. In the end, it is my belief that subse-
quent work will address, or at least alleviate, the above
limitations.

Off by Default!

Hitesh Ballani, Yatin Chawathe, Sylvia Rat-
nasamy, Timothy Roscoe, and Scott Shenker

Public Reviewer: Paul Barford

It can be argued that an important reason for the suc-
cess and ubiquity of the Internet today is the fact that
any host has always been able to openly communicate
with (nearly) any other host. However, it is clear that
this “on by default” architecture has some serious neg-
ative consequences. In particular, both the research and
network operations communities are now struggling to
develop effective defense mechanisms against a wide ar-
ray of threats, and seem to be perpetually in catch up
mode in this era of escalating malicious activity.

The authors of this paper make a simple yet com-
pelling proposal to address a large class of malicious
threats. Instead of “on by default,” require each host to
be explicit about the traffic that it wants to receive. This
whitelist approach effectively switches the default reach-
ability paradigm, as the authors succinctly summarize, to
something that is “(1) flexible, (2) explicitly communi-
cated to the network and (3) off by default and hence
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proactively controlled.” While novel in most respects,
there are similarities in design to the DoS resistant ar-
chitecture described by Handley and Greenhalgh in their
FDNA ’04 paper—however, default off is both mech-
anistically distinct and conceptually more general than
that work.

The focus of the paper is a top-down description of
the off by default design and a high level exploration of
aspects of the design’s feasibility. In the default off Inter-
net, hosts signal the network infrastructure about which
remote hosts they are willing to receive traffic from. Ad-
ditionally, an implicit reachability signal is established at
each hop along a path when a client sends a connection
request to a server. Routers then propagate reachability
information throughout the network (in much the same
way as routing information is currently propagated) and
use it to make decisions about whether or not to for-
ward traffic. The authors provide some details to support
their design approach for realizing the additional signal-
ing and decision making functionality in a scalable and
robust way. While their analogy to a “global firewall”
is not too convincing, the overall design appears to have
merit.

In terms of feasibility, the authors perform a simula-
tion study to address two important questions about their
design. The first is how effective is the proposed archi-
tecture at limiting malicious traffic? A set of AS-level
simulations are used to explore some of the design space
in terms of the level of prefix aggregation and where (be-
tween source and destination) in the infrastructure block-
ing takes place. The results show that even under conser-
vative assumptions, default off is able to block a large
majority of unwanted traffic. The second experiment
explores the ability of the infrastructure of handle host
update loads. Again, the results show that under mod-
est assumptions, the infrastructure should perform well.
Obviously, these simulations are of limited relevance to
how things might play out in the real world, but at least
provide some perspective on the possibilities and the po-
tential promise for the approach.

Understanding the limitation of what can be included
in a six page paper, there are several significant omis-
sions in the current text. These include the lack of treat-
ment of threats to the proposed infrastructure, the broad
and obviously complicated issues of managing the in-
creased complexity of default off networks, and the sim-
ple issues of how things work on the end hosts them-
selves. My standard litmus test with regard to the last is,
would my mom be able to use it? It is not clear from the
text that the answer to this is yes. Despite these short-
comings, off by default is an interesting idea that is wor-
thy of both discussion and consideration.

DoS: Fighting Fire with Fire

Michael Walfish, Hari Balakrishnan, David
Karger, and Scott Shenker

Public Reviewer: Venkat Padmanabhan

Distributed Denial of Service (DDoS) attacks have
seen an escalating arms race between attackers out to
wreak havoc and defenders trying to outsmart them. The
result has been a “flood” of ideas (yes, pun intended!) on
new defenses and ways of circumventing these defenses.
The present paper makes an interesting contribution to
this rapidly growing body of work—on the side of the
defenders, of course!

The setting considered is that of a server that is serv-
ing requests received from clients. The request messages
are typically small in size and hence impose a low band-
width overhead on the server. However, generating and
transmitting responses can impose a relatively high com-
putational and bandwidth cost on the server. Since it is
hard and cumbersome to distinguish between legitimate
clients and attackers (the jury is still out on the efficacy
of human identity proofs), attackers can flood the server
with bogus requests, thereby squeezing out the legiti-
mate clients.

The authors’ proposal is for the good guys to take a
leaf out of the bad guys’ book and repeatedly retrans-
mit their requests to outgun the attackers. In the au-
thors’ own words, “rather than trying to reduce the rate
at which attackers can send requests, this approach in-
creases the rate at which legitimate clients do send re-
quests.” The key assumption is that the legitimate clients
have more bandwidth resources at their disposal (in ag-
gregate) than the attackers, which is open to debate. Af-
ter all, it is not uncommon to have botnets of tens of
thousand or even hundreds of thousands of hosts, which
can outnumber the population of legitimate clients dur-
ing the chosen attack window at many sites.

The basic idea of the net-work proposal is for clients
to use bandwidth as the currency for buying their way
into the server. When a server is under attack or is sim-
ply overloaded, a thinner box in front of the server starts
dropping requests randomly. Rather than leaving it to the
clients to time out and retransmit their requests (or give
up), the thinner explicitly asks clients to retransmit their
requests, so that little time is lost. The premise is that
whereas uplink bandwidth (which is consumed for send-
ing requests) is an expensive resource at the client end,
compute resources and network bandwidth for sending
responses is the expensive resource at the server end.
Furthermore, in the case of attackers, the request band-
width constraint comes not only from the physical uplink
bandwidth constraint but also from the need to operate
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under the radar, making it easier for the legitimate clients
to ramp up their request retries and effectively crowd out
the request stream from the attackers. Of course, legit-
imate clients would need to be careful lest they be mis-
taken for attackers by their local network administrators.

The paper addresses a number of practical concerns,
including congestion control, provisioning the thinner,
and integrating with existing applications. Net-work of-
fers some benefits compared to certain other currency
schemes. Most significantly, it does not require the thin-
ner to explicitly set a price; the price emerges automat-
ically through the retry process. Furthermore, the work
performed by clients is directly observable at the server.
In contrast, a CPU puzzle scheme might be broken with-
out the server realizing it.

Although the authors have refined their design enough
to deflect many of the criticisms that might first spring to
mind, several issues still remain, especially with regard
to how net-work stacks up against alternative strategies.
At least for TCP-based services, it seems like IP address
based throttling, with some sophistication to accommo-
date NATs and proxies, could provide a significant level
of protection without requiring any radical change. Even
within the realm of currency-based schemes, net-work
seems to suffer from certain significant disadvantages
compared to the more traditional schemes based on CPU
speed or memory latency. It seems less democratic (there
is probably a much greater disparity in client bandwidth
than in memory latency, or even CPU speed, at least
within the dominant category of PC-class clients), is
symmetric (a retransmitted request consumes the same
amount of (bandwidth) resources at the server as at the
client, unlike asymmetric computational puzzles), and
could have a negative impact on the network as a whole
(and also on the user’s wallet, when ISPs wake up to a
new source of revenue). The authors’ arguments in de-
fense are interesting but less than convincing. For ex-
ample, their claim that there is much headroom on client
uplinks doesn’t consider the rapid growth of peer-to-peer
traffic. The lack of even back-of-the-envelope calcula-
tions adds to the uncertainty.

These criticisms notwithstanding, this is an interesting
idea on a hot topic with plenty of room for differences of
opinion and speculation. It is hard to imagine a more
potent mix for a HotNets paper!

Network Capabilities: The Good, the Bad
and the Ugly
Katerina Argyraki and David Cheriton

Public Reviewer: Adrian Perrig
Distributed Denial-of-Service (DDoS) attacks con-

tinue to be a serious problem in the current Internet. In

DDoS attacks, an adversary may control tens of thou-
sands of hosts and uses these hosts to simultaneously
send traffic to a victim, usually exhausting the victim’s
bandwidth or computation capacity. We have recently
witnessed DDoS-based extortion attacks on e-commerce
web sites. Network capabilities have been proposed as
a promising approach to defend against DDoS attacks,
enabling a victim to issue send capabilities to legitimate
clients only.

The paper discusses several issues of capability-based
systems. First, capabilities are not a complete anti-
DDoS solution, because capability request packets also
need to be secured against a “denial-of-capability at-
tack.” Hence, an additional DDoS defense mechanism is
needed to fight flooding of the control channel. Current
papers address this attack either by per-path fair queuing,
by per-computation fair queuing, or by probabilistic ar-
guments. Second, capabilities still allow for coordinated
attackers to first acquire a capability, then flood the vic-
tim until the capabilities expire.

The paper argues that the only way to defend against
a denial-of-capability attack is through a datagram-based
solution. The paper proposes specific network policing
approach for solving DDoS:

• Routers embed unforgeable path identification (Pi
marks) in each packet.

• Victims propagate filtering rules into the network.

• To address the inherent scalability challenges of the
previous point, the paper proposes to push filtering
state close to the attack sources. Unfortunately, au-
thentication of such filtering state is still an open
challenge, as an attacker could potentially exploit
such a mechanism to drop the victim’s legitimate
traffic.

The paper argues that such DDoS countermeasures to
protect capability requests could also be used to protect
all traffic, making capability-based approaches obsolete.

This argument would apply if there were no inher-
ent difference between capability request traffic and data
traffic. However, a fundamental difference between re-
quest traffic and data traffic is that request traffic can sus-
tain high loss rates, but data traffic can not. For exam-
ple, consider the case where request traffic suffers 90%
packet loss. Assuming independence of request pack-
ets, a legitimate host is expected to successfully set up
a capability-protected connection after sending 10 re-
quest packets. However, a 90% packet loss rate is hardly
acceptable for data traffic. This illustrates that the re-
quest channel can be secured with a crude DDoS de-
fense mechanism, which is highly efficient on routers
and scales to the size of the Internet.
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In contrast to the anti-DDoS mechanism presented in
the paper, capability-based systems provide all the fol-
lowing properties:

• fine-grained control, where victims can control
flows on a per-flow basis, without requiring per-
flow state on routers;

• no explicit communication between end-hosts and
routers is needed, hence, routers do not need any
authentication mechanism to verify end-host data;

• no trust or explicit communication between routers
or ISPs is needed, in fact, each router only performs
purely local operations.

In summary, although capability-based DDoS defense
mechanisms are not perfect, they appear to be one of the
most promising countermeasures we have to date against
large-scale DDoS attacks.
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It is well known that the volume and diversity of ma-
licious traffic in the Internet are escalating, thus new
and innovative methods for detecting and reducing this
traffic are critical. The authors of this paper argue that
packet symmetry—the ratio of transmitted to received
packets—is a characteristic that can be used to identify
malicious traffic effectively and should be more broadly
considered as a design tenet toward the goal of reducing
malicious traffic. This paper presents a case study of the
effectiveness of packet symmetry as the basis for mali-
cious traffic detection and discusses some of the critical
issues for considering packet symmetry as an Internet
protocol design principle.

The problem of distinguishing malicious (bad) traffic
from benign (good) traffic is difficult for many reasons
not the least of which is the fact that the network itself
has no inherent notion of what constitutes bad or good
traffic. While there have been a variety of proposals
for architectural changes aimed at identifying bad traffic,
these usually require fairly substantial modifications to
the infrastructure. The target for this study is a method-
ology for identifying and reducing malicious traffic that
is simple, effective, scalable, and incrementally deploy-
able. While these requirements may seem obvious, the
challenge is getting a foothold on an approach that si-
multaneously satisfies them all.

The first key insight of this paper is in recognizing
packet symmetry as a feasible construct for both identi-
fying and reducing malicious traffic. While the potential
utility of packet symmetry had been identified in prior
work (e.g., by Mirkovic et al.), the authors highlight the
fact that a symmetric flow of packets between a sender
and receiver is an explicit expression of mutual consent
within a protocol. If a receiver does not want packets
from a given flow, then simply withholding reply pack-
ets is a tacit signal for throttling the sender. In the case
of malicious traffic, the authors suggest that it is feasible
to build “symmetry sensors” into smart NICs or router
line cards that could detect and subsequently drop pack-
ets for flows that exhibit strong (i.e., beyond a specified
threshold) asymmetry close to the sender. While there
are certainly details that have to be worked out, I be-
lieve that the argument is reasonable. So, a natural next
question is, how effective and robust is the packet sym-
metry characteristic at distinguishing between good and
bad traffic?

A case study of a prototype detector based on a sim-
ple asymmetry metric is presented in the paper. The
study was conducted using a large packet trace collected
over a single day, and shows that the vast majority of
packet traffic between hosts exhibits strongly symmetric
characteristics over various time scales. Further foren-
sic analysis of flows with strong asymmetric characteris-
tics (i.e., beyond a specified threshold) showed that they
were largely from misconfigurations and malicious at-
tacks. While there is clearly a good deal of work to
be done in terms of refining and tuning methods for ac-
curately identifying malicious behavior based on packet
symmetry, I think that the result is both thought provok-
ing and worthy of further consideration.

The second key insight of this paper builds directly
from the first; namely that packet symmetry should be
mandated a fundamental principle in Internet protocol
design. At first glance this would seem to be a radical
and potentially quite limiting notion, i.e., a nice fit for
HotNets. Two important considerations are addressed in
further support of this position including methods that
attackers could take to avoid identification via packet
symmetry and possible impact and deployment scenar-
ios. While the treatment of evasion methods does a rea-
sonable job convincing the reader of the potential robust-
ness of packet symmetry, the paper begins to break down
a bit in the deployment and impact discussion. In par-
ticular, there is a distinct lack of treatment of streaming
or other such traffic which is only mentioned in the last
sentence of the paper. Despite this, I find the longer term
notion of enforcing symmetry as a protocol design prin-
ciple as interesting as the shorter term notion of using it
for curtailing malicious traffic in the current infrastruc-
ture.
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