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Abstract service provided and the associated cost in terms of
The paper presents a simulation study of the use of disperdecreased capacity of the network to support realtime con-
sity routing to provide fault tolerance on top of a connec- nections.
tion oriented realtime service such as that provided by the In [1], we presented the idea of providing dispersity
Tenet scheme. A framework to study the dispersity schemesouting at the application layer, on top of a connection ori-
is presented. The simulations show that the dispersityented realtime communication service. While the idea of
schemes, by dividing the connection’s traffic among multi- dispersity routing has been around for many years [2], the
ple paths in the network, have a beneficent effect on thetraditional uses of dispersity routing have been at the physi-
capacity of the network. Thus, for certain classes of disper-cal layer of network communication, using hardware to
sity schemes, we obtain a small improvement in fault toler- perform the necessary encoding and decoding. However,
ance as well as an improvement in the number of connec-advances in workstation speeds and encoding techniques
tions that the network can support. For other classes of dis{3] have made it possible to perform the necessary compu-
persity schemes, greater improvement in service may betation in software at high enough speeds twethis func-
purchased at the cost of decrease in capacity. The papetion up to the application layer. [1] discussed the benefits
explores the tradeoffs available through exhaustive simula-of this approach, such as a cheaper and more flexible ser-
tions. We conclude that dispersity routing is a flexible vice, as well as some of the difficulties introduced by this
approach to increasing the fault tolerance of realtime con-approach, such as the need to perform the route computa-
nections, which can provide a range of improvements in tion for the dispersity systems on a per session basis.

service with a corresponding range of costs. The basic idea behind the dispersity schemes is to
make reservations on multiple paths through the network so
1. Introduction that in the event of failure the available bandwidth of the

This paper presents a simulation study of dispersity system is not reduced to zero. A range of fault tolerance
schemes to provide fault tolerance on top of an underlyingservices can be offered based on this idea. For example,
connection oriented realtime service. The simulation exper-Forward Error Correction (FEC) techniques can be used in
iments explore the tradeoffs involving the improvements in conjunction with multi-path reservation to provide a trans-

parently fault tolerant service. While this approach would
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from fault tolerance, if the associated costs, in terms of
increased resource requirement, are low enough. The abil-
ity to put many different classes of applications, including
those that require some degree of fault tolerance, on the
same network makes it possible to reduce the cost of ser-
vice by exploiting economies of scale.



The dispersity schemes work on top of a connection on the dispersity system. The information to be sent is
oriented realtime communication service, such as thatdivided uniformly across the paths, either by fragmenting
defined by the Tenet scheme [4]. The underlying network each message, or by sending them round-robin on the
provides a mechanism for per-session resource reservatiorpaths. The advantages of spreading the information out on
based on the traffic specifications and performance require-N paths are:
ments of the network clients, in order to establish connec-« The load on any one specific path is smaller and the

tions with end-to-end performance guarantees through the effect of bursts is spread out over the network.
network. The network models of [5-8] and ATM networks . In the event of a network failure, the transmission
with QoS support also meet the assumptions of this paper. capacity of the aggregate system is only partially
Since it seems likely that a large fraction of the future com- affected.

munication infrastructure will be ATM based, this work is If the message is fragmented, transmission time is
relevant to a consideration of how fault tolerance may be reduced to approximately M of its single-path
economically provided in such an environment. value. This is less important in high-speed networks.

The resource reservation provided by the underlying Note that this system is not transparently fault-
realtime service control loss due to congestion and buffergierant. It merely reduces the effect of the failure on the

overflow. That still leaves two sources of packet loss in the gjient, [1] describes some video coding schemes that allow
network: transmission errors and network failures, which the application to continue without interruption, with a

are not covered by the guarantees provided by the Teneteqyced quality of service, in the presence of network fail-
scheme. The primary objective of the dispersity mecha- yres. For example, a JPEG video stream, partitioned into
nisms are to handle network failures. However, tolerance Omultiple streams such that all the data for a frame follows
errors is also provided as a side-benefit of using FEC t0ihe same path, but separate frames are sent on different
control loss due to faults. paths, would have this property. If one of the paths fails,

This paper extends the work of [1] by presenting a eyery N frame would be lost, but the resulting video
simulation study, which explores the service provided by stream would be usable.

the dispersity schemes, and the cost to the network in terms
of resources used. In particular, we are interested in the
reduction in the network’s capacity to support realtime
channels. Section 2 presents a framework to classify theRedundancy

dispersity schemes. Section 3 then describes the simulator Redundancy is the idea of sending more information
design and the setup of the experiments. Section 4 presents - the message, in order to be able to reconstruct the

the S|muIaF|on results. Secﬂon 5 describes some rel""teq’nessage in the event of loss in the network. In a dispersity
work. Section 6 summarizes the results and concludes thescheme we can send the redundant information along a

paper. separate path from the rest of the data. For example, of the
N paths, onlyK may carry the message stream. Thus, for a
2. Framework given message, the system could break it Ktequal sub-

In this section, we will present a framework for our - yessages and transmit them onkhpaths. The rest of the
experiments by classifying fault tolerance schemes alongpaths may be used to transmit redundant information,

four dimensions. This framework was developed in [1] but \hich would be used to reconstruct the original message in
is summarized here for completeness. More details, such age event of loss of some of the original pieces of the

the equations to compute the performance parameters Ofegsage. A simple redundant system can be designed with
the sub-channels or the buffer requirement at the destinaK = N - 1. In this case the single redundancy sub-channel

tion, can be found in [1]. The schemes for fault tolerance . ries a bitwise parity calculated over tKe- 1 pieces of
dealt with in this paper can be characterized by three vari-i,qo message. If any one of the sub-messages is lost, the des-
ables: dispersity, redundancy, and disjointness. Finally, theyination can compute its value from the remaining sub-

schemes with redundancy may be hot or cold. messages and the parity sub-message. Error correction
) ) codes which work for arbitrarfd and K exist [9]. In the
Dispersity case of maximum distance separable codes, iNanK of

Dispersity is the idea, proposed by Maxemchuk in the sub-messages are received, the message can be recov-
[2], of sending the information across a number of paths gre(.

(N) in the network. In a realtime network, we also make
reservations on each of the paths to guarantee performance

The number of paths choseN, is one of the vari-
ables that characterize a dispersity system.



The variableK in relation toN defines the degree of looser than the strict disjointness constraint, should still
redundancy.K =1 is corresponds to duplicating the same allow the dispersity system to have provably good tolerance
information onN channels, usel times the bandwidth of  characteristics. If we allow a link to be used by at most two
a non-fault-tolerant realtime channel, and has the largestchannel routes, then we know that a single failure will not
fault tolerance K = N corresponds to a dispersity system affect more than two of the paths. Then, by imposing the
without any redundancy. restrictionN — K > 2, the system can continue to be toler-

A dispersity system with redundancy requifdsK ant to single faults, assuming maximum distance separable
times the bandwidth of a non-fault-tolerant realtime chan- codes. Of course, increasing the degree of redundancy
nel with the same traffic and performance requirements.increases the overhead, and therefore decreases the capacity
When redundancy is used in combination with dispersity, of the network to support traffic. We look at the costs and
we get the following additional advantages as compared tobenefits of such methods below. In terms of our characteri-

a dispersity system without redundancy: zation, we can define a variatfie which places a limit on
. The system is tolerant to transmission errors. A cer- how many paths can share a link.
tain number of the pieces of the message can be cor- The routing algorithm in the network must take the

rupted or lost without affecting the decoding of the variable S into account while routing channels which
message. The number depends MnK, and the belong to a dispersity system. Of course, even if the sys-
error-correcting code. It can be no larger than K. tem allows links to be shared (i.& > 1), the routing algo-

. The system is transparenﬂy fault-tolerant. A certain rithm should try to find paths which do not share links, and
fraction of the paths can be affected by failure, with- only use paths with shared links if no disjoint paths meet-
out interrupting the flow of the information. Again, ing the delay constraint exist.
the specifics of the error-correcting code determine Thus, a dispersity system can be characterized by the
the number of failures that can be tolerated. triple (N, K, S). This triple also tells us how fault-tolerant
Moreover, since the service of the underlying real- the system can possibly be. If we use a maximum distance

time channels is realtime, we obtain performance boundsseparable code, the system can tolerate UEN ~Kp
on the service provided by the dispersity system. The appli- : O
. . : : faults in the network transparently. For example, the
cation sees fault tolerant realtime service, with guarantees . . .
. . ; (5, 3, 2) system can tolerate one fault with a maximum dis-
on packet-delivery that continue to hold in the presence of atance ceparable error-correcting code
restricted number of faults. The restriction on the number P g '
of faults covered depend on the level of redundancy of the

system, and the nature of the FEC code used. Hot vs. cold standby

In addition to the atwve three variables, a dispersity
Disjointness syls(;eT V\g’[k:] redl:lndelmcy\l(> Kf)hca:n tbedrl;m mda hfr: or t
In general, the routing algorithm in the network must co'd standby mode. In ca§e © O. stan . y mode, the extra
. . . . sub-channels carry FEC information during normal opera-
be able to recognize channels belonging to a dispersity sys-

tem, and place them on disjoint paths. If the paths are nottlon' In the event of packet loss or failure, the destination

L . . can recover without any exchange of messages with the
disjoint, the failures of the paths are no longer independent,

. . . . . source. In the case of cold standby, the extra sub-channels
since, if a shared link fails, two or more paths can simulta-

i~ o . _are not used, except in the event of a failure. This extra
neously stop transmitting data. However, disjointness is a X . . i )
. - . capacity can be used to transmit non-realtime traffic during
very stringent restriction, especially &b approaches the

- normal usage, with the understanding that, in the event of
degree of edge connectivity of the network topology. By tailure. th iV will b rooriated for by th
allowing some links to be shared, we might be able to set ailure, the capacity € appropriated for use by he

) . . fault-tolerant realtime connection. When the failure occurs,
up many more connections in the network. We would like

to answer the question: can any of the advantages of disper?—Ne incur an extra delay before recovery due to the need to

. . . . . . inform the source of the failure, so that it can shift the
sity routing still be provided after relaxing the disjointness o
criterion? transmission to the back-up sub-channels. However, the

L - capacity is guaranteed to be there, unlike what happens in
If the constraint is completely relaxed, then it is pos- pacty 1S g bp

the reactive fault recovery mechanisms described in [10],
sible for a link to be shared by all the paths in a dispersity y [10]

) _ . ) where the recovery may fail due to existing reservations in
system, leading to the undesirable characteristic that if that y may g

. . . . the network.
link fails, the capacity of the system is reduced to zero.
Therefore, we must put in some constraint, which, while



3. Simulator design The simulator models the behavior of the dispersity

The simulator used for the experiments is based on asystem during data transfer at the level of detail of individ-
simulator for realtime channels written at the University of ual packets. Thus, the encoding and decoding operations,
California, Berkeley. The network performs resource reser- which occur at the bit-level, are not simulated. The trans-
vation and packet scheduling based on parameters providedhission of a message on the dispersity system is modeled
by the client to meet the requirements of all accepted chan-as the transmission of packets on each sub-channel of the
nels. The simulator models the connection management aglispersity system, but the bit level contents of the packets
well as the data transfer phase of realtime communication. are not simulated. The arrival of the appropriate number of

This simulator was modified to support the simula- packets from the same message at the destination is inter-
tion of failure recovery and fault tolerance. When a failure preted as a successfully decoded message, and the statistics
is simulated, the failure recovery module simulates the con-are updated accordingly. Encoding and decoding times are
nection management necessary to reroute the affected charflot modeled, since they are dependent on the coding algo-
nels [10]. rithms and the available hardware.

The simulator also supports fault tolerant channels,
based on the ideas presented in the preceding sectior- Simulation results
When a fault tolerant connection is requested by the client, The experiments performed using the simulator fall
the network computes the traffic and performance paramednto two categories. The first set of experiments are
ters for the sub-channels, based on the parameters of thétended to verify the level of fault tolerance provided by
requested dispersity system and using the equations prethe dispersity systems. Since the reservations are pro-

sented in [1]. It then routes the sub-channels belonging to aactive, and the guarantees provided on the sub-channels are
dispersity system on paths Subject to the disjointness Conmathematical and deterministic in the absence of losses in

straints specified in the request. the network, we expect the service guarantees to hold,

Routing for the sub-channels of a dispersity system is given that the assumptions about the fault(s) and other
performed one by one. The first sub-channel is routed as d0sses are satisfied. The simulations serve to confirm our
normal realtime channel. The additional constraints of dis- €xpectation, as well as to demonstrate the workability of
jointness are added for each subsequent route calculationte systems to a fair level of detail. In the presence of net-
The changes to the routing algorithm were implemented aswork losses due to transmission errors and faults, which are
a set of preprocessing steps on the graph representing thBOt covered by the Tenet guarantees, the dispersity systems
network before the routing algorithm (modified Can provide lower packet loss than the basic realtime chan-
Bellman-Ford) was run. To enforce disjoint paths, the links Nel; this performance is experimentally evaluated in the
corresponding to the paths which should not be used ardirst part of this section.

removed from the graph by setting the delay on the path to The second category of experiments performed deal
infinity. To allow links to be share8 times, we maintain a  With the impact of the dispersity systems on network capac-
variableU,, associated with each lirg which is the num-  ity. The bandwidth used arN(K, S) system is approxi-

ber of times the linke has been used by sub-channels in the matelyN/K times the bandwidth required by an equivalent
dispersity system. Whd, > S, the linke is removed from non-fault-tolerant realtime channel. In simulation, we mea-
the graph by setting the delay to infinity as before. If sured the number of instances of each type of system that
0<U,<S, we want the routing algorithm to find paths can be established in the network under varying load condi-

inc|uding e 0n|y if other pa‘[hs do not exist. We rep|ace tions. This provides us with a better understanding of the
each such link by links, each with a delay of A/times more subtle issues, such as the effect on the network capac-
the delay on the original link. Since the algorithm returns ity of splitting the resource requirements amdsdgsub-

the shortest path which meets the delay constraints, it findschannels on different paths and the probability of finding
paths which do not use the shared links before it find pathsresources oiN disjoint paths.

including them, up to a difference in path lengths which The topology being simulated, which we call the
can be tuned by changimg We do not change the end-to- “core” topology, is shown in Figure 1, with an example
end delay on any path by this replacement process; thus, wé3, 2, 1) dispersity system shown on it. The choice of topol-
are guaranteed to find all paths eventually. ogy is driven by the requirement that it must have multiple
disjoint paths (up to five in our experiments) between nodes
representing end stations, in order to allow the dispersity
systems to be set up. In addition, the size of the topology
that can be simulated is limited by its effect on the time and

1 We use this algorithm to minimize the resource usage while
meeting the delay constraints. The details are given in [11].



tions are earning, as well as not lose customers to competi-
tors. Of course, rerouting can only be performed if the net-
work has sufficient spare capacity on alternate paths.
Therefore, some applications may need to provide a higher
degree of fault tolerance using pro-active mechanisms such
as dispersity routing. Since redundancy must exist in the
network to support rerouting, we should expose it to the
application laye%, in order to allow the application to pro-
vide higher degrees of fault tolerance, when it is needed.
[1] presents some of these arguments, as well as issues
regarding the appropriate application-network interface, in

more detail.
,.~>’4,;{// 4.1. Performance results
/ﬁ;&{?‘ The first set of experiments consisted of setting up

one connection using the dispersity system under consider-
ation, in a network carrying different levels of background
load, and simulating the service provided in the presence
and absence of faults and losses due to transmission errors
in the network. Losses due to transmission errors are simu-
Figure 1: (3, 2, 1)dispersity system simulated lated by dropping each packet with a given probability on
each link.
memory requirements of the simulation. This specific All the experiments described in this section were
topology was created based on the following rationale, theperformed for all of the dispersity systems. We will not pre-
central 6—9I|que composed of.nodes.l through 6 representyent all the results for each separate dispersity system.
a “core” wide area network with a high degree of connec- Rather, we will use a running example, to present some
tivity, such as that provided by a telecommunications ser- g0 qific results. The general conclusions presented below

vice provider. There is a link With 10 Mbps capacity and 10 from the specific experiment are applicable to the entire set
ms latency between each pair of these nodes. The other dispersity systems, unless otherwise noted.

nodes represent end systems on customer premises, which

argthcgn;lﬂicted 1t(§) mullt.lpll(e StW'tChe§ dm ﬂ:je c;ore ne_:_vr\]/ork established from node 8 to node 14 in the network depicted
(wi PS, ms links) to provide redundancy. They in Figure 1. The traffic parameters for the fault-tolerant dis-

are also connected among themselves into geographic

h b MAN) § dditional redund persity system were a mean packet interarrival time of 5
groups (perhaps by a ) for additional redundancy. ms, a peak arrival rate equal to the mean rate, and a packet

Each of these. link (such as the one between nodes 7 and 8Qize limit of 10000 bits. This corresponds approximately to
have a capacity of 5 Mbps and a latency of 10 Mbps. Thea 2 Mbps JPEG compressed stream. The end-to-end delay

spslcmtc rtlﬁ.merlct.reslultst frorln the sw;ulanon ;’:lre OTtIy ar?phl-dreqmremem is seventy milliseconds. The minimum propa-
cable to this particuiar topology, and general resufts shou gation and transmission delay is thirty-five milliseconds.

_be extrapolated to other networks with great _Ca_re’ and OnlyThe buffer requirement at the destination for this set up was
if the other networks also have multiple similar length 15,000 bytek

aths between endpoints. . .
P P The simulation was performed for zero and one fault

Th rrent Intern I was n for th . .

i N (t:u be tInte .te(tj topo ogiyh as o;ru?e(jt ; t eser the network, at various probabilities of packet loss on the
experlmgp S because 1t does .no ave su !C|en egree o inks, and various extraneous loads in the network. The net-
connectivity. However, we believe that the integrated ser-

vices data network of the future must have a degree of 2 We are not suggesting that the network topology be exposed to
redundancy comparable to the phone networks of todaythe application layer. Rather an appropriate interface should exist

rather than comparable to the Internet backbon f tod between the application and the network to specify the disjointness

.( ather than co 'pa able to i e inte _e .aC one ot to ay)and dispersity requirements, and the network should be responsible

in order to continue to provide service in the presence of for the routing.

faults. Networks offering commercial service should be  * See [1] for an analysis of the buffer requirement and the factors
able to reroute most of the affected connections in the eventt dépends on.

of a fault, in order not to lose the revenue that these connec-

The example system is a (3,2, 1) dispersity system,




work load was created by establishing varying numbers ofreal networks. The actual error rates seen in fiber-optic
simple realtime channels in the network, before starting thetransmission systems are much lower. We simulated high
observation of the fault-tolerant system. The measurementtransmission error rates so that we could observe a signifi-
was performed by allowing the experiment to run for 39 cant number of lost packets and its effect on the dispersity
seconds of simulated time. This took an hour or more of system. The height of each bar (along yhkaxis) denotes
actual time, depending on the speed of the machine runninghe number of messages lost by the dispersity system due to
the simulation and the other load on the machine, becauséost packets. There are five bars for each loss rate, but up to
of the level of detail being simulated. The simulator kept a loss rate of 18, most of them are of close to zero height.
track of the number of packets dropped, the number of The number of packets lost on the sub-channels is larger,
messages decoded, the buffers used, and so on. When since a message is lost only if sufficient packets are lost to
fault was simulated, all packets on the failed link were lost. defeat the redundancy in the system.
The fault recovery process described [10] was activated, The graph for packet loss when a network failure
and the affected channels rerouted. Unlike the experimentsoccurs is not shown because it is very similar to Figure 2.
in [10], data transmission across a link could also fail ran- The losses for the (1, 1) system increase, but all the others
domly with a probability determined by a parameter of the remain the same. The loss is controlled by two mecha-
experiment, simulating losses due to transmission errors. Atnisms. Firstly, the duration of the outage of a sub-channel is
simulated time equal to 39 seconds, the measurements wergmited by the recovery process that reroutes the faulty sub-
written out to a file. channel onto a new path. Secondly, the redundant coding
The general results that apply to all the experiments provided (for systems witN > K) controls the number of
performed, but for which no graphs need to be shown, arelost messages during the outage.
described first. The service provided met the realtime guar- Overall, in this set of experiments we see that, at the
antees in all cases. No packets were delivered after theevel of detail that our simulator models a realtime network,
delay bound. In the absence of losses due to transmissiomnd subject to the limitations in the faults being simulated,
errors, no messages were lost for zero and one link failuresthe service provided by the dispersity systems meets our
These observations were not affected by the level of theexpectations, even in the presence of single link faults and
extra realtime load on the network, since the guarantees onreasonable transmission error rates. The realtime guaran-
the sub-channels hold irrespective of the other traffic. tees are never violated, and the error and fault tolerance is
In the experiments in which failure was simulated, enhanced. With the error rates seen in current transmission
one of the links in the central core was removed from ser-systems, any of these dispersity systems will provide ade-
vice. This caused the fault recovery process to be triggeredquate protection against single failures. Thus, the choice of
The fault message reached the source in under 20 mswhich one to use is dictated in part by the question of the
because of the topology and proximity of the failed link to degree of tolerance required, that is, whether tolerance
all sources. This is a measure of the time for notifying the against a single fault, two faults, mifaults is required. The
source to perform switching for the cold standby sources,degree of tolerance is determined biy— K, assuming
and is dependent on the topology. The fault recovery pro-maximum distance separable codes. Between systems with
cess also rerouted the failed sub-channel to an alternateéhe same value dfl - K, the simple analysis based on the
path. In all our experiments, the reroute was successfully

completed. _
Figure 2 shows the effect of the loss rate due to trans-Fhalt the higher the values @i (and K), the lower the

mission errors in the network on the loss of messages aémpac't on the rest of the netvyork. This issue of networlf
seen by the application using the dispersity system. Thecapamty was further explored in the second set of experi-
two digits shown over each bar represent the tullgK() ments with the simulator.

for the dispersity system represented by the bar. The vari-

ableSis 1 for all the systems shown here. Only the sys- ] ] ]
tems withN — K = 1 and the (1, 1) system (the simple real- The effect of the different dispersity systems on net-

time channel without any fault tolerance) are shown. On WOrk capacity was tested by seeing how many connections
the x-axis, we have the probability of losing a packet on Of €ach type could be established starting with a given ini-
any link. Note that the graph shows loss rates in the net.tial load. The initial load is determmed _by the set of simple

work up to a 10 probability of losing a packet during each realtime channels already established in the network before

transmission on every link in the network. These are not the experiment starts. The experiment is conducted for each

meant to be representative of transmission error rates intYP€ Of dispersity system, for four initial load conditions.

N - K
amount of extra bandwidth us%) seems to suggest

4.2. Network capacity



For each value of load, we repeat the experiment for threecapacity is much larger than the requirement of a single
sets of channels generated from different random seedsrealtime channel.
which have the same load inder the “core” network. The fact that the bandwidth requirement of each indi-
The results are averaged from these three experiments. Theidual sub-channel is smaller than the total requirement of
number of connections that can be established is deterthe dispersity system also has an important effect on the
mined by attempting to set up a larger number than can becapacity of the network to accept subsequent realtime
possibly successful, and then counting the number of sucrequests until the dispersity system is torn down. Since the
cessful establishments. The source and destination are chaamount of resources used on each path is lower, the effect
sen from opposite sides of the “core” topology randomly. of the request is spread out over the entire network, so more
The traffic and performance parameters of the dispersitycapacity remains on each individual path as compared to a
systems are the same as in the last section. realtime channel that places all its resource requirement on
The effect of the dispersity schemes without redun- a single path. The amount of actual traffic from the disper-
dancy (N = K systems) is explored first. As explained is sity system on each path is also lower than the traffic on the
Section 2, the service provided by such systems degradesingle path of an equivalent realtime channel. Thus, the dis-
partially in the event of a fault, until the failed sub-channel persity system is friendly to other users, both realtime and
is rerouted. During this time, a lower bandwidth connection non-realtime, of the network.
is maintained. The total bandwidth requirement of the dis- The subsequent decrease in number of connections
persity system is the same as that of the non-fault-tolerantestablished with increasiny is due to the limited number
realtime channel; thus, one might expect that the sameof disjoint routes in the network. The maximum number of
number of total connections can be established for each distink-disjoint paths between nodes on different sides of the
persity system as for the non-fault-tolerant realtime chan-“core” topology is five. Thus, asN approaches five, the
nel. However, the simple model based on bandwidth doesnumber of alternative paths for the set of routes decreases.
not take into account the external fragmentation due to theAt N =5, we need to find resources on all the available
size of the bandwidth requirement of the channel relative to paths; if any path is too highly loaded, the request fails. The
the capacity of the link, and the probabilities of finding ability to establish a large number of fault-tolerant connec-
multiple paths meeting the delay constraints and havingtions, and the probability of being able to establish one in a
adequate resources. highly loaded network, decreases Bs approaches the
Figure 3 shows the number of connections of each number of alternate paths available. Rbe 5, no connec-
type which could be set up, for the dispersity systems with- tions can be established in this network. Thus, the practical-
out redundancyN = K systems), at different realtime load ity of any dispersity scheme with larg¢ is limited by the
levels in the network. The non-fault-tolerant realtime chan- network topology.
nel ((1, 1) system) is shown for reference. We note that, at The number of connections that can be established
all load levels, the number of connections that can be set ugstarting from a lightly loaded network is a measure of the
first increases and then decreases with The initial capacity of the network with respect to the specific disper-
increase is due to the fact that each sub-channel in a dispewity system. Thus, in this topology, the number of (5,5)
sity system has a smaller-bandwidth requirement than theconnections that can be established is a little more than half
original request, and the requirement gets smaller with the number of non-fault-tolerant realtime channels that can
increasingN. Thus, the level of external fragmentation on be established. As explained before, this is bechumseat
the links decreases, since smaller bandwidth channels camhe limit imposed by the number of disjoint paths available
be packed more efficiently on the links. This effect in the network. On the other hand, we can actually establish
increases with the load on the network, since the remainingmore (3,3) connections than non-fault-tolerant realtime
capacity of the network is smaller compared to the size of achannels, because at this stage the effect of reduced exter-
single request, leading to more external fragmentation. nal fragmentation is more important.
This effect would be more pronounced in a network with The number of connections that can be established in
small capacity, and less pronounced in networks where thea heavily loaded networis indicative of the relative proba-
bility of being successful in establishing a connection using

4 The load index is measured using the Queuing Delay Index,

which allows us to represent bandwidth, schedulability, number of a specific dispersity system in a similarly loaded network.
channels and number of links traversed by each channel with a sin- In other words, we can interpret the sizes of the bars at
gle index in the context of the Rate Controlled Static Priority sched- load=905 to mean that we can expect to establish a (4, 4)

uler. This index was first presented in [10]. . . -
P ol connection with greater probability of success than even a

non-fault-tolerant realtime channel if the network is heavily



loaded. This result is surprising, since it counters our ini- tion for the (2, 1) system at all, since the sub-channels have
tial intuition that finding resources on four paths success-the same bandwidth requirements as the original. Thus, for
fully, especially when there are only five available, should this system the total capacity requirement determines the
be harder than finding resources on just one. However, wenumber of channels that can be established at all load lev-
should interpret the result to mean that at the high loadels.
level, because of the small amount of resources left on each The conclusions we can draw from theoedobser-
link, the influence of external fragmentation is more impor- vations are: the effect of the increased bandwidth is par-
tant than the effect of the disjoint path restriction. tially offset by splitting a request into smaller sub-channels;
Figure 4 shows the change in behavior when we lift this process also decreases the effect the scheme has on
the strict disjoint-paths constraint and sBt 2. This other traffic, and on future realtime requests; the advantage
allows the routing algorithm to return paths that share links of splitting the request increases with the realtime load on
between at most two sub-channels. In the event of a singlethe network, so that, in a highly loaded network, the disper-
fault, depending on which link failed, up to two of the sub- sity systems can be set up as easily as a non-fault-tolerant
channels may fail. However, while the degradation of ser- realtime channel; and the disjoint-path constraint becomes
vice will be more severe than for &= 1 system, some  significant asN approaches the number of available dis-
communication will still continue ilN > 2. The degraded joint paths, reducing the number of dispersity systems with
service will be better for larger values Nf. The graph large N that can be established in a network, as well as
shows that the negative effect of increadihgn the capac-  making it more difficult to set up a dispersity system with
ity of the network to support dispersity systems is greatly largeN in a highly loaded network.
reduced, so that even th¢ =5 system can establish as Figure 6 shows the impact of allowir= 2 on the
many connections as the non-fault-tolerant realtime channelability of the network to accept dispersity systems with
in a lightly loaded network. At higher loads, the dispersity N — K = 1. We notice that the effect of the network connec-
systems establish far more connections than the non-fault+ivity is reduced, so that, for low loads, the number of con-
tolerant realtime channel. nections that can be successfully established is determined
Figure 5 shows various dispersity systems with one primarily by bandwidth considerations. At higher loads, the
redundant channelN(- K =1 systems); the non-fault- reduced fragmentation caused by the smaller bandwidth
tolerant realtime channel ((1, 1) system) is shown for refer- requirements of the sub-channels allows many more con-
ence. We see that adding redundancy reduces the capacitgections to be set up for the dispersity systems. In fact, the
of the network to support these systems, since they add4, 3) and the (5,4) systems are comparable to the non-
some overhead to the network. This effect interacts with thefault-tolerant realtime channel at low loads, and better at
improvement due to reduced external fragmentation and thehigh loads, in terms of the number of connections estab-
effect of the disjoint-paths requirement. The dominant lished. Unfortunately, if a shared link fails, the service pro-
effect at low load and with smal is that of the bandwidth  vided by such systems is interrupted, so the fault tolerance
overhead. Thus, the (2,1) system can establish half thein these systems only applies to failures of the unshared
number of connections as the non-fault-tolerant realtime links in the system.
scheme, and the (3,2) system roughly two thirds of the Figure 7 shows the effect of increasing the level of
number. AsN approaches five, the effect of the connectiv- redundancy. The dispersity systems shown have
ity of the topology starts being felt, so that the number of N - K = 2; the (1, 1) system is again shown for reference.
connections which can be established for the (4, 3) systemwe note that now the effect of the increased capacity domi-
is less than three fourths. Fbir=5, the effect of the net-  nates, so that, even at very high loads, fewer dispersity con-
work connectivity becomes large enough to drive the num- nections can be set up than non-fault-tolerant realtime
ber of connections for the (5, 4) systems below that of the channels. The main reason is that the sub-channels are now
(4, 3) system. However, as we increase the load, the effectas large as the original channel, so we get no decrease in
of reduced external fragmentation becomes more impor-fragmentation. The effect of the disjoint-paths constraint
tant, since the remaining capacity on some links becomescontinues to be visible. When we modify the constraint, by
comparable to the bandwidth requirements of the channelssettingS = 2 (Fig. 8), we get no improvement for the (4, 2)
At extremely high loads, we can actually establish as manysystem. The explanation for this behavior is that the
or slightly more (5,4) connections as a (1,1) system. At reduced fragmentation effect is not applicable, since each
this stage, the effect of reduced fragmentation, caused bysub-channel has the same bandwidth requirements as the
splitting the requests into smaller sub-channels, dominatesoriginal request. Thus, the only factor is the bandwidth
Note that we do not get the benefit of reduced fragmenta-requirement, which restricts the number of (4,2) connec-



tions to roughly half the number of basic realtime connec- routing paradigrmof the Internet makes it difficult to apply
tions. For the (5, 3) system, the fragmentation effect doesdispersity routing to provide fault tolerant communication
play a small role, so that, at higher loads, the number of[17]. On the other hand, the Internet approach leads to a
(5, 3) connections is comparable to the number of non-very scalable design for a large and heterogeneous network.
fault-tolerant realtime channelé.the network had a higher It seems likely that future networks will have both

degree of edge connectivity, higher values Ndofwould paradigms coexisting, such as ATM backbones connecting
yield better capacity characteristics fad,(N — 2, 2) sys- together non-ATM as well as ATM LANs, and the Internet
tems. protocols providing end-to-end connectivity. In such a net-

The fault tolerance characteristics of the work, dispersity routing could be used to iy the fault
(N, N -2, 2) systems are comparable to or better than thosetolerance and capacity of the ATM backbone, but the fault
of the (N, N -1, 1) systems. Thus, if one were attempting tolerance provided would stop at the switches to the non-
to establish a (4, 3, 1) connection, and the network failed toATM LANs. The “core” topology of Figure 1 fits this
find a fourth disjoint path, one of the options available to model; nodes seven through seventeen represent switches
the end-system would be to &£ 2, and attempt to estab- connected to LANs, and we only simulated the ATM por-
lish a (4,2) or a (5,3) system. Comparing the number of tion of the network.
connections that can be established in Figure 8 and Figure Another approach to connection oriented fault toler-
9, we see that the (5, 3, 2) system may indeed be a viablant realtime networks is the Single Failure Immune (SFI)
alternative to the (5,4, 1) or the (4, 3, 1) systems, since the[18] channel. SFI channels are also extensions to the basic
number of connections that could be established under sim+ealtime channels, but they only protect against single fail-

ilar load conditions are roughly equal. ures, and use more resources and require more support
from the underlying realtime network than our approach.
5. Related work Isolated Failure Immune (IFI) [19] channels protect against

The idea of dispersity routing was first presented in multiple failures, but are only usable in special network
[2]. This work used statistical analysis, under Poisson topologies (e.g., hexagonal mesh network). In addition,
arrival and steady state assumptions, to compute the reducthey still use more resources and require more network sup-
tion in transmission times and the load balancing effect of port than our approach. Moreover, these approaches are not
dispersity routing. [12] studied the use of dispersity routing flexible, since they each only offer a single level of fault
for a medical image retrieval application on a circuit tolerance at a fixed cost.
switched network, assuming on demand call placement Much research has been done in the area of of era-
with retries and a statistical limit on the tolerable delay, sure and error correcting codes to combat packet loss or bit
using similar analytical techniques. [13] studied queue errors in computer networks [3,9,20,21]. [1] discusses
buildup analytically assuming bulk arrival processes and some of the relevant ones in more detail. Most works in the
the loss behaviour through simulation with on-off sources. area of fault tolerance for computer networks focus on the
Most of the assumptions if these works, such as statisticalissue of maintaining connectivity, not of maintaining per-
arrival processes, are not applicable in our network model. formance bounds, in the face of network failures. This
In [1], we developed a framework for the study of work is the first to present a simulation study of the trade-
fault tolerance schemes for realtime channels based on disoffs involved in applying dispersity routing to ingwe the
persity routing, and analyzed the benefits and costs whichfault tolerance of realtime communication networks.
could be expected from such systems. We also compared - . ) o )
h h Ki in the | ds 5 One possible way to use dispersity routing in the Internet is to
Olur approach to t e.WOI’ In progress in the nt.egrate €luse source routing, where the source specifies the entire path
vices and ReSerVation Protocol (RSVP) Working Groups through the network. This is not a general solution, because it re-
of the Internet Engineering Task Force (IETF) to extend the quires the application to know the entire network topology in order
. . . . to find the routes. In contrast, the dispersity routing schemes require
Inte_met _SerVICe _m(_)del to include realtime services [14, 15]. the network to perform the route computation, with an appropriate
While this work is in progress, and as such no study of theinterface to allow the application to specify its fault-tolerance re-
failure recovery characteristics of this approach exists, thequirements to the network [1]. An additional argument against the
Iong time intervals associated with the route update proto_use of source routing to provide dispersity on the Internet is that cur-
K . rent routers do not handle source routed packets efficiently, because
cols and the reservation refresh process (due to the requiresoyce routing is an Internet Protocol (IP) option, which is not im-
ments of stability and scalability) lead us to the conclusion plemented on the fast path of commercial routers. This causes the
that the recovery times of this approach would be signifi- forwarding of source routed packets to be significantly more expen-
. .. . sive that the forwarding of regular IP packets.
cantly slower than the recovery times of explicit connection
rerouting described in [16]. In addition, the connectionless




Property (N, N, 1) (N,N-1,1) (N,K,1)|][K<N-1
N-K
B/W Overhead None 1/N-1) K
Impact on network capacity Increased capacity Slight decrease More decrease
Level of fault tolerance None 1 fault N - K faults
Level of error tolerance None 1 N -K
Duration of disruption Recovery time No disruption No disruption
Service during disruption Lower B/W realtime No disruption No disruption
Routing constraints Easy for smallN, hard Easy for smallN, hard Easy for smallN, hard
for largeN for largeN for largeN
Encoding/decoding complexity None Low High
Table 1: Properties of various dispersity systems
Property (N,N-1,2) (N,K,2)|]K<N-1 (2, 1)hot standby (2, 1)cold standby
N - K
B/W Overhead 1/(N-1) K 1 0
Impact on network capac- | Small decrease Small decrease Large decrease No impact
ity
Level of fault tolerance Partial N — K -1 faults 1 fault 1 fault
Level of error tolerance 1 N -K 1 0
Duration of disruption Recovery time No disruption No disruption Notification time
Service during disruption No service No disruption No disruption No service
Routing constraints Easy Easy Easy Easy
Encoding/decoding com- Low High None None
plexity
Table 2: Properties of some more dispersity systems
6. Conclusions from tolerance to single restricted failirés complete tol-

In this paper, we have proposed dispersity routing as erance toN - K faults. The cost of the system, in terms of
a mechanism to provide fault tolerance to realtime commu-the network bandwidth needed, depends on the level of
nication networks. We presented a framework to classify redundancy provided, but is ameliorated by the effect of
the various schemes. The schemes discussed include dispreading the resource usage among multiple paths, and by
persity systems with various levels of dispersiy),(vari- the reduced external fragmentation of the link capacity.
ous levels of redundanc¥K], and various levels of strict- Most of the network support required is already provided
ness of the disjoint-path constraing),( and hot/cold by realtime protocols such as those of the Tenet Suite.
standby systems. We presented a simulation model, which
we used to study the performance of the dispersity systems/- Bibliography
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Figure 6: Effect of allowing S = 2 on dispersity systems with N - K =1
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Figure 5: Number of connections established for dispersity systems
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