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ABSTRACT
Modern desktop and server computer systems use multiple proces-
sors: general purpose CPU(s), graphic processor (GPU), network
processors (NP) on Network Interface Cards (NICs), RAID con-
trollers, and signal processors on sound cards and modems. Some
of these processors traditionally have been special purpose proces-
sors but there is a trend towards replacing some of these with em-
bedded general purpose processors. At the same time main CPUs
become more powerful; desktop CPUs start featuring Simultaneous
Multi-Threading (SMT); and Symmetric Multi-Processing (SMP)
systems are widely used in server systems. However, the struc-
ture of operating systems has not really changed to reflect these
trends — different types of processors evolve at different timescales
(largely driven by market forces) requiring significant changes to
operating systems kernels to reflect the appropriate tradeoffs.

In this position paper we propose to re-vitalise the old idea of
channel processors by encapsulating operating system I/O subsys-
tems in Virtual Channel Processors (VCPs). VCPs perform I/O
operations on behalf of an OS. They provide similar development,
performance, and fault isolation as dedicated (embedded) I/O pro-
cessors do while offering the flexibility to split functionality be-
tween the main processor(s) and dedicated processors without af-
fecting the rest of the OS. If part of a VCP is executed on the main
processor, we propose to make use of virtual machine technology
and SMT/SMP features to isolate its performance from that of the
rest of the system and to protect the system from faults within the
VCP.

Categories and Subject Descriptors
D.4.7 [Operating Systems]: Organization and Design; D.4.4
[Operating Systems]: Communications Management
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1. INTRODUCTION
A modern computer system contains several different proces-

sors apart from the main CPU. These include graphics engines and
signal or audio processors which provide specialised functionality,
such as vector and real-time “analog” signal processing. However,
recently this trend has been accelerated by proposals and products
placing additional processing on I/O cards and within the I/O sub-
system. These processors partially replace functionality previously
implemented in hardware but are mainly targeted at moving com-
putation away from the main CPU onto the I/O cards. A prime
example is the emergence of network cards containing TCP Of-
floading Engines (TOE) where the processor on the network card
is executing the TCP protocol stack on behalf of the operating sys-
tem. More common approaches off-load only part of the network
protocol stack processing to the hardware, e.g., checksum calcula-
tion. This trend is partly motivated by the emergence of storage
networks using IP storage solutions [14] such as iSCSI [32]. The
main argument for the use of TOE or other off-loading techniques is
to reduce the load imposed on the main processor and to isolate the
performance impact this additional load would have on the rest of
the system. Similar reasons can be found for the use of specialised
RAID controller cards1.

At the same time the speed of main CPUs, their support chipsets
and memory interfaces increase significantly faster and more con-
tinuously than the speed of embedded processors typically used for
separate I/O co-processors. We believe that this trend can be mainly
attributed to market economies.

With these observations in mind, the question becomes on whether
it makes sense to invest into developing specialised offloading tech-
nology, especially considering the cost and complexity of embed-
ded software development and required modifications to an OS,
if in a few month time the main processor could handle the addi-
tional load? To give an example, a recent paper presented some
experimental results of a software iSCSI implementation using a
800 MHz Pentium R© III client and a dual 733 MHz Pentium R© III
server and suggested that TOE capable network cards or specialised
iSCSI capable NICs should be used to relieve the main CPU [31].
In a subsequent paper [30] the same authors evaluate the perfor-
mance of currently available hardware-based approaches on a more
1“Soft modems” are a notable if marginal exemption: I/O process-
ing is actually moved from a specialised signal processor back onto
the main processor, despite the quite stringent timeliness require-
ments [17].



up-to-date system (1.6 GHz AMD Athlon MP). They concluded
that the currently available hardware-based approaches, such as
TOE, do not provide a significant performance benefit over soft-
ware based approaches using the main processor and attribute this
result mainly to the disparity in processing powers. While only
few improvements have been made to the hardware based solutions
since, main processor speeds have almost doubled with 3 GHz pro-
cessors being widely available. While this widening disparity may
be a temporary phenomenon it is clear that the correct tradeoff will
remain a moving target. Furthermore, even with faster offloading
technology available it has been argued that “TCP offload is a dumb
idea” for most applications as it is complex to implement and offers
little performance benefits [23].

Another common justification for offloading processing onto ad-
ditional processors is to provide performance isolation. The ar-
gument is that the performance of applications executing on the
main CPU is not directly impacted by the processing performed by
the additional processors as they use dedicated hardware resources.
More importantly, a significant performance impact in the end sys-
tems can also be attributed to general processing overheads, e.g.,
interrupt processing [8]. This issue is not likely to be resolved
by faster main processors alone. On the contrary, with ever more
complex processors it is likely to become more pronounced. How-
ever, to some extent, both performance isolation and interrupt over-
heads could be addressed by simultaneous multi-threading (SMT)
technology, such as Intel R©’s Hyper-Threading Technology (HT)
[22]. There is experimental evidence that even for non-specialised
OSes, HT can provide significant network performance improve-
ments [15]. Isolation could be achieved by using separate hard-
ware threads, while processing overheads could be addressed by
dedicating a (fixed portion) of a hardware thread to interrupt pro-
cessing, akin to related approaches dedicating a separate physical
CPU for protocol processing [25, 24, 28], albeit at significantly re-
duced cost.

An important observation is that the structure of traditional op-
erating systems is not necessarily conducive to supporting these
and other emerging technologies; they are difficult to adapt to the
ever changing tradeoffs between different implementation options,
as exemplified by the slow availability of the different off-loading
options discussed above. As anecdotal evidence consider that the
Linux network stack (2.4.18) checks in 25 different source files
(excluding device drivers) if the hardware supports checksum of-
floading. While these modifications are fairly local it appears a
non-trivial change. Consider the changes which would be required
for supporting more substantial hardware offloading or even more
radical hardware designs such as the Twin Cities prototype2 . Fur-
thermore, changing the operating system to track these tradeoffs
may jeopardise overall system stability, as previously “monolithic”
kernel subsystems, like the IP network stack are broken up. Even
if the changes are local to a kernel subsystem they have the po-
tential to disrupt the rest of the kernel as they execute in the same
protection and resource domain.

To address these issues, we propose to virtualise the I/O subsys-
tems of a traditional OS kernel (and potentially other kernel subsys-
tems) by encapsulating them in Virtual Channel Processors (VCPs)
akin to the use of channel processors in mainframe computers [11].
VCPs perform I/O operations on behalf of the rest of the operating
system and constitute both separate protection and scheduling do-
mains. Within a VCP, developers can make the tradeoff of where
to place I/O functionality: on dedicated hardware on I/O interface

2Twin Cities is a experimental prototype connecting a Intel R© IXP
1240 network processor and its attached network interface directly
to the Front Side Bus (FSB) of a Pentium R© III processor [12].

cards or on the main processor. If placed on the main processor iso-
lation can be provided by virtual machine technology offering fault
and performance isolation as well as a “clean slate” to developers
of I/O subsystems.

The rest of this paper is structured as follows. In the next sec-
tion we highlight the problems arising from a traditional OS kernel
structure using the aforementioned iSCSI example. In section 3 we
describe our virtual channel processor approach in more detail and,
by re-visiting the iSCSI example, illustrate how it addresses these
issues. In section 4 we outline our implementation plan, which is
based on the Xen virtual machine monitor [2]. Section 5 discusses
some related work and in section 6 we summarise our proposal.

2. EXAMPLE: iSCSI
iSCSI [32] is an emerging standard which aims at using com-

modity Ethernet network components to build Storage Area Net-
works allowing clients to issue SCSI commands over TCP/IP to
access block devices on “remote” network attached storage. For
an operating system, iSCSI is an interesting example as it exercises
two previously independent subsystems, namely the file-system stack
and the network stack, and thus poses some interesting challenges
on operating systems [31]. Figure 1 illustrates how a pure soft-
ware iSCSI implementation can be provided. Applications access
files through the file system layer, which in turn uses a block de-
vice layer to issue SCSI commands. However, instead of using the
SCSI commands to control a locally attached disk, they are entered
at the top of the operating system’s network stack, and traverse it
as normal network packets would, i.e., through the TCP/IP layer
and the Ethernet layer before being handed to the network card for
transmission.

Filesystem
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(i)SCSI
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NIC
HW
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Figure 1: iSCSI software implementation

This oversimplified diagram highlights a number of issues. The
implementation adds complexity: previously independent kernel
subsystems now depend on each other. Operating systems typ-
ically use non-public, sometimes ill-defined, and changing APIs
between their components3 . Adding a feature which crosses sub-
systems may trigger unwanted side-effects, cause previously un-
encountered interactions, and complicate the maintainability of the
kernel. Note, that some of these issues could be resolved with
standard software engineering practice, such as modularisation and
3Microsoft’s Windows network implementation [21] with the def-
inition of the NDIS and TDI interfaces for network devices and
transport protocols respectively appear to be a step in the right di-
rection.



strong encapsulation. However, these techniques are not typically
utilised throughout OS kernel code.

Furthermore, such an implementation may have a significant per-
formance impact, not because it executes on the same processor but
because of its implementation. For example the same network stack
is now shared between the traditionally separate file I/O and net-
work I/O: normal network processing may interfere with iSCSI net-
work processing in the network stack, essentially introducing more
opportunities for resource contention, e.g., memory contention for
buffer caches and network receive and transmit buffers. There may
also be potential problems with locking, as locking in the filesys-
tem stack is typically independent of locking in the network stack.
Latency may also be increased since file I/O requests have to go
through two stacks in the kernel rather than just one.

A common proposal to solve these problems is to use specialised
network cards implementing the TCP/IP network stack for iSCSI
devices, or place an iSCSI interface on the network I/O card. In-
stead, we propose to virtualise the I/O interface in operating sys-
tems and encapsulate much of the I/O functionality in a Virtual
Channel Processor.

3. VIRTUAL CHANNEL PROCESSORS
Figure 2 gives an overview of our proposed virtualised I/O ar-

chitecture. We assume a Virtual Machine Monitor (VMM) being
used to create and manage virtual machines. This VMM provides
similar functionality as the Control Program (CP) in VM/370 [33],
Disco [6], the VMWare Server ESX kernel, the Denali isolation
kernel [37], or the Xen Hypervisor [2]. These VMMs allow mul-
tiple guest operating systems to execute on the same machine by
providing them with a virtualised machine interface. In addition to
guest OSes, we propose to also place parts of the I/O subsystem in
virtual machines, constituting the part of a VCP executing on the
main CPU(s). These virtual I/O machines export a virtual I/O inter-
face, defining a virtual channel processor. The virtual I/O interface,
indicated by solid lines in the diagram (in contrast to the non-public
APIs in figure 1 between kernel components) are based on message
queues, allowing the decoupling of computations in different vir-
tual machines. Messages are passed asynchronously and contain
references to the data residing in shared memory regions, allowing
zero-copy communication on the data path.

VCP
VMM

OS Kernel

Hardware

Application

VCP

ApplicationGuest OS
VM

Figure 2: Virtualisation of kernel subsystems

A VCP may contain device drivers talking directly to the hard-
ware device if the VMM supports this feature. Otherwise, it would
have to access the hardware via an interface provided by the VMM.
Furthermore, it is conceivable (and desirable) to allow user-level
applications to instantiate and communicate directly with a VCP.
However, this does require changes to the guest operating system’s
API to its user-level processes.

Placing parts of the I/O subsystem into separate virtual machines
has several advantages. The obvious advantage is that the rest of the
system is isolated from certain software faults within the I/O sub-
system, potentially increasing the overall system stability (drivers
contribute to a large proportion of operating system bugs [9]). Fur-
thermore, faults in experimental software and software under de-
velopment can be contained more easily when executed within a
virtual machine, as only the virtual machine executing the experi-
mental code is affected. Fault containment is a motivation shared
with Hive [7]4. Another software engineering benefit is that a vir-
tual machine provides a “clean slate” programming environment.
Programmers are freed from the constraints of the, say, Linux or
Windows driver or I/O model and are not tied to a particular exist-
ing implementation and implementation environment. This signif-
icantly simplifies the implementation of a VCP. For example, pro-
grammers do not need to worry about locking with respect to con-
currency with other kernel subsystems or worry about SMP related
locking issues if a VCP only ever executes on a single CPU. We
do acknowledge, that an initial implementation of VCPs may intro-
duce instabilities and potential bugs in the main operating system
itself as non-trivial changes are required to incorporate the concepts
of VCPs into the kernel. However, we believe that after this initial
modification the containment of the I/O subsystems in a VCP offers
greater benefits.

A second benefit is that the VCP abstraction provides more flex-
ibility to respond to changing system environments. Rather than
hard-coding a software/hardware divide, virtualising I/O allows to
evolve the technology used within the virtual channel processor in-
dependent of the rest of the system. In other words, the virtual ma-
chine approach does not preclude the use of hardware to accelerate
I/O, rather it allows the choice of where to place the functionality
without affecting the rest of the system — only the implementa-
tion within the virtual machine is affected. This obviously assumes
that the virtual I/O interface, presented to the rest of the operating
system, does not need to be changed. Designing suitable virtual
interfaces is therefore a requirement for virtualising I/O. This in-
terface is likely to be based on the message queue paradigm using
shared memory, as it allows for efficient bulk data transfer, avoid-
ing unnecessary data copies, while decoupling the individual com-
ponents. It’s worth pointing out that the design principles of such
interfaces is well understood, partially motivated by the limitation
of existing interface [4, 5, 26].

VCPs represent separate scheduling and resource allocation en-
tities. Thus, placing I/O processing in a virtual machine makes it
easier to control how much resources are consumed for I/O process-
ing. We plan to leverage SMT features found in modern processors,
i.e., dedicate a hardware thread or a guaranteed share of a hardware
thread for the virtual channel processing performed by the main
CPU(s), comparable to the dedicated CPU used in the TCP server
system [28] or in the ETA prototype [29].

We note that the VMM does not need to “understand” the se-

4It is worth pointing out that fault containment alone is not suffi-
cient to achieve better overall system stability and dependability —
an appropriate recovery mechanism is also required. Furthermore,
recovery from bad hardware state may require additional support
from the hardware itself.



mantics of the I/O operations performed by the VCPs in detail. For
example, we expect to be able to support the managing of buffer
space in message queues using the same virtual memory interface
the VMM exports to Guest OSes. Similar, the VMM has to export
an asynchronous event notification mechanisms to Guest OSes, i.e.,
virtualised interrupts. The same mechanism could be used for the
communication between VCP and other virtual machines. The only
special requirement VCPs have on the VMM is specialised treat-
ment with respect to scheduling. However, this is easily accom-
plished if an entire hardware thread is dedicated to a VCP (slack
CPU resources of this hardware thread may still be shared on a
best-effort basis).

3.1 iSCSI virtualised
With the general idea of virtual channel processors introduced,

we now revisit the iSCSI example. Figure 3 shows one possible im-
plementation of an iSCSI subsystem as a virtual channel processor
and is in stark contrast to the more traditional software implemen-
tation depicted in Figure 1.

Filesystem

Block Layer

iSCSI
(SCSI + Network)

NIC
HW

OS
Virtual Machine

Applications

iSCSI VCP

Figure 3: iSCSI virtualisation

The filesystem and block device layer remain virtually unchanged,
but are now executed in a guest OS virtual machine. The block de-
vice layer may have to be changed to interface with the virtual I/O
interface exported by the newly introduced iSCSI virtual machine.
This new component now encapsulates both the iSCSI layer and a
network stack connected to a network interface.

The network stack in the iSCSI virtual machine could be sim-
plified and streamlined for iSCSI traffic, e.g., with respect to lock-
ing and supported TCP options, thus also making it less suscep-
tible to complex bugs. Since the network stack is encapsulated
within the virtual machine, we are also free to move some of the
network processing onto the NIC should this provide better per-
formance. Again, this decision could be made independent of the
other components and would not effect the rest of the operating
system. Moreover, if the network interface itself would be suitably
virtualised both the standard network subsystem and the iSCSI vir-
tual machine could used the same physical network device.

4. IMPLEMENTATION PLAN
We are planning to implement a prototype of the described vir-

tual channel architecture using one of the recent virtual machine

monitors, namely the Xen hypervisor [2]. Xen virtualises the IA-
32[16] architecture and currently is capable of running multiple
instances of the Linux operating system in separate virtual ma-
chines5.

In contrast to full virtualisation of the underlying hardware Xen
uses an approach termed para-virtualisation [37]. That is, it only
virtualises a (large) subset of the physical hardware while provid-
ing idealised abstractions for the parts of the architecture which
are difficult or extremely inefficient to virtualise. This results in
changes being required to guest operating systems to be hosted by
the Xen VMM.

In case of the Linux guest OS, known as XenoLinux, these changes
are limited to the machine dependent part of the kernel source and
practically introduce a new architecture which strongly resembles,
but is not identical to the physical hardware. For example, the
Linux kernel is executed in ring 1 instead of ring 0 of the IA-32
(user-level processes execute in ring 3 as in standard Linux and run
unmodified Linux binaries). Thus, operations which require the
privileges of ring 0, e.g., page table updates, are provided through a
different interface rather than virtualised one. The architecture spe-
cific part of the Linux virtual memory system has been modified
to reflect this change. In general, this form of para-virtualisation
promises performance benefits over full virtualisation while keep-
ing the changes required to guest operating systems to a minimum.

Unfortunately, the I/O namespace can currently not easily been
completely virtualised, i.e., it is currently not possible to give in-
dividual virtual machines access to only portions of the physical
I/O namespace (VMs can be given I/O privileges, allowing them
to access the entire I/O namespace with the obvious reduction of
isolation between VMs). Rather than attempting to virtualise and
then emulate a specific physical device, an approach taken, e.g.,
by VMWare workstation [35], we plan to extend the idea of para-
virtualisation to physical devices as well. Our current plan is to
provide a virtualised I/O interface, again based on message queues,
directly from the hardware. This can be provided by an approach
similar to the Arsenic GigaBit Ethernet prototype [27]. An interest-
ing alternative is offered by the Twin Cities prototype [12] which
would allow direct interaction between the VCP and the hardware
without VMM interaction. In this context we are also evaluating the
VI architecture [10] as a potential option. The para-virtualisation
of I/O interfaces is in line with the current Xen implementation
which provides I/O virtualisation to Guest OSes through a simi-
lar interface. However, Xen currently executes device drivers for
the physical device within the virtual machine monitor. We plan to
evaluate the benefits and drawbacks of executing device drivers in
separate VMs or as part of a VCP.

Our initial prototype will focus on a virtual channel processor
implementation providing iSCSI functionality, as used as an exam-
ple in this paper. We plan to compare its performance both against
other software implementations as well as hardware assisted im-
plementations. While previous work suggests potentially substan-
tial performance benefits for performing network I/O processing
on a separate processor [25, 28, 29] we are particularly interested
in investigating the benefits of SMT technologies, such as Hyper-
Threading, in this context. Using SMT for VCPs is interesting,
because it offers potential performance improvements at signifi-
cantly lower cost than SMP systems, and challenging, as hard-
ware threads share some functional units of the processor which
can become contented. Furthermore, we are interested in evalu-
ating the overheads introduced through the use of virtualisation.

5Our choice for Xen is motivated in part due to its relative maturity
and completeness compared to other available VMM prototypes
and in part due to our involvement in its development.



For example, for network transmit and receive throughput the Xen
and XenoLinux prototype only introduces a very small overhead of
0.2% for an MTU size of 1500 bytes when compared to standard
Linux, but incurs a significantly higher overhead of 25% on trans-
mission and 45% on reception for a smaller MTU size of 500 bytes
(measure using ttcp). This significant per-packet overhead can be
attributed to the current implementation where the VMM performs
fire-walling and (de)-multiplexing. We believe that some of these
performance bottlenecks can be removed when the network inter-
face is used in more dedicated environments, e.g., within a VCP
used for a particular purpose, or with more intelligent hardware de-
vices performing some of this functionality.

5. RELATED WORK
The idea of placing I/O subsystems into separate virtual ma-

chines is not new. For example, as early as 1969 software for a
telecommunication subsystem was placed in a special virtual ma-
chine on a CP-67 (a precursor to VM/370) controlled micro-computer
to allow bulk remote access to the machine [13]. The idea of chan-
nel processors (albeit real ones) for I/O processing also originates
in the early mainframe world [11]. With our proposal, we revitalise
these ideas and apply them in a modern context.

A number of systems, e.g., Piglet [25], AsyMOS [24], the ETA
prototype [29], and TCP servers [28], introduce virtual network
device interfaces and use dedicated processors on an SMP system
for protocol processing. Virtual channel processors are similar to
this approach, however, rather than dedicating an entire proces-
sor for this purpose they provide a virtual machine, thus allow-
ing a more dynamic allocation of resources. We hope that through
higher processor speeds and use of SMT technology with appro-
priate scheduling algorithms similar performance benefits can be
achieved as those reported for the above systems.

Some of our reasons for placing the I/O subsystems into sepa-
rate virtual machines are shared with some of the motivations be-
hind micro-kernels architectures, e.g., MACH [1] or L4 [19, 20].
For these it was proposed to move device drivers into user-level
servers. However, we believe that the IPC interface typically used
in micro-kernels is inferior to a message queue interfaces, espe-
cially with respect to bulk-data transfers. Furthermore, with appro-
priate VMM support our proposed system does not need to suffer
from the extra cost of kernel/user mode crossings typically incurred
on micro-kernel systems.

Staged computation [36, 18] decouples computation and has been
demonstrated to achieve better scalability and performance. By vir-
tualising I/O interface and using a message queue based interface
we hope to gain similar benefits.

Finally, some of our goals are comparable to those of extensible
operating systems projects like Vino [34] and Spin [3]. These sys-
tems use software mechanisms or safe languages to protect parts of
the kernel against others. Instead, we propose to use virtual ma-
chine technology, such as provided by Xen, for isolation, thus pro-
viding more freedom to developers to use a programming language
of their choice.

6. SUMMARY
In this position paper we have presented the concept of virtual

channel processors. VCPs encapsulate the I/O subsystem of tradi-
tional operating system kernels, exporting a virtual I/O interface to
other parts of the system.

We have argued that this approach has the benefit over tradi-
tional kernel structures by offering a safer execution environment
for new or immature kernel code while providing resource isolation

between kernel subsystems.
While we do not yet know if the tradeoffs we presented — plac-

ing more computation on the main CPU, leveraging more rapidly
increasing CPU speeds and emerging technologies, such as SMT,
instead of deploying dedicated off-loading engines — are justifi-
able today, we have argued that the virtual channel processor con-
cept provides more flexibility compared to the current trend of hard-
ware accelerating specific function of the I/O subsystem. VCPs al-
low the hardware/software tradeoff being made without having to
changes the core of an operating system.

We have outlined an implementation plan which is based on the
virtual machine monitor technology provided by the Xen hypervi-
sor. Our initial prototype will target an iSCSI implementation such
as we have used as an illustrative example for this paper.
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