
Understanding the impact of BGP prefix hijacks ∗

Mohit Lad †

mohit@cs.ucla.edu
Ricardo Oliveira †

rveloso@cs.ucla.edu
Beichuan Zhang ‡

bzhang@cs.arizona.edu
Lixia Zhang §

lixia@cs.ucla.edu

ABSTRACT
BGP prefix hijacking is a potentially serious security threat to the
Internet routing system, yet there is little understanding about what
makes some hijacks more severe than others. In this work, we use
extensive simulations to examine how severity of a prefix hijack
is influenced by topological characteristics, as well as choice of
attackers and victims.

1. INTRODUCTION
The Internet relies on the Border Gateway Protocol (BGP) to

convey routing information across Autonomous Systems (ASes).
As a path vector protocol, BGP propagates the entire AS path used
to reach each destination network (represented by an IP address
prefix). A prefix hijack occurs when a BGP router R announces
a route to prefix P when R does not provide data delivery to P .
Such a false route may appear more attractive to some other BGP
routers than the actual route to P , thus influencing them to choose
the route announced by R instead of the actual route. As a result,
packets from these affected routers would then be forwarded to-
wards R instead of the true destination, leading to serious security
and privacy breaches.

Prefix hijacking is known to exist in the Internet, yet little is un-
derstood about the scope of impact caused by the hijacks. Var-
ious factors such as topology, routing protocol, routing policies,
and connectivity of attacker and target can influence the severity of
a prefix hijack. Questions such as “does multihoming help reduce
the impact of a prefix hijack, and if so what is the incremental gain
by connecting to more providers?” are begging for answers. To an-

∗This material is based upon work supported by the Defense Ad-
vanced Research Projects Agency (DARPA) under Contract No
DABT63-00-C-1027 and by National Science Fundation(NSF) un-
der Contract No ANI-0221453. Any opinions, findings and conclu-
sions or recommendations expressed in this material are those of
the authors and do not necessarily reflect the views of the DARPA
or NSF.
†Student, CS Department, UCLA
‡Assistant Professor, CS Department, University of Arizona
§Professor, CS Department, UCLA

swer these questions, we use extensive simulations on an Internet
scale topology to examine a primary set of factors that influence the
severity of a prefix hijack.

1.1 Attack model and methodology
In this work, we focus on prefix hijacking through false origin

announcements. We call a node that announces a prefix it does not
own the attacker, and the node that owns the prefix being attacked
the target. A node that selects an attacker route over the genuine
route is said to be deceived. For simplicity of analysis, we consider
only a single attacker at any given time.

We use an AS level topology derived from several sources[2]
that represents an inferred snapshot of the Internet as of Feb 15th

2006, consisting of 22,110 AS nodes and 64,115 inter-AS links. We
assumed each node announces only a single prefix to all its neigh-
bors. We infer the link relationships using the method in [1] and
apply no-valley routing policy to compute paths from each node to
every other node.

2. RESULTS
As an initial investigation, we restrict the attackers to stub ASes

only, since the stubs are known to pose a greater threat than big
ISPs. We found that the 17,000 stubs in the topology were using
only 8,000 different sets of providers. For example, if AS A is dual-
homed with providers B and C, and AS D is dual-homed with B and
E, then the provider sets are {B, C} and {B, E}. We randomly
selected 1,000 of these sets and for each set we picked one stub
connected to it to represent the attacker1.

2.1 Attacker Impact
For each attacker, we simulated hijacks with each node as a tar-

get. We show the distribution of number of deceived nodes per
attacker, averaged over all 22,110 targets in Figure 1 along with
the standard deviation. The attackers are ordered by the decreas-
ing value of average number of deceived nodes. It is interesting
to see that for the attacks with very high or very low number of
deceived nodes, the deviation is much lesser than the others. We
further break the number of deceived nodes based on whether the
target of the hijack was a tier-1 ISP, a stub ISP or a transit node
(not belonging to tier-1). The number of deceived nodes averaged
over the number of nodes in the target type (e.g. tier-1), is shown in
Figure 2. We can see here that the trend for the stubs and transits is
very similar, while the number of deceived nodes for tier-1 targets
is much lower.

1Our ongoing work involves exhaustively trying out each of the
22,110 attackers against 22,110 targets, a possible of (22, 110)2

hijacks.
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Figure 1: Average deceived nodes per attacker with standard
deviation
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Figure 2: Average deceived nodes based on target type

To understand the power of an attacker, we plot the degree of the
attacker versus the number of deceived nodes as shown in Figure 3.
While, we can see that number of nodes deceived by high degree
attackers, is quite high, the trend is not very clear for attackers with
degree less than 4. We define 2-hop scope of a node as the num-
ber of nodes at a distance of 2 hops from that node. In Figure 4, we
plot the number of deceived nodes (averaged over all targets) corre-
sponding to the attacker’s 2-hop scope and see a strong association
between the two. The number of deceived nodes closely relates to
the curve y = a log(x).

2.2 Case Study
We now present a case study involving 6 AS nodes hosting pop-
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Figure 3: Effect of attacker degree on impact
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Figure 4: Relating number of deceived nodes to 2-hop scope of
attacker
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Figure 5: deceived nodes for selected targets

ular websites, as targets2. For each target node, we choose every
node in the topology as an attacker and plot the number of deceived
nodes for each hijack. Figure 5 shows the number of deceived
nodes per attacker. In this set of 6 AS nodes, the most vulnera-
ble target is AS hosting CNN (a single-home AS, with 2-hop scope
of close to 100), and the least vulnerable target is Google (a multi-
homed AS with degree 73, and 2-hop scope of more than 10,000).
The number of deceived nodes for Bank of America, multi-homed
to only 3 ISPs, is much lesser than Symantec, multi-homed to 12
ISPs, owing to the 2-hop scope of Bank of America being much
higher than Symantec. Clearly, the connectivity of the upstream
provider, and not just number of multi-homed providers, is an im-
portant factor in defense against prefix hijacks.

3. ONGOING AND FUTURE WORK
Our ongoing work includes extending the current studies to model

the vulnerability of each node, as well as power of attacker, as a
function of their topological characteristics. We are also analyzing
BGP logs from RouteViews and RIPE to extend our evaluation to
real world data.
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2A website may be hosted at multiple AS’s, our study is on the
vulnerability of an AS to a hijack, not the website


