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ABSTRACT
In order for a network protocol to gain acceptance in the
broader Internet community it is necessary for that protocol
to be deployed on enough systems and used by enough peo-
ple to show that it is both beneficial and also not a danger
to the rest of the network as a whole. Gaining acceptance
for a new protocol is therefore a chicken and egg problem,
and solving it requires that protocol designers and develop-
ers consider the issues of security and safety earlier in the
development process. In this paper I will discuss some prob-
lems faced in deploying IPv6 that relate to the perceived
safety and security of the protocol, and give a specific ex-
ample from the FreeBSD project in which features of IPv6
were turned off for safety reasons.
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C.2.0 [Computer Systems Organization]: Computer Com-
munication Networks
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1. INTRODUCTION
One of the stated goals of IPv6 has been to provide a

set of network protocols which, from the very beginning,
have security, including authentication and privacy, as main
features[3].

IPv6 also tries to satisfy another, and diametrically oppos-
ing goal, which is convenience, as embodied in the now fa-
mous “Dentist’s Office”problem. The idea behind the “Den-
tist’s Office”problem is that a small office should be capable
of setting up their systems on a network, with little or no
networking knowledge. The features that make setting up
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the network easy, specifically link local addresses and the
auto-configuration protocols, can also make attacking sys-
tems that use these features easier in some, now common,
situations.

One complicating factor has been that since the time when
the first IPv6 recommendations appeared in 1995, the Inter-
net has grown from 16 million users, with little or no com-
merce, to over a billion users, with billions of dollars in com-
merce carried out across the network. Laptops and wireless
networks have now become ubiquitous, which means that an
attacker need not be physically present in order to mount
an attack. Activities such as war driving or using high gain
antennas to gain access to a network are now commonplace
and must be taken into account when designing and deploy-
ing network protocols. These factors all come to bear on
how next generation protocols such as IPv6 are designed,
built, and ultimately deployed.

One last, but by no means insignificant, factor is that
unlike most other protocols, IPv6 is an infrastructure pro-

tocol. What is meant by an infrastructure protocol is that
IPv6 provides a complete system for implementing a packet
switched Internet. The problem for IPv6 is that there al-
ready is an existing packet switched Internet, based on its
predecessor, IPv4, even though several previous dire predic-
tions would have us believe that by now the IPv4 Internet
would be both unmanageable and unusable.

This paper uses two terms, safety, and security, to discuss
two different ideas. The security of a protocol is a measure
of how well the protocol can deliver data without an at-
tacker being able to manipulate the data or to masquerade
as someone else in the network. To provide security, that is
authentication and encryption of data, IPv6 mandates sup-
port for the IPsec family of protocols[11]. The safety of a
protocol is a measure of how much risk enabling the software
that provides it poses to the rest of the system. Adding a
large piece of software to any system is a risk, but those
risks need to be mitigated as much as possible before the
subsystem is added in. Most of the concerns discussed in
this paper relate more to safety than to security.

The easiest way to understand the problems relating to
safety and the deployment of IPv6 is with a metaphor. It
is as if we have two bridges, one old, and a bit rusty, and
one shiny and new, that both go to the same place. The old
bridge is crowded and a bit dangerous but people have used
it every day for years and know generally what the hazards
are. The new bridge is untested but is due to open soon. It
is wider, faster and its builders say that it’s far safer than
the old bridge. If, on or before the official opening day for



the new bridge, a news report appears claiming that the new
bridge was built without enough steel, or that cracks have
already appeared in the concrete piers that support it, it
is unlikely that people are going to want to switch. What
will happen is there will be a large amount of bad publicity,
investigations and delays. It may take years for people to
trust the new bridge enough to use it. It is this same sit-
uation in which we find ourselves with IPv6. It has taken
many years to convince people to put these protocols into
their systems. Routers and end station operating systems
had to be upgraded and tested and service providers have
to be convinced, or at least see a good reason, to deploy the
new protocols. We are no longer in a situation where the
Internet could be upgraded by having a “flag day.”[5]

Network protocols can no longer be designed such that
safety and security considerations come later. In order for
a network protocol to be accepted and therefore deployed
in the wider community it must always assume a hostile
environment. Any protocol that does not assume a hostile
environment will remain balkanized from the rest of the net-
work and therefore will never garner enough usage or users
to be accepted into the global Internet.

The challenges faced by those of us who wish to deploy
new protocols are both technical and social. Much has been
written about the technical challenges of providing a safe
and secure set of network protocols, but little has been done
about the social challenges. Although this paper is technical
in nature some of the social challenges will be addressed as
well.

This paper is broken into two major sections, Section 2
which covers the technical problems that were addressed and
Section 3 which covers the social problems that are involved
in convincing people that a protocol is sufficiently secure to
be deployed. A final, smaller Section 4 gives our conclusions
and recommendations to people trying to deploy IPv6 as
well as future protocol authors.

2. A PARTICULAR CASE
In this section I will explain a specific safety concern that

was addressed in FreeBSD’s support for IPv6 and how some
basic requirements in the IPv6 protocol proved to be con-
sidered too risky to leave running as part of a default instal-
lation. Although this paper is intended for an IPv6 savvy
audience a brief introduction to the specific part of IPv6
that caused the problem is given as well as an introduction
to how IPv6 is integrated into FreeBSD.

2.1 IPv6 and Link-Local Addresses
One goal of the designers of the IPv6 protocols was to

make setting up a system that ran the new protocols eas-
ier than it was to set up a system running IPv4. Until the
Dynamic Host Configuration Protocol (DHCP) [10] became
widely deployed users had to know several pieces of seem-
ingly esoteric information, such as their subnet, their host’s
network layer address, and the network layer address of their
default router. When most computers were set up by spe-
cialists, such as engineers and systems administrators the
fact that these pieces of information were esoteric was not
a problem, as it was the job of those people setting up the
network to be familiar with how it worked.

IPv6 attempted to do away with the user needing to know
any of this information by specifically including protocols
for the auto-configuration of nodes in the network. A node

can start running without a globally routable address, and
talk to its neighbors to learn about the local network and
eventually, with the help of a router, automatically boot
strap itself into the global Internet.

In the IPv4 network, DHCP uses the relatively crude
method of broadcasting packets between the node that is
connecting to the network, and the server. Broadcasts are
considered wasteful and to be avoided in network protocol
design so IPv6 uses a combination of multicast addresses
and link local IPv6 addresses assigned to nodes to make it
so that broadcast packets were not needed. IPv6 uses link
local addresses for auto-address configuration, neighbor dis-
covery, or when there is no router present[4]. A link-local
address is formed from some information about the link, a
common case for Ethernet devices is to use the network in-
terface’s hardware address to form an EUI-64 Interface ID.
A node on a link can send a message to any other node on
the same link by sending data to the target node’s link local
address. It was the automatic availability of the link local
address which was the source of the problem in this case.

2.2 FreeBSD and IPv6
FreeBSD is a widely used, open source, Unix operating

system, derived from the Berkeley Software Distribution
(BSD) operating systems developed at the University of Cal-
ifornia at Berkeley in the 1970s and 1980s[8]. Since February
of 2000, FreeBSD has enabled support for IPv6 as a default
feature of the operating system kernel. FreeBSD’s IPv6 code
came from the Kame project, a part of the WIDE project[6].

In FreeBSD, and most other modern operating systems in-
cluding other flavors of BSD, Mac OS/X, and Linux, there
are two parts to configuring and running a complex subsys-
tem like IPv6. The first is the support in the operating sys-
tem, which is provided by software compiled into the kernel
or provided by kernel modules which are loaded at system
boot time. Kernel subsystems may also have their own, in-
kernel, start up code which is executed when the system
boots.

Support for IPv6 is provided in FreeBSD by a set of com-
ponents that are compiled into the kernel when it is built.
When we say that “support for IPv6 is enabled by default”
this means that the IPv6 option, “INET6”, is part of the
generic kernel configuration file (GENERIC), and that all
shipping FreeBSD kernels, such as those installed from CDROM,
DVD or built from source will have IPv6 software built in
to them unless the user specifically removes the option and
builds and installs a new kernel.

The second part of configuring a complex subsystem in
FreeBSD is achieved using the sysctl(3), sys control, li-
brary which sets and gets values in various parts of the ker-
nel. Kernel variables can be modified at boot time as well
as while the kernel is running. Certain special values can
only be set when the kernel starts and cannot be modified
in a running kernel. When the system boots, a set of scripts
is run from the /etc/ directory in order to configure the
system correctly. The rc scripts do things such as bring
up network interfaces, configure and start network proto-
cols, and do other general housekeeping chores necessary to
bring the system to a usable state. The start up scripts use
the sysctl(3) library to configure the kernel as it boots and
comes up to a usable state.

2.3 Report...



On September 3rd, 2006 the FreeBSD security team re-
ceived an email from a developer pointing out the following
facts:

• IPv6 is enabled by default in all FreeBSD kernels

• An IPv6 link-local address is assigned to each interface
brought up on the system.

• Users configuring firewalls without knowing their sys-
tem had IPv6 would not block IPv6 correctly leading
to ports such as telnet being left open.

Running the ifconfig(8) program on a default system
would show that there was at least one IPv6 address as-
signed to the interface even when the rest of IPv6 was not
configured. 1

Figure 1 clearly shows an IPv6 link local address assigned
to the Ethernet interface named ed0. Although a link local
address was assigned, most of the rest of the IPv6 setup was
not complete at this point. In order to fully participate in
an IPv6 network FreeBSD required that the ipv6_enable

configuration variable be set in the system’s /etc/rc.conf

file. Without the ipv6_enable variable being set FreeBSD
could do only very limited IPv6 communication, in effect the
system had all the vulnerabilities of running IPv6 without
any of the benefits.

Packets addressed to link-local addresses are not supposed
to be forwarded off link by routers, so how would it be pos-
sible to exploit this particular situation? The answer comes
from the first complicating factor laid out in Section 1, the
wide deployment of wireless technology. By 2006, when this
report was originally sent to the security team, all laptops
sold included support for 802.11b, at the very least, and
most included support for both 802.11b and g wireless net-
working.

The 802.11 family of protocols attempts to make wireless
networking look as much like an Ethernet as possible, in
order to leverage the work done in the last 30 years on wired
networks. To an end node an 802.11 network interface looks
very much like an Ethernet interface. An interface in an
802.11 network has a 6 byte hardware address, called an
ether address, the network itself acts as a shared broadcast
medium, which means that any node that is joined to the
network can, with the proper software, see all unencrypted
packets between all the nodes connected to the same wireless
access point.

When a computer joins a wireless network the local link is
defined as the network to which it has joined, also known as
the Service Set Identifier or SSID. Internet Cafe’s, airports,
conferences, and now even whole cities deploy completely
open or partially open wireless networks. A completely open
network is just what it sounds like, a network that does not
require the user to have a key to access it, or to which the key
is well known, as at a conference. A partially open network,
which is common in airports and other public places where
users can be charged for network access, allows anyone to
connect to the network but requires the user to authenticate
in some way in order to access the global Internet. In both
of these cases, fully open and partially open, a node that

1The examples given in this paper are all run in a virtual
environment and hence contain no routable IPv4 or IPv6
addresses. The safety issues are only present when systems
are connected to a real network.

connects to the network with a link local address enabled
is open to attack from other nodes on the same wireless
network. How would this attack proceed?

The piece of information that the attacker needs in this
scenario is the node’s link-local address. When a link local
address is assigned in FreeBSD some packets are transmitted
by the node even though it has not actually finished config-
uring IPv6. The node needs to join multicast groups and
also perform Duplicate Address Detection (DAD) if DAD
is enabled. When a node joins the IPv4 network it gets its
address by using DHCP, and the DHCP traffic is transmit-
ted in the clear. The attacker need only sniff packets from
the wireless network, watch for new nodes as they join, and
then get the nodes Ethernet address from the DHCP traf-
fic sniffed from the network. With the Ethernet address in
hand the attacker uses published algorithm to figure out the
node’s link local address[7]. From this point on the safety
of the node depends on how well it defends against IPv6
attacks. The belief is that a user who does not know they
have IPv6 in their system, which is most users, will not work
to defend against attacks over IPv6. Writing a program to
sit in a wireless network, collect Ethernet addresses and at-
tack them is relatively straightforward, but has not been
undertaken here.

2.4 ... and Remediation
When the report in Section 2.3 was first received by the

FreeBSD security team the author was both a member of
the security team as well as an active supporter and main-
tainer of IPv6 in FreeBSD. The report brought out a typical
dilemma for network researchers, operating systems devel-
opers and security people. On the one hand researchers and
developers want to see new and interesting protocols de-
ployed, and so we recommend that they be added as default
components to systems, so that turning them on, and trying
them out, is as effortless and painless to the user as chang-
ing a single configuration variable. On the other hand, as
a person responsible for the safe operation of a system, the
tendency is to turn everything off that a user is not actively
using. Systems and components that cannot execute usu-
ally cannot be the source of a safety problem. These two
points are at the extremes of a spectrum and the mark of a
good development group is the ability to find a point that
is acceptable to the majority of users somewhere between
convenience and security.

One of the goals of FreeBSD developers, and one often
stated in discussions of this sort on our mailing lists is the
Principle of Least Astonishment, POLA for short, which
states that the system should act in a way that has the least
surprising results for the largest set of users[9]. It was de-
cided by the security team, after discussions with the Kame
developers and internally that any system that did not ex-
plicitly and completely enable IPv6 through the use of the
ipv6_enable configuration variable would not have link local
addresses automatically assigned to its network interfaces
when they were brought up. An extra configuration variable
auto_linklocal was added so that it would be possible to
deploy systems that acted as they had before.

3. THE SOCIAL PROBLEM
The technical problems laid out in Section 2.3 were, in

themselves, not difficult to solve. The addition of an extra
variable or two, and maybe some 10 or 20 lines of source



ed0: flags=8843<UP,BROADCAST,RUNNING,SIMPLEX,MULTICAST> metric 0 mtu 1500

ether 00:72:31:5a:a9:7f

inet 10.211.55.8 netmask 0xffffff00 broadcast 10.211.55.255

inet6 fe80::272:31ff:fe5a:a97f%ed0 prefixlen 64 scopeid 0x1

media: Ethernet autoselect (10baseT/UTP)

Figure 1: Network Interface with Link-Local Address

• People are afraid of the unknown.

• Being surprised by the unknown increases people’s
level of fear.

• POLA must be applied to the design and deployment
of any system, especially network protocols, to keep
the level of fear below the threshold where it will cause
a user to turn a feature off.

Figure 2: Three Observations

code fixed the issue. The bigger lessons to be drawn from
this issue are social, as opposed to technical, but they must
influence how network protocol researchers act now and in
the future. The three observations that come out of this
incident are summarized in Figure 2. I will assume that most
people can agree on the first two points and will expand on
the third.

As was discussed in Section 1 deploying a new infrastruc-
ture protocol, such as IPv6, requires many actors for the de-
ployment to be successful. Network hardware manufacturers
and computer operating system developers must build, test
and support the protocol in their products. ISPs must then
provide a set of usable services with the new protocol. At
the moment there are very few economic reasons driving the
deployment of IPv6, and there are no services that users
want which depend solely on the new protocol. Deployment
must proceed for other reasons, related to management of
the network and the provision of future, as yet undeveloped,
services. In a market based system, such as the modern
Internet, trying to deploy a protocol without an economic
need is a tenuous proposition at best. Any reason that can
be given not to deploy the new protocol will be used by those
responsible for running the business that is the Internet as
a way to not provide IPv6.

Computer and network security issues are in the news
headlines daily, and these headlines drive the fears of users
and decision makers who can make or break the acceptance
of a new system. If a new protocol, such as a peer to
peer protocol, provides a significant perceived gain for users,
without the need for the users or service providers to make
any significant changes to their system, then it will be im-
mediately adopted. The fact that just about any traffic can
now be tunnelled over port 80 (HTTP) should be sufficient
to demonstrate this principle. IPv6 is not that type of pro-
tocol.

If IPv6 is to be successfully deployed it must not only
demonstrate its abilities to technologists, through the provi-
sion of a much larger address space, smaller routing tables,
auto-configuration, and the like, but it must also be safe and
secure. It can be argued that the principle of least aston-
ishment should be applied to all systems, but in the case of

a piece of software that is responsible for connecting com-
puters together, safety is of the utmost importance. A loss
of confidence in the safety of the next generation Internet
protocol could set back its adoption by years, if not perma-
nently.

4. CONCLUSIONS
It would be a mistake to neglect the IPv6 related security

issue that was reported between the time that this paper
was submitted to the conference and when it was accepted
for publication. Although the details are too large to be ad-
dressed in this paper, they are addressed in the original work
[2]. The security issues around route header zero (RH0) pre-
sented a larger danger to the IPv6 Internet than those pre-
sented here and have taken longer to address because they
are protocol specification issues. The issues raised are cur-
rently being worked out both in code and in the specification
process of the IETF and provide an interesting illustration
of the principles described in this paper[1].

In this paper we have looked at a single IPv6 related safety
incident. The incident itself is not nearly as significant as
the lessons to be drawn from it. IPv6 was the last infrastruc-
ture level protocol to be designed while the Internet could
be said to be a research network, where the majority of users
were engineers and scientists and where there was little eco-
nomic activity carried out on the network. In a way the fact
that IPv6’s design and deployment straddled the Internet’s
growth from a research to a commercial network has put
IPv6 in the worst possible position. Designed for a less hos-
tile world the protocol and its implementers must now face
an array of dangers which were not imagined in the early
1990s.

As IPv6 continues to be deployed it becomes more impor-
tant to look at what makes sense from the standpoint of a
very hostile networking environment. Features and configu-
rations will need to be adjusted, as they were in this case,
so that they fit the POLA model described in this paper.

Another important contribution from the Internet Com-
munity would be a set of documents, like those on transition
mechanisms, that describe how to set up nodes and networks
so that they are as safe as possible.

For future protocol designers and implementers the rules
of the game are now much clearer than they were before
IPv6. Stated simply, we can no longer have “Security Con-
siderations” sections of RFCs which say “ Security issues are
not discussed in this memo.” The safety of any system we
wish to deploy must always be our first concern.
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