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ABSTRACT
Content Centric Networking (CCN) is a new paradigm that
addresses the gap between the content-centric needs of a
user and the current widespread location-centric IP network
architecture. In this paper, we propose a hybrid content cen-
tric architecture based on our pub/sub enhancement to C-
CN, Content-Oriented Publish/Subscribe System (COPSS).
Our hybrid architecture (hybrid-COPSS) addresses both the
need for incremental deployment of CCN and also elegant-
ly combines the functionality of content centric networks
and the efficiency of IP forwarding. Our architecture inte-
grates IP multicast to achieve forwarding efficiency by taking
advantage of shortest path routing. To overcome the lack
of inter-domain IP multicast, hybrid-COPSS uses COPSS
multicast with shortcuts as an overlay and IP multicast as
the underlay to achieve inter-domain COPSS multicast.

To demonstrate the benefits of our hybrid-COPSS archi-
tecture, we study its applicability for online gaming, which
typically requires low latency. We use a gaming trace in
our lab test-bed and microbenchmark the forwarding per-
formance and queuing for a pure COPSS (representative of
a pure CCN) based network versus hybrid-COPSS. Also,
a large scale simulation (parameterized by the microbench-
mark) on a representative ISP topology was used to eval-
uate the response latency and aggregate network load for
the multi-player online gaming scenario. Our preliminary
results show that hybrid-COPSS performs better in terms
of response latency compare to pure COPSS in a single do-
main. In a multi-domain environment, hybrid-COPSS can
significantly reduce inter-domain traffic while causing only
a small increase in the average response latency.

Categories and Subject Descriptors
C.2.1 [Computer-communication Networks]: Network
Architecture and Design
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1. INTRODUCTION
The idea of Content Centric Networks (CCN) [18, 3, 15,

20, 13, 5] has gained the attention as a new networking
paradigm that fills the gap between the content-centric need-
s of a customer and the current location-centric network ar-
chitecture. Named Data Networking (NDN) [20] is a popular
example of CCN, aiming to transform content as a first-class
entity. With CCN, an end host can therefore issue a query
for content instead of contacting a specific end host for that
content. It allows the network to provide the content from
any of the multiple sources where it is available at, including
the in-network cache.

Publish/subscribe (pub/sub) systems are particularly suit-
ed for large scale information dissemination, and provide the
flexibility for users to subscribe to information of interest,
without being intimately tied to when that information is
made available by publishers. This temporal separation be-
tween information generation and indication of interest is
a highly desirable content centric feature. Our proposal,
Content-Oriented Publish/ Subscribe System (COPSS) [5],
is built on top of NDN with CCN-oriented multicast, to meet
the efficiency and scalability needs of large scale pub/sub
systems. An example we addressed is a content-focused
Twitter-like pub/sub system [5]. G-COPSS [4] further im-
proves on COPSS to address applications such as online mul-
tiplayer gaming and content streaming that have tight time-
liness requirements1.

With COPSS being able to provide support for a variety of
applications that exploit pub/sub capabilities, this paper ad-
dresses the important aspect of incremental deployment and
co-existence of CCN with the current IP-oriented network
world. [5] demonstrated that supporting content centricity
entails additional processing in the forwarding engine. Using
a hash based forwarding (in a sense similar to IP’s forward-
ing) engine significantly mitigates this forwarding perfor-
mance penalty. We therefore explore the advantages of per-
forming content centric forwarding at key points in combina-
tion with hash based forwarding (similar to IP forwarding)
on the other routers2. Hybrid-COPSS, attempts to support

1Since the optimizations in G-COPSS have been integrated
into COPSS, we do not distinguish between them here.
2In [5], we mention the advantages of such a hybrid solution,
but in this work, we provide the details of the architecture
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all the functionality a COPSS-enhanced CCN network pro-
vides (both Query/Response and Publish/Subscribe). Users
have name-oriented/ content-oriented access to information.
However, the network exploits the cheaper IP-like forward-
ing capability where appropriate. The NDN implementa-
tion treats CCN as an overlay using TCP/UDP between
CCN overlay nodes. But, we believe a tightly integrated
approach as proposed here provides the best of both world-
s, with COPSS routers at the edge and the core routers
performing IP forwarding. Our contributions in this paper
includes:

• A detailed design and evaluation of hybrid-COPSS. We
address the inter-working of COPSS with IP multicast
to achieve both incremental deployment and forward-
ing efficiency of hash based multicast (similar to IP
multicast). We also present how COPSS routers could
seamlessly support the IP network and the content-
centric behavior of the end-hosts.

• Addressing the challenges of inter-domain multicast,
through the hybrid-COPSS’s use of CCN overlay nodes
at the domain edges. Moreover hybrid-COPSS is de-
signed with the capability to provided maximum free-
dom to individual domains in distributing and chang-
ing its limited IP multicast space, while ensuring that
global connectivity is maintained.

Our paper is organized as follows. In §2 we discuss related
work and background. Then, we give the basic communi-
cation model of hybrid-COPSS in §3. In §4, we describe
our solution for inter-domain communication, combining IP
multicast within the domain and COPSS overlay multicast
across domains. Preliminary evaluation results are shown in
§5 before concluding in §6.

2. RELATED WORK
Publish/Subscribe System (E.g. [17, 8, 12]) is receiving

increasing attention because of its space, time and synchro-
nization decoupling from the publishers and the subscriber-
s [9]. Pub/sub systems are content-centric in nature be-
cause users of such systems are able to focus more on the
content/topic of the information rather than the location or
identity of the various publishers or the subscribers. But
most of the proposals build such pub/sub applications on
a location based architecture, which results in inefficiency,
both in packet forwarding and user management.

NDN [20] is a new paradigm in networking that tries
to meet the content-centric need of the users. In NDN,
human readable ContentName is used to identify a data
chunk, which is represented by two basic kinds of packets
Interest and Data. The information consumers send Inter-
est (query) packets to request for content. NDN routers
forward Interests towards potential information providers
according to the Forwarding Information Base (FIB) (we
use FIB(name) to denote the outgoing face(s) in FIB for
ContentName name). Furthermore, [19] motivates the need
for channel like (including push-based) communication in
NDN.

IP multicast solutions such as PIM-DM [1] and PIM-
SM [11] provide channel communication to applications like
IPTV and some in-domain Video on Demand programs.
Proposals like MBone[7] and OverCast[14] provide overlay
multicast and allow data being replicated at internal hosts

along the dissemination structure (tree or mesh) thus sav-
ing the network traffic and publisher load. But since overlay
multicasts are agnostic to the underlying topology, the data
transfer in such systems are not efficient enough.

Papers such as [5, 4, 2] motivated the need for pub/ sub
communication in NDN. (G-)COPSS [5, 4], built on top of
NDN, tries to provide push-based content-centric support
for pub/sub systems. In this work, we propose a hybrid
version of COPSS that helps the incremental deployment of
COPSS. Moreover, our aim with hybrid-COPSS is to work
in conjunction with IP multicast and use the advantages of
a unbounded namespace at the edge to be able to provide
content centric support and bounded namespace in the core
to provide forwarding efficiency. Although [6] suggests plac-
ing NDN routers (for query/response) at key points in the
network just as with BGP routers, to the best of our knowl-
edge, this is the first work to study a hybrid version of a
content centric pub/sub system and propose a solution that
could function in an interdomain scenario as well.

3. BASIC Hybrid-COPSS
In this section, we describe the basic model of COPSS

that leverages an IP network’s efficient forwarding, and our
approach for incremental deployment. We retain the con-
tent centric functionality from the user as well as the end-
system’s perspective. In [20], Zhang et al. proposed that
NDN could be built as an overlay to achieve the CCN-
Query/Response functionality and use UDP/TCP for trans-
port across the overlay. While the COPSS architecture can
also be implemented as an overlay, we explore an integrated
approach for hybrid-COPSS. This allows hybrid-COPSS to
provide content oriented functionality that is integrated with
the routing and forwarding functionality of an IP network.

To achieve forwarding efficiency for push based informa-
tion dissemination, we try to reduce the time required for
name resolution and complex protocol exchange at every
hop in the overlay. Therefore, we prefer that the COPSS
forwarding engines be present only at critical positions (i.e.,
edge of a domain and local “rendezvous points” (RPs)) and
leave intermediate routers to only focus on forwarding. Note
that the needs of a query/response system could be differ-
ent from that of a multicast system and therefore we do
not place strict requirements on where the pure COPSS
and pure IP routers need to be placed. In fact, we expec-
t that the COPSS enabled nodes can be used either with
their CCN overlay functionality or with the more limited,
but efficient functionality (consisting of only multicast and
IP like forwarding). This design allows the query/response
based system to utilize the CCN capability of intermediate
nodes to that provide query/response processing when need-
ed. The overlay-underlay design of the nodes implies that
where needed, there are CCN routers that provide query
aggregation and caches (thereby the benefit of cache hits).

3.1 Packet forwarding in COPSS
COPSS [5] is designed to use a rendezvous-point-based

multicast model and supports publish and subscribe using
Content Descriptors (CDs). COPSS routers are equipped
with a Subscription Table (ST) to store the outgoing faces
to reach subscribers downstream. The ST is a dictionary
of {Face:BloomFilter(CDs)} such that if any CD present
in a Multicast packet has a hit in the bloom filter for a
face, the packet will be sent (and will only be sent once)
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Figure 1: Basic Protocol Exchange

to that face. To maintain the relationship between CDs and
rendezvous points (RPs), i.e., which RP serves a set of CDs,
COPSS routers share a global mapping function RN(CD),
which returns the ContentName of the RP that serves the
specified CD. It could be a pre-defined hashing function or
a globally shared mapping table. Since the function returns
only a ContentName, an RP is not bounded to a physical
machine.

When an end host subscribes to a CD, it sends a Subscribe
packet to its 1st hop router. The 1st hop router modifies it-
s own ST and forwards it upstream i.e., FIB(RN(CD)),
after checking if it has not yet subscribed to this CD. The
upstream routers change their local ST and forward the Sub-
scribe packet until it reaches the RP or a router that has al-
ready subscribed to the CD. On receiving a Multicast packet
(containing multiple related CDs and the content) from an
end host, a 1st hop router encapsulates the Multicast packet
into an Interest packet with ContentName RN(CD). This
packet will be forwarded to the RP that serves the CD. The
RP recognizes the Interest packet and decapsulates it. The
Multicast packet is forwarded using its ST and downstream
routers also forward it until it reaches all the subscribed end
hosts.

3.2 Packet forwarding in hybrid-COPSS
In hybrid-COPSS, we choose to exploit only IP forward-

ing functionality in the core of the network. COPSS func-
tionality is present on the edge routers (routers directly
linked to publishers and subscribers) and the RPs. The
edge routers still maintain the RN(CD) but since FIB stores
the {name:address} pair as outgoing face, edge routers can
find the RPs seamlessly: RP (CD) = FIB(RN(CD)). But
the RP is the one that manages the CD to GroupAddress
mapping represented as Group(CD). Note that in a multi-
domain scenario, the routers at the borders of the domains
could also have COPSS functionality. This will be briefly
addressed in Section 4.

On receiving a Subscribe packet from an end host that
seeks to subscribe to a CD, the edge router will first modify
its ST and then forward it to the RP using the address
RP (CD). The protocol exchange is shown as the “Subscribe
Stage” in Fig. 1. When the COPSS RP receives this packet,
it will assign an IP multicast group address to the CD if
there is no group for the specified CD and send a group join
invitation to the edge router. Then, the edge router joins
the specified IP multicast group. In the IP network, a RP
based tree or source based tree will be formed according to
the IP multicast protocol. Since there is only one source for
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Figure 2: Inter-domain multicast

this multicast group, i.e., the COPSS RP, a source based
tree (PIM-DM [1]) is sufficient to provide the functionality
here.

To publish content, the publisher sends a Multicast packet
to the edge router (user behavior is unchanged). The proto-
col exchange is shown as the “Publish Stage” in Fig. 1. The
edge router encapsulates the packet using an Interest with
ContentName RN(CD) and sends it to RP (CD). When
the RP receives this packet, it will try to decapsulate it and
forward it based on Group(CD), instead of ST . Here, we
can also use ST on the RP to maintain the Group(CD)
by replacing the face with the group address. This packet
will be delivered to all the edge routers that subscribe to
Group(CD). The edge routers check the CD in the Multi-
cast packet and forward it based on their own ST. Since CDs
are used to represent content, the sheer volume of CDs could
be orders of magnitudes greater than IP multicast group ad-
dresses. The mapping of the unbounded, hierarchical CCN
namespace onto a bounded, flat IP multicast group address
space will naturally result in wasteful traffic being sent on
the network, which will have to be discarded by the edge
router.

4. Hybrid-COPSS INTER-DOMAIN
A common problem of using IP multicast to gain advan-

tages of forwarding efficiency is the inability to go across
domains (which may be due to business and deploymen-
t considerations, rather than technical). Here, we combine
overlay multicast at the COPSS layer and IP multicast in
the underlay so that no global Group(CD) mapping is re-
quired, i.e., all the IP multicast information is maintained
within the individual domains. This allows for the possibil-
ity of having a different CD to IP multicast mapping on a
domain to domain basis based on load and subscriber count
per CD. The COPSS overlay is a content-centric framework
as opposed to having yet another location-centric overlay
on top of IP that does the multicast. We take advantage
of pure IP multicast, while making sure that the content-
centric overlay recognizes the administrative boundaries at
the IP layer.

As is shown in Fig. 2, similar to the requirements of the
single domain solution, the edge routers and the RP in ev-
ery domain are COPSS aware routers. Additionally, in the
multi-domain case, we also require the boundary router-
s (marked Bx) to be COPSS aware routers. The overlay
uses a COPSS multicast tree rooted at the first established
RP (global RP) across all the domains. Then, individual do-
mains have a local COPSS RP that subscribes to the global
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RP if there is at least one interested subscriber in its own
domain or a domain downstream.

4.1 RP Setup
The first subscription to a CD that is not yet served by

any of the global RP starts the RP setup procedure. The
domain where the subscription originated first picks an RP
for this CD just as in the single domain case. This RP
serves as the root of the global multicast tree (as the global
RP). It disseminates the fact that it now serves the CD (for
the mapping RN(CD) identifying the RP) to all boundary
routers (named as outgoing boundaries) and the edge routers
in its own domain.

When an outgoing boundary receives information on the
CDs an RP (from its own domain) is serving, it will set
FIB(RN(CD)) as the RP and forward the information to
the other boundary routers (named as incoming boundaries).
When an incoming boundary receives the “CD serving” in-
formation, it first checks if there is already an RP in its
domain (to avoid loops). If not, it will set FIB(RN(CD))
pointing to the boundary from which it received the serv-
ing information and then setup a new local RP for this CD.
The newly created local RP then sets up FIB(RN(CD))
pointing to the incoming boundary in its domain and prop-
agates the serving information to all the edge routers and all
the boundaries except the incoming boundary. To minimize
the forwarding latency through domains, we suggest that
the local RP be co-located on one of the incoming bound-
ary nodes of a domain. E.g., If RP3 is located on B31 in
Fig. 2, the latency through D3 will be B31 → B324 instead
of B31 → RP3 → B324.

The edge routers will setup FIB(RN(CD)) pointing to
the RP in its own domain on receiving the serving informa-
tion. The FIB information in Fig. 2 shows the result of RP
setup started at domain D1, triggered by S1. Notice that
B23 will not setup another RP in D2 since there already
exists an RP in D2 when the new RP information is prop-
agated to B23. It will also not be considered an outgoing
boundary or setup a FIB to RP2. But B324 will serve as the
boundary that serves D4 (tree is routed through D3), so it
has a FIB pointing to RP3.

4.2 Subscribe
The subscription procedure in the individual domains look

similar to the subscriptions in a single domain case. The
edge router forwards the subscription to the local RP, the
local RP assigns an IP multicast group for the CD and then
asks the edge router to join the local IP multicast group.
However, the local RP will also forward the subscription
upstream to the global root according to FIB(RN(CD)).
The boundaries and RPs in between will setup their ST ap-
propriately, but it is not necessary to assign an IP multicast
group address within these domains. The ST information in
Fig. 2 shows the result of a subscription by S1 through S4

(dotted line showing the subscription tree). Since there is
no subscriber in D3, no IP multicast group is needed in that
domain.

4.3 Publish
The intra-domain multicast looks the same as the single

domain case: the local RP multicasts the packet using local
Group(CD). But on the overlay, we use a shortcut-enabled
multicast tree to optimize forwarding performance and re-

duce inter-domain traffic. That is, on receiving a multicast
packet (encapsulated into an Interest with the ContentName
of RP), the local RP decapsulates the packet and sends it
downstream using ST (CD) except on the incoming face. At
the same time, it re-encapsulates this packet using its own
RN(CD) and forward it according to the FIB. With the
shortcut, the Multicast packet does not need to go all the
way to the root of the tree and come back down. Instead,
it can be also disseminated to subscribers while being for-
warded upstream to the global RP.

For example, P1 in Fig. 2 sends a Multicast packet to
E5. E5 will encapsulate the packet using ContentName
RP3 and send it to RP3. Since there is no subscriber in
D3 (Group(CD) = null), RP3 will not send an IP multicast
packet. However, it will send the COPSS Multicast packet
downstream (through B324 and B43 to RP4) according to the
ST. At the same time, RP3 encapsulates the packet into an
Interest using RN(CD), i.e., RP1, and forwards it accord-
ing to the FIB. The Interest will be forwarded through B31

and B13 to RP1. RP1 decapsulates the packet and forwards
it according to the ST to B12 (and then to B21, RP2). RP1

will not forward it to B13 since it is the incoming face. Also,
RP1, RP2 and RP4 will send IP multicast with Group(CD)
in D1, D2 and D4 respectively. Group(CD) might differ in
the different domains according to the subscription status
in each domain. Edge routers will receive the packet and
forward it to subscribers just like the single-domain case.

5. PRELIMINARY EVALUATION
In this section, we microbenchmark a hybrid-COPSS im-

plementation on our test-bed compared with pure COPSS
for the forwarding efficiency and queuing effects. Then we
use an online gaming trace to evaluate the performance of
these architectures under load in the simulation parameter-
ized by the benchmark results.

5.1 Microbenchmarking
We implemented hybrid-COPSS on our lab test-bed and

compare it to the implementation described in [4]. Similar
to [4], 62 players are used to load the test-bed implemen-
tation, but with a longer period (2 min warm up and 10
min evaluation) from the gaming trace to get statistically
significant results. We also traced every packet using Wire-
shark and calculate the average processing time for different
actions on every router by tracking the arrival and depar-
ture time of that packet. Six different kinds of operations
are defined here. For the 1st hop router, the last hop router
and the RP, we do not breakdown the performance of in-
dividual encapsulation, decapsulation and forwarding func-
tions. These routers are treated as black boxes. However,
for internal routers, we separately measure the functional-
ity of unicast (Interest in COPSS; UDP unicast in hybrid-
COPSS) and multicast (Multicast in COPSS; UDP multi-
cast in hybrid-COPSS) forwarding.

Microbenchmarking Results
We show the average forwarding latency on different routers
along with 95% confidence intervals in Table 1. The results
confirmed the observation in [5] that CCN (especially NDN)
forwarding is much more expensive than IP forwarding. The
1st hop router and the RP in both COPSS and hybrid-
COPSS require FIB lookup functionality, as does COPSS
unicast forwarding at the internal routers. The last hop
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Table 1: Forwarding Latency Avg.(95%CI)

(in µs) COPSS Hybrid-COPSS

1st Hop 2778.14(579.13) 2860.21(592.49)

Internal Unicast 2679.05(575.13) 34.71(3.04)

Rendezvous Point 2749.33(572.32) 2804.65(574.47)

Internal Multicast 82.76(5.60) 33.18(2.90)

Last Hop 83.26(6.10) 140.65(5.79)

Table 2: Performance in Single Domain Scenario

Type COPSS
Hybrid IP

COPSS Multicast

Update Latency (ms) 80.79 71.36 65.45

Network Load (GB) 116.28 207.95 265.31

Edge Traffic (GB) 30.05 85.42

router and the internal multicast take less time due to the
simpler ST lookup in COPSS. In hybrid-COPSS, although
it incurs a slight overhead on the edge routers and the RP
(around 70µs), the internal routers even outperform COPSS
multicast since no name resolution is required there.

5.2 Large Scale Simulation
To further evaluate the performance of hybrid-COPSS in a

large scale environment with realistic network topologies, we
use a trace-driven simulation, with traces from a multiplayer
online game. The evaluations look at both single and multi-
domain environments.

We modified a Counter-Strike (CS) trace obtained on a
busy CS server in a 7h05m25s period [10]. 414 unique play-
ers are recognized who published 10, 686, 950 packets. We
selected a subset of 200 players who published 4, 002, 706
packets to evaluate our architecture. All the players share a
global hierarchically partitioned map divided into 5 regions.
Each region is further divided into 5 zones. A player is able
to see and modify objects based on his location in the game
and the hierarchy of the area he belongs to. So the RP will
actually be busier than the original server (where at most
22 players may share an instance of the game, based on the
CS server configuration). In hybrid-COPSS, Group(CD) is
manually assigned: CDs in one region share an IP multi-
cast group (7 CDs in 1 group: Group(/i/∗, /i) = 224.0.0.i),
and /0 uses a single group since it will have everyone as a
subscriber.

Single Domain Simulation
In single domain case, we use RocketFuel 3697 [16] (79 router-
s) as the core topology. A total of 200 edge routers are ran-
domly assigned to the core routers (1-3 edge router(s) per
core router). Then, the 200 players are evenly distribut-
ed on the edge routers. Three routers with minimum total
shortest path distance to all the edge routers are chosen as
the RPs (in [4], we showed that 3 RPs are sufficient to ef-
ficiently handle this trace). The 6 IP multicast groups in
hybrid-COPSS are distributed on the 3 chosen RPs (an RP
can serve several multicast groups). Pure IP multicast is
also compared using the same RP and Group(CD) settings.

The simulation result is shown in Table 2. With cheaper
IP forwarding, hybrid-COPSS achieves an average update
latency of 71.4ms, compared to 80.8ms with COPSS. How-
ever, because of the encapsulation and decapsulation over-
head, hybrid-COPSS is slightly slower than pure IP multi-
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Figure 3: Multi-domain Topology: RocketFuel 1221

cast (65.5ms). Because of the lack of a sufficient number of
IP multicast groups (we map 7 CDs onto a single IP multi-
cast group), hybrid-COPSS causes a larger load (207.95GB)
in the network compared to COPSS, but still less than pure
IP multicast.

With the same multicast group count, IP multicast and
hybrid-COPSS result in the same amount of traffic in the
network core. However on the edge, since the last hop router
does not do filtering, end hosts will have to receive all the un-
necessary packets and discard them if they find them to be of
no interest. The difference between IP multicast and hybrid-
COPSS in Edge Traffic in Table 2 revealed the wastage at
the edge of the network between the last hop router and the
end hosts. It causes substantial computational and commu-
nication overhead on the end host. For instance, this could
be a substantial penalty on mobile devices with limited bat-
tery power. Since hybrid-COPSS does not change the user
behavior, the edge traffic in hybrid-COPSS is the same as
pure COPSS.

Multi-Domain Simulation
We then investigate hybrid-COPSS in a multi-domain sce-
nario using RocketFuel 1221 Australia as our core topology.
According to [16], Telstra has hubs in major cities (Sydney,
Melbourne, Perth) with spokes elsewhere. Every city is con-
sidered a domain, and we take the routers at these major
cities as core routers. The topology (Fig. 3) also shows the
weights of the inter-domain links between the 13 boundary
routers. 3 (global) RPs are selected on the boundary routers
in Sydney, Canberra and Melbourne. We then add 207 edge
routers onto the core routers, based on the proportions of
the number of core routers in that city in the original topol-
ogy. Every edge router can have 1 or 2 link(s) to a core
router in the same city (but not to the boundary routers).
The latency from an edge to core router is a random val-
ue between 2ms and 8ms. The 414 players are linked to
the 207 edge routers (2 players at each edge router). The
same gaming trace is used to compare the performance of
pure COPSS solution, basic hybrid-COPSS solution and the
hybrid-COPSS inter-domain solution with varying number
of players.

Similar to the single domain, for the multi-domain case,
hybrid-COPSS achieves lower average update latency (28.04ms
compared to 39.56ms in pure COPSS) but results in wast-
ing of network bandwidth because of the extreme shortage of
IP multicast group addresses. Inter-domain hybrid-COPSS
provides an alternative. Although it incurs a small increase
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Table 3: Performance in Multi-Domain Scenario

Type COPSS
Hybrid-COPSS

Normal Inter-Domain

Update Latency (ms) 39.56 28.04 32.91

Network Load (GB) 495.68 809.52 796.94

Inter-domain Traffic (GB) 42.89 45.76 27.10

in update latency(about 4.8ms, but still smaller than pure
COPSS), this solution cuts the inter-domain traffic almost
by half (27.10GB compared to 45.76GB in hybrid-COPSS
and 42.89GB in pure COPSS), while also reducing aggre-
gate network load slightly compared to hybrid-COPSS. This
means the inter-domain solution is much “cheaper” for ISPs
even compared to a pure COPSS solution.

6. SUMMARY
In this paper, we presented hybrid-COPSS, integrating

CCN functionality with the current IP (multicast) architec-
ture. Our preliminary evaluations show that with CCN func-
tionality at key points and hash-based forwarding at the oth-
er routers, the network can achieve better overall forwarding
performance. The hybrid-COPSS inter-domain solution rec-
ognizes the current challenges in having inter-domain multi-
cast and overcomes it with the use of CCN overlay nodes
at the domain edges. The hybrid-COPSS architecture uses
IP multicast within individual domains to gain forwarding
efficiency. Hybrid-COPSS achieves better forwarding perfor-
mance (latency) and inter-domain hybrid-COPSS cuts inter-
domain traffic almost by half compared to COPSS. Our fu-
ture work includes integrating high-performance query/re-
sponse functionality into hybrid-COPSS which will also en-
able the two-stage publish/subscribe dissemination that we
described in [5]. We also hope to perform a much larger
scale evaluation of both query/response and pub/sub func-
tionality.
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