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Scientific domains such as Climate Science, High Energy
Particle Physics (HEP) and others, routinely generate and
manage petabytes of data, projected to rise into exabytes [26].
The sheer volume and long life of the data stress IP networking and traditional content distribution networks mechanisms.
Thus, each scientific domain typically designs, develops, implements, deploys and maintains its own data management
and distribution system, often duplicating functionality. Supporting various incarnations of similar software is wasteful,
prone to bugs, and results in an ecosystem of one-off solutions.
In this paper, we present the first trace-driven study that
investigates NDN in the context of a scientific application
domain. Our contribution is threefold. First, we analyze a
three-year climate data server log and characterize data access
patterns to expose important variables such as cache size.
Second, using an approximated topology derived from the log,
we replay log requests in real-time over an NDN simulator to
evaluate how NDN improves traffic flows through aggregation
and caching. Finally, we implement a simple, nearest-replica
NDN forwarding strategy and evaluate how NDN can improve
scientific content delivery.

1

INTRODUCTION

We are entering a new era of exploration and discovery in
many fields, from climate science to high energy particle
physics (HEP) and astrophysics to genomics, seismology,
and biomedical research, each with its complex workflow
requiring massive computing, data handling, and network
capacities. The continued cycle of breakthroughs in each
of these fields depends crucially on our ability to extract
the wealth of knowledge, whether subtle patterns, small
perturbations or rare events, buried in massive datasets whose
scale and complexity continue to grow exponentially with
time.
In spite of technology advances, the largest data- and
network-intensive programs including the Earth System Grid
(ESGF) [11], the Large Hadron Collider (LHC) [10] program,
the Large Synoptic Space Telescope (LSST) [12] and the
Square Kilometer Array (SKA) astrophysics surveys [16],
photon-based Sciences, the Joint Genome Institute applications, and many other data-intensive emerging areas of
growth, face unprecedented challenges: in global data distribution, processing, access and analysis, in the coordinated use
of massive but still limited computing, storage and network
resources, and in the coordinated operation and collaboration within global scientific enterprises each encompassing
hundreds to thousands of scientists.
The Earth System Grid Federation (ESGF) [11] hosts and
distributes approximately 3.5PB of climate data generated by
the Coupled Model Intercomparison Project (CMIP) [35] to
scientists all over the world. CMIP is a standard experimental
framework for studying the output of coupled atmosphereocean general circulation models. This project facilitates
assessment of the strengths and weaknesses of climate models
which can enhance and focus the development of future
models. For example, if the models indicate a broad range
of values either regionally or globally, then scientists may be
able to determine the cause(s) of this uncertainty. CMIP5
is the most current and extensive of the CMIPs [35]. The
large volume of CMIP5 data already presents significant
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The paper on Interest aggregation [14] has argued that
aggregation does not work for real world traffic. However, in
our study, we show that Interest aggregation can be useful
in some high traffic scenarios. We also show that Interest aggregation provides better value when combined with caching
and complementary intelligent network strategies.
There is very little prior work using actual network traces.
Most studies use curated data produced using statistical
distributions such as Zipf. While such studies provide us with
insights into NDN’s improvements, they are hard to model
and usually applicable for one particular type of workflow.
Studies that have real user traffic [24], [21] have focused
exclusively on web traffic.
Our work investigates NDN from the perspective of a
scientific data distribution system. Scientific traffic is different
from regular web traffic; the cumulative traffic volume is much
larger, and the request patterns are highly localized. Unlike
previous work that used traces that spanned a few weeks, our
trace spans several years, which give us a better long term
picture of the traffic characteristics.

Intelligent clients require complex configuration:
ESGF provides Globus [4], a sophisticated client for highspeed transfers. However, Globus calls for an elaborate setup,
is not as easily portable as bash scripts and requires complex
authentication mechanisms. So far, only a few ESGF nodes
have integrated Globus into their workflows. Note that even
when intelligent solutions are available, they are deployed
for a specific community. Due to the complexities associated
with developing, maintaining, and configuring such intelligent
solutions, scientists are often reluctant to integrate them into
their workflows, preferring simpler but less robust solutions.
ESGF does not exploit temporal locality of requests: We noticed a significant amount of temporal locality
among the client requests. However, the IP model does not
provide request aggregation at the network layer. Currently,
all requests must travel to the server, consuming considerable
network and server resources. We show in the later sections
that current request patterns are indeed aggregatable and
can reduce the load on the server. Currently, ESGF does not
provide any caching mechanism either in the network or the
application layer. However, temporally close requests suggest
caching will be useful in reducing server and network load as
well as speeding up data delivery to the clients. Clients could
configure and maintain their individual caches, but this is
yet another complex task.
While our analysis focuses on ESGF, we believe other similar data distribution systems can benefit from a common
framework at the network layer. We use the ESGF log to
demonstrate and quantify improvements using three essential NDN based functionality, namely request aggregation,
caching in the network and configurable forwarding strategies.
We investigate these in a large scale NDN simulation based
on a real ESGF access log and an approximated network
topology reconstructed from the log. We show that NDN can
help improve data delivery to end clients and at the same
time reduce the load on servers and the network.
Other aspects of NDN, such as naming and packet forwarding speed are important for data distribution. Fortunately,
CMIP5 names are hierarchical, so we use them with only
minor changes (see [25]). We do not address NDN packet
forwarding performance in this paper since there is a large,
ongoing effort from the community to improve it [32], [33].

3

4

SCIENTIFIC DATA ACCESS
PATTERNS

Our server log was exported by the ESGF node at Lawrence
Livermore National Laboratory (LLNL), which is part of
a federation of nodes interconnected through ESNet’s highspeed network [3]. The node serves climate data to scientists
located across the globe. Each entry in the log represents a
file download request and contains information such as the
requester’s IP address, OpenID of the user, request timestamp as the number of seconds since epoch, the name of the
requested file, a success/failure code and file transfer size.

4.1

RELATED WORK

Previous studies of NDN and CCN data distribution have
typically focused on a single aspect, either caching, strategy,
or Interest aggregation. Our study investigates benefits of
these elements together and is the first to use a real trace to
evaluate NDN’s benefits to scientific workflows in all three
dimensions.
Studies on caching such as [24], [13], [21], [37], [19] have exclusively focused on cache placement, cache replacement policies, and improvements to network traffic through caching. A
handful of studies has investigated Interest Aggregation [14], [15]
and forwarding strategies [36].

56

Request Counts and Locations

The log spans three years, from 2013 to 2016, and contains
about 18.5 million entries. Each entry represents an HTTP
GET request for a single file. From the 18.5 million requests
we extracted a set of unique IP addresses, which we refer
as “clients”, and geolocated them using Maxmind City Database [23]. Figure 1 shows the locations of these clients.
We classify requests that failed to transfer any data (or
transferred zero bytes) as “failures”. We classify the remaining
requests into two categories: partial transfers, where transfer size is less than the requested file size, and completed
transfers, where transfer size is equal to the requested file
size.
Out of the 18.5 million requests, only 5.7 million are partial
or completed; the remaining failed without transferring any
data. The log only provides a generic error code (-1) upon
failure, so we do not know the precise reason for such a
significant number of failures. Anecdotal evidence points
towards authentication failures, server overload or user error.
We initially theorized that failures correlate with geography
and connectivity. To test this theory, we plotted a failure heat
map shown in Figure 2. The figure indicates that failures
and partial downloads were noticeable in areas considered to
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