
Leveraging Router Programmability
for Traffic Matrix Computation

Giacomo Balestra‡ Salvatore Luciano∗

Maurizio Pizzonia∗ Stefano Vissicchio∗

∗Dept. of Computer Science and Automation
Roma Tre University, Rome, Italy
{salv.luciano}@gmail.com

{pizzonia,vissicch}@dia.uniroma3.it

‡CASPUR
Rome, Italy

{giacomo.balestra}@gmail.com

ABSTRACT
Traffic matrices are used by Internet Service Providers as
an input for many business-critical activities like capacity
planning and traffic engineering. Despite their importance,
current approaches for computing traffic matrices are either
unpractical or not arbitrarily accurate.

In this paper, we propose a novel distributed architecture
in which programmable routers autonomously compute parts
of the whole traffic matrix. Our proposal conjugates router
programmability with some ideas firstly proposed by Vargh-
ese and Estan [17] and avoids the need for packet sampling
exploiting highly optimized counting mechanisms, already
available on commercial routers.

We describe our architecture and analyze main implemen-
tative issues. Also, we show the viability of our solution by
describing a prototypical implementation and some experi-
mental results.

1. INTRODUCTION
A traffic matrix (TM) quantifies the amount of traffic

traversing a network from every ingress point to every
egress point in a given time interval. TMs are practi-
cally used by Internet Service Providers (ISPs) as an
input for several business-critical activities related to
the network design, e.g., capacity planning, provision-
ing and traffic engineering [11]. Computing TMs in real-
time would also enable anomaly detection and on-line

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
ACM PRESTO 2010, November 30, 2010, Philadelphia, USA.
Copyright 2010 ACM 978-1-4503-0467-2/10/11 ...$

diagnosis of routing events and device failures [20].
Computing TMs is a challenging task, since direct

measurement is unpractical [20], packet sampling forces
a trade-off between the overhead imposed on network
devices and the accuracy of the TM, and estimation
techniques rely on statistical assumptions and cannot
be arbitrarily accurate [10].

In [17], Varghese and Estan envision a new measure-
ment approach, which can lead to a superior trade-off,
by carefully evaluating implementation costs, under-
standing real needs, and leveraging other system parts.
We believe that this challenge can now be tackled ex-
ploiting router programmability features recently made
available in commercial products.

Following this idea, in this paper we propose a new
architecture for directly measuring TMs, founding on
the possibilities opened by router programmability. Be-
cause of their practical importance for ISPs [3], we fo-
cus on PoP-to-PoP TMs, that account of traffic between
each pair of Point of Presence of an ISP. However, our
solution can be easily extended to other types of TMs.
Contrary to existing approaches, we develop an actually
distributed solution for the TM computation. Indeed,
our approach is based on the possibility to program rou-
ters to autonomously compute parts of TM and a cen-
tral component is only used to trivially combine pre-
computed data and display the TM. This allows us to
limit the total overhead [11]. Our architecture can be
implemented using current technologies and avoids the
need for packet sampling since it leverages highly op-
timized packet counting features already available on
commercial routers.

In order to show the feasibility of our solution, we
prototypically realized our idea on a Juniper router and
experimentally evaluated our prototype in a testbed.
Preliminary experiments show that our architecture has
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the potential to enable accurate computation of TMs
with a tunable time granularity and limited router load.

The rest of this paper is organized as follows. In
Section 2, we describe existing solutions for computing
TMs along with their major limitations, further moti-
vating our effort for finding a more efficient solution.
In Section 3 and 4, we describe our proposed architec-
ture and our prototypical implementation, respectively.
In Section 5, we report the results of our experimental
evaluation. Finally, we conclude in Section 6.

2. RELATED WORK
Direct measurement of traffic data on network de-

vices is probably the most straightforward approach to
compute TMs. Unfortunately, this approach is gener-
ally considered unpractical, or even unfeasible, because
of the huge amount of data to be managed and the lack
of an appropriate measurement infrastructure [20].

To mitigate these problems, sampled flow data are
typically collected on routers and combined with rout-
ing information. In particular, Cisco NetFlow v9 [1]
allows collection of flow records that also include some
routing information (e.g., the BGP next-hop address).
Techniques based on sampled flow statistics are pre-
sented in [6, 11]. However, packet sampling forces a
trade-off between the overhead imposed on network de-
vices and the accuracy of the TM.

Estimation techniques based on indirect measures,
e.g., aggregated link loads that can be collected using
SNMP [4], are proposed in literature as an alternative
approach. Most of these techniques are based on mathe-
matical and statistical methods and can combine multi-
ple data sources (e.g., SNMP and NetFlow data, BGP
routing information, etc.) [10, 19, 20]. However, this
approach generally relies on statistical assumptions and
periodic snapshots of routing information, resulting in
a final estimation whose accuracy cannot be arbitrarily
high (error is typically about 10%) and also depends on
the absence of routing changes [10, 20, 17].

A simulation approach is proposed in [16].
All the solutions listed above are centralized in that

they require a central component that gathers all nec-
essary data and computes, or estimates, the TM. A dis-
tributed solution is advocated in [11] in order to improve
efficiency and lower total overhead. In this paper, we
propose an architecture that enables the TM computa-
tion to be distributed, relying on current technologies.

An approach to directly collect statistics on routers is
proposed in [18], but the technique can only be applied
to MPLS networks. More recently, a new approach to
directly measure TMs, based on accounting capabilities
of switches, is proposed in [15]. However, its applicabil-
ity is limited to OpenFlow networks and the usage of
per flow counters would not scale to large ISP networks.

Our solution philosophically conforms to the general

proposal described in [17], where authors suggest to
map prefixes into equivalence classes (according to the
BGP next-hop) and set up per-class counters. How-
ever, leveraging router programmability, we do not re-
quire any support from routing protocols. This makes
our solution readily deployable.

3. COMPUTING THE TRAFFIC MATRIX
INSIDE PROGRAMMABLE ROUTERS

Nowadays, the vast majority of commercial devices
implements a counting mechanism (CM ) that can be
configured to selectively count traversing traffic. Such
a counting mechanism allows operators to define a set
of counting rules, each responsible for incrementing a
specific counter when traffic satisfies a given matching
condition. Being involved in packet forwarding, this
mechanism is tightly integrated within the data plane
and is highly optimized [14]. CMs usually track both
number of packets and bytes.

A CM can be activated on real-world devices through
simple configurations. E.g., it can be enabled on Ju-
niper routers using the count statement within an ap-
propriate firewall filter. On Cisco routers, state-
ments policy-map and class-map can be used for the
same purpose. Current router architectures do not al-
low any matching condition to be specified. Indeed,
CMs can match traffic only based on the information
that is known by the data plane, e.g., the IP next-hop,
the IP destination address and other fields of the
IP packet. Unfortunately, computing a PoP-to-PoP
TM requires to correlate, at each ingress point, the
destination address inside IP packets with the BGP
next-hop attribute [12] as specified in the BGP Rout-
ing Information Base (RIB) of traversed routers.

Since collecting per-prefix data does not scale up in
common scenarios [17], plain usage of counting mecha-
nisms is not viable for computing TMs. We propose to
exploit router programmability to conveniently config-
ure the CM on routers located at each PoP, grouping
IP flows on the basis of the BGP next-hop and dynam-
ically adapting counting rules to routing changes.

3.1 Architecture
Fig. 1 shows our proposed architecture and the inter-

action between components. Router programmability
allows us to add new modules to the standard modules
of a router.

Among standard modules, the BGP routing daemon
computes the association between each IP prefix and
the BGP next-hop to which traffic destined to that
prefix has to be forwarded. Also, the counting mech-
anism (CM ) is used as a primitive in order to install
appropriate counting rules on the router.

Counting rules to be installed are defined by the count-
ing rules computing module (CRCM ), which is new with
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Figure 1: Proposed architecture.

respect to the standard router modules. The CRCM
configures the CM as follows. One counter is set for
each BGP next-hop. Each counting rule R matches the
IP destination address of traversing packets against
the IP prefixes associated to a specific BGP next-hop
H(R), and increments the counter associated to H(R).

The most important task of the CRCM is to guar-
antee the consistency between counting rules and BGP
routing information. For this purpose, it interacts with
both the CM and the BGP routing daemon. Interaction
with the BGP routing daemon is performed using stan-
dard protocols, since currently available API does not
provide special hooks for BGP events. In our architec-
ture CRCM maintains an iBGP session with the BGP
routing daemon in which the daemon is configured as
route reflector [2]. Over that iBGP session, the CRCM
receives all the BGP updates destined to the router. Af-
ter the reception of a BGP update, the CRCM modifies
the set of the counting rules accordingly and communi-
cates to the CM the changes that must be performed
on the counting rules installed on the router.

A counters access interface is also added to standard
router modules. It enables external systems to easily
access the values of counters. In practice, the counters
access interface can be either designed from scratch or
based on other standard protocols like SNMP.

3.2 Practical Issues
A few issues must be handled when implementing the

architecture depicted in Fig. 1.
Firstly, the CM might take some time to activate a

new counting rule or to modify an existing one, since
compilation and optimization steps may be required.
Moreover, routing events, like routing instabilities or
BGP path explorations, can generate many short-lived
routing updates that can force the system to update
rules at an unnecessarily high rate. Depending on im-

plementative aspects, the continuous modification of
single counting rules can be time consuming and can
introduce errors in the TM computation. For these rea-
sons, the CRCM can gather BGP updates and require
the CM to update the counting rules at tunable time
intervals, e.g., periodically. This allows the CM to use
a single transaction for updating many rules and helps
limiting the impact of transient routing events. Time
granularity at which counting rules are updated on the
device can be conveniently tuned according to specific
needs and device performance. Clearly, postponing rule
updates can, in turn, introduce errors, since the CM is
not always aligned with the routing control plane. To
minimize such errors, the CRCM can assign a priority
value to each counting rule according to the amount of
traffic handled by that rule, making the system more re-
sponsive to updates that are more likely to introduce a
larger error, if postponed. Effectiveness of the priority
mechanism is increased by the fact that traffic distri-
bution across the Internet is becoming more and more
skewed [9]. To prioritize rule updates, the CRCM could
take as input the values of counters stored by the CM
(dotted line in Fig. 1).

Also, the CRCM can be implemented either totally
inside routers or, at least partially, outside them. Both
options allow a distributed solution to be deployed, man-
dating each router to autonomously compute a part
of the TM, thus significantly reducing the total over-
head [11]. The first option minimizes the communica-
tion overhead while forwarding capabilities of routers
should not be affected, since the CRCM only needs to
use the control plane CPU and memory (see Section 4).

On the other hand, the latter option would make the
architecture suitable for more flexible measurement op-
erations. For instance, moving the CRCM outside rou-
ters allows the logic for rule computation to be cen-
tralized and easily modified, e.g., providing support for
what-if analyses. For example, an operator could com-
pute the traffic matrix resulting from applying a dif-
ferent BGP configuration to routers, using a fictitious
BGP RIB to feed the CRCM. Such a flexibility comes
at the cost of re-introducing some communication over-
head.

3.3 Key Benefits and Major Limitations
In order to efficiently manage huge volumes of traf-

fic, the counting mechanisms already available on rou-
ters are typically implemented in a highly optimized
way (e.g., using ASICs) [14]. One of the major benefits
of our architecture is that it exploits these optimized
mechanisms, making packet sampling unnecessary. It
consumes a limited amount of memory, since no data
on IP traffic flows is stored but only a counter per BGP
next-hop and a set of counting rules. Also, the way
counting rules are actually stored on devices depends
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Figure 2: High-level view of the prototype.

on the implementation of the CM, that is designed to
be scalable since packet forwarding is concerned.

A complete performance study is subject for future
work. However, founding on the results of our prelim-
inary experiments (see Section 5), we argue that our
architecture can potentially enable network operators
to accurately measure TMs in near real-time.

Even if we implemented a prototype on a Juniper
device, our architecture can, in principle, be deployed
at any router that allows to configure the CM using
programmability features. In this sense, our approach
is vendor independent.

Nevertheless, our architecture relies on few reason-
able assumptions concerning the routing control plane.
First of all, routing information is assumed to be cor-
rect, i.e., network configuration is assumed not to be
subject to routing or forwarding anomalies [7]. If such
anomalies can arise in the network, the computation of
the TM cannot rely only on local BGP routing informa-
tion owned by single routers. We also assume that all
destination network prefixes are advertised in BGP. Fi-
nally, the association between each BGP next-hop and
the corresponding PoP is assumed to be known or to be
easily derived from known topological information.

4. IMPLEMENTATION
We developed a prototypical implementation of the

proposed architecture. A high-level diagram of our pro-
totype is depicted in Fig. 2. In order to facilitate the
installation of counting rules and the access to the val-
ues of counters, we deployed a router application inside
a programmable router. The router application com-
municates with an external system that implements the
core functionalities of the CRCM. The choice of im-
plementing the CRCM outside the router is motivated
by the possibility of rapidly prototyping the module
and easily experimenting different strategies. Of course,
deploying the CRCM inside the router is also possi-
ble and it is part of our future work. All the opera-
tions performed by the external system are CPU-bound

and communications between submodules happen over
pipes. Thus, implementing the whole architecture in-
side the router should only affect the control plane CPU
and memory usage, that is, device capability to route
packets should not be concerned, being forwarding and
control plane typically separated in commercial devices.

To realize the router application, we used the Junos
SDK, which allows third party developers to install cus-
tom applications inside Juniper routers [8]. To define
and modify counting rules, our prototype exploits the
firewall filters manipulation facilities provided by the
Junos SDK API.

In our implementation, the counting rules installer
component allows the external system to specify sim-
ple commands for adding and removing counting rules,
using an ad-hoc protocol based on TCP. Right after re-
ceiving a command, the counting rules installer uses the
Junos SDK API to instruct Junos to perform the oper-
ation specified by the command. Access to counters is
provided by the counter reader component, which can
print current values of counters on a plain text file. We
plan to provide support for SNMP in future work.

The external system realizing the core of CRCM con-
sists of two submodules: a BGP receiver and a com-
mands generator.

The BGP receiver is realized as a customly modified
version of the Python Routeing Toolkit (PyRT) open-
source software. It maintains a BGP session with a
given BGP peer and dumps the association between
each IP prefix and the corresponding BGP next-hop as
communicated by its peer. The BGP receiver separately
dumps data concerning the BGP RIB and successive
BGP updates.

The commands generator processes data dumped by
the BGP receiver in order to generate the commands
to be sent to the router application. We use a single
firewall filter containing several terms to implement the
counting rules.

In order to avoid redundancy and lower the number
of terms as much as possible, the commands genera-
tor reduces the size of the BGP RIB using a Patricia
Trie data structure and an algorithm similar to that
described in [5]. Among optimizations performed, only
one counting rule, matching the 0/0 IP prefix, is added
for the BGP next-hop associated to the highest number
of IP prefixes. Since that rule is installed on the router
as the last-evaluated counting rule, it matches only the
traffic that is not destined to any other BGP next-hop.
Notice that the correctness of the traffic count is not af-
fected by the usage of the 0/0 IP prefix since we apply
counting rules on output traffic, i.e., traffic that is not
routed by the device does not increment any counter.
The Patricia Trie is also exploited to elaborate succes-
sive BGP updates, avoiding the generation of unneces-
sary commands. For instance, a command is not gen-



Figure 3: Testbed topology.

erated for a BGP update that specifies an association
between an IP prefix and a BGP next-hop if the asso-
ciation between a less specific IP prefix and the same
BGP next-hop is already known. Generated commands
are finally collected for a tunable time interval, in order
to send them to the router application in groups and
to eliminate redundant ones (e.g., sequences of add and
delete operations for the same term).

To implement the commands generator, we developed
few Perl and Bash scripts that run in pipeline.

5. EVALUATION
In this section, we experimentally evaluate the viabil-

ity of our approach. We performed a preliminary study
on the load our solution imposes on routers and we esti-
mated the accuracy our prototype is able to achieve. We
repeated each experiment several times and we present
average results in the following.

The topology of the testbed we used in all the exper-
iments is depicted in Fig. 3. We deployed the router
application presented in Section 4 on an M7i Juniper
router. The device is equipped with an old generation
of Forwarding Engine Board (FEB) which is not de-
signed to support a high rate of rule updates. In the
following we refer to the M7i router as the device-under-
test (DUT). We connected the DUT to a traffic gen-
erator, a Smartbits 600B. The traffic generator gener-
ated and collected IP traffic traversing the DUT, which
was configured to route all packets back to the traffic
generator. Since the DUT is equipped with only two
FastEthernet interfaces, we were not able to measure
performance (e.g., switching throughput) degradation
when the device is stressed with huge amounts of traffic.
However, since the CM is implemented in hardware in
the DUT and the majority of the operations performed
by the router application are CPU-bound, we expect
the throughput of the DUT to be marginally affected
by our solution. Our prototypical CRCM was installed
on commodity hardware (a desktop PC equipped with
a dual-core 2.4 GHz CPU and 4G of RAM). It was
configured to receive the full BGP RIB and a stream
of real-world BGP updates from the border router of a

medium-sized Italian ISP and to send the corresponding
commands to the router application inside the DUT.

In the first experiment, the CRCM generated the
commands associated to the full BGP RIB (consisting
of more than 310, 000 IP prefixes) of the medium-sized
ISP and the corresponding counting rules were installed
inside the DUT, sending all the commands in a single
group. Using our optimizations, we needed only 408
counting rules, each matching 2000 IP prefixes at most,
to represent the entire BGP RIB. The total number of
counters is 370. The generation of all the commands
took about 8 seconds and the installation of the whole
set of counting rules on the device took less than 40 sec-
onds, during which the control plane CPU usage at the
DUT was about 90%. Observe that, the BGP RIB must
be processed only once (for each reboot), this compu-
tation is independent from the number of peerings (de-
pending only on RIB entries), and forwarding capability
of the router should not be significantly affected.

We then checked that counters were correctly installed
and properly worked, by configuring the traffic gener-
ator to send traffic (at top speed for a FastEthernet
interface) destined to several IP prefixes and compar-
ing collected data with the values of the counters on
the DUT. In all the tests we run, we found that ev-
ery packet sent by the traffic generator incremented the
right counter, i.e., the counter associated to the BGP
next-hop matching the IP destination address of
the packet (as specified in the RIB).

As a second experiment, we configured the CRCM
to run for 5 consecutive minutes, sending commands
to the DUT every 10 seconds. Such commands corre-
sponded to the processing of both the initial RIB and
the stream of BGP updates received from the ISP’s bor-
der router. The CRCM always spent few millisecond to
process BGP updates. The DUT control plane used
no more than 3% additional memory and the control
plane CPU usage was always less than 45%, with spikes
of 35%− 40% typically for about 7 seconds.

Finally, we measured the responsiveness of our pro-
totype to rule updates. We configured the traffic gen-
erator to generate only traffic destined to specific IP
prefixes. While traffic traversed the DUT, at a certain
time we sent a group of 17 ad-hoc commands, which rep-
resents one of the bigger groups practically generated
by the CRCM in the previous experiment. Each com-
mand in the group modified a term containing several
IP prefixes. Among those modifications, commands re-
placed the counters associated to the IP prefixes traffic
is destined to, simulating changes in the BGP next-hop
associated to such prefixes. By comparing actual val-
ues of the counters with their expected values, we found
that the DUT took about 8 seconds for replacing coun-
ters. Indeed, old counters, i.e., counters associated to
monitored prefixes before changes required by ad-hoc



commands, are incremented for about 5 seconds more
than expected, while a number of packets correspond-
ing to about 3 seconds is not accounted by any counter.
In our tests, the time taken by the DUT for replacing
counters was independent both on the number of com-
mands in the group and on the amount of traffic the
DUT was loaded with.

We then estimated the accuracy our prototype can
achieve, computing the maximum error made on single
counters Emax = (tinst + tgroup)/tinter, where tinst is
the time took for installing rules at the DUT, tgroup is
the time interval configured at the CRCM, and tinter

is the inter-arrival time between consecutive BGP up-
dates that changed the BGP next-hop associated to the
counter. Exploiting the BGP peering with the medium-
sized ISP, we collected data in different days between
July 20th and August 11th. We found that for the 98%
of IP prefixes, the 90th percentile of BGP updates that
contain a change of the BGP next-hop has an inter-
arrival time always higher than 15 minutes, resulting in
a maximum error of 0.89% if commands are sent to the
DUT as soon as they are generated and of 2% if com-
mands are grouped for 10 seconds. Since it is shown [13]
that routing changes rarely affect large amounts of traf-
fic, we expect average errors on TM to be much smaller.

We consider experimental results on our prototype
promising. Also, we expect the responsiveness of our
solution to be improved by usage of a new generation
FEB and optimization of our prototypical software.

6. CONCLUSIONS
We believe that router programmability will provide

fundamental support for network management in the
near future, paving the way for a new generation of
innovative monitoring solutions.

In this paper, we showed the feasibility of a distributed
architecture for the accurate computation of traffic ma-
trices. The architecture is based on programmable rou-
ters which autonomously compute different parts of the
traffic matrix. We realized a prototypical implementa-
tion of our architecture using current technologies and
preliminary experiments we performed are promising.

We plan to improve our prototype and better evaluate
our solution through deeper performance tests on up-to-
date hardware, with the purpose of assessing practical
deployability of our architecture in production environ-
ments.
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