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ABSTRACT
Programmable switches and SmartNICs motivate the pro-
grammable network. ASIC is adopted in programmable
switches to achieve high throughput, and FPGA-based Smart-
NIC is becoming increasingly popular. The programmable
parser is a key element in programmable switches and Smart-
NICs, which can identify the protocol types and extract the
relevant fields. The programmable parser for the next gen-
eration programmable switches and SmartNICs requires a
significant improvement in PPAL (performance, power, area,
and latency), which is quite challenging. According to the
Ethernet roadmap, 800 Gbps and 1.6 Tbps are expected to
be the future switch interface speeds after 2022, which leads
to higher throughput of the parser. Meanwhile, the end of
Dennard scaling and the slowdown of Moore’s Law result
in limited power and area. Besides, the need for low-latency
and low-jitter operations at the datacenter scale continues
to grow.

Aforementioned requirements on PPAL inspire us to pro-
pose HyperParser, a high-performance parser architecture
for next generation programmable switches and FPGA-based
SmartNICs. The key innovation of HyperParser is the adop-
tion of the butterfly network, which is widely used in cryp-
tographic circuits. HyperParser supports ASIC and FPGA
implementations, with low and deterministic latency. The
PPAL of the ASIC implementation are 3.2-6.8 Tbps, 0.55 W,
2M gates, and 11.7 ns, and the PPAL of the FPGA implemen-
tation are 1.3-2.8 Tbps, 16.2 W, 43K LUTs, and 40 ns. The
source code of HyperParser has been released on Github.
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1 INTRODUCTION
Programmable switches and SmartNICs motivate the pro-
grammable network [25]. The benefits provided by these
new devices could extend beyond software-defined network-
ing use cases and they prompt a shift towards a fully pro-
grammable cloud [5]. Programmable switch can be used for
KV-store[16], load balancing [21], and congestion control
[18]. SmartNIC can offload the workload of the host CPU,
and we focus on the FPGA-based SmartNIC [8]. The key to
achieving programmability is the ability to identify and pro-
cess various packet headers, which is based on programmable
packet parsers [3, 19].
The programmable parser for the next generation pro-

grammable switches and SmartNICs requires a significant
improvement in PPAL (performance, power, area, and la-
tency), which is quite challenging. Performance. Accord-
ing to the Ethernet roadmap, 800 Gbps and 1.6 Tbps are
expected to be the future switch interface speeds after 2022
[11], which leads to higher throughput of the parser. Power.
The end of Dennard scaling leads to the dark silicon problem
[6], which results in a limited power budget. Area. Moore’s
Law is slowing down [12], and advanced process technology
has become increasingly expensive. A lower chip area can
effectively reduce cost. Lantency. There is no doubt that
the need for low-latency and low-jitter operations at the
datacenter scale continues to grow [17].

https://doi.org/10.1145/3469393.3469399
https://doi.org/10.1145/3469393.3469399
https://doi.org/10.1145/3469393.3469399


APNet 2021, June 24–25, 2021, Shenzhen, China H. Liu, et al.

IPv4

ARP

IPv6

MPLS

0x0800    0000_1000_0000_0000

0x0806    0000_1000_0000_0110

0x86DD    1000_0110_1101_1101

0x8847    1000_1000_0100_0111

Figure 1: Bit Selection Strategy

For ASIC-based parsers, existing schemes work well for
the link speed under 800 Gbps [28]. But 1 Tbps and beyond
are still challenging, especially for the guaranteed power,
area, and latency. For FPGA-based parsers, PPAL is also sig-
nificant. Besides, FPGA-based parsers suffer from a long
deployment time which is caused by the re-synthesizing of
RTL (Verilog or VHDL) code [1, 4, 15, 24].

In this paper, we proposeHyperParser, a high-performance
parser architecture for next generation programmable switch
and SmartNIC. HyperParser can support ASIC and FPGA
implementations with a single architecture. A single instance
of ASIC-based HyperParser can achieve 3.2-6.8 Tbps, which
is far more enough for the coming 1.6 Tbps Co-Packaged
Optics [7]. A single instance of FPGA-based HyperParser can
achieve 1.3-2.8 Tbps, which can easily hold 800G Ethernet
and is promising for 1.6T Ethernet. Besides high throughput,
HyperParser achieves better power, area, and latency than
state-of-the-art. Especially for the FPGA implementation,
HyperParser can reduce the deployment time from 10s of
minutes to 10s of seconds by adopting a LUT-oriented design
strategy. We sincerely look forward to sharing our idea with
the community, and the source code of HyperParser has been
released on Github1.

2 MOTIVATION AND BASIC IDEA
2.1 Need for Better PPAL
The parser is used to identify the protocol type of the incom-
ing packets and extract the concerned fields to the Packet
Header Vector (PHV). The process of identifying is sequen-
tial and typically time-consuming. The crossbar is widely
used in the process of extracting, which is area-consuming.
Previous works leverage finite state machine (FSM) [2, 3, 10]
or pipeline [4, 28] to realize parsers. FSM-based schemes
are flexible, and they can parse headers of any length effi-
ciently. On the other hand, FSM-based schemes suffer from
limited throughput, which is due to the limited bus width.
Multiple instances of FSM-based parser can sustain higher
aggregate throughput, but they cannot parse packets arriv-
ing through a single port [27]. Contrary to the FSM-based

1https://github.com/FPGA-Networking/HyperParser

schemes, pipeline-based schemes can achieve high perfor-
mance, but the number of pipeline stages is a problem. State-
of-the-art Ethernet controller can parse up to 504 bytes2, and
state-of-the-art switch ASIC can parse up to 190 bytes3. A
deeper pipeline can support a deeper parsing, at the cost
of worse power, area, and latency. The latency problem is
even more significant for short packets(e.g., 64 bytes). A new
architecture is desired to achieve better PPAL.

2.2 Basic Idea
As mentioned in Section 2.1, protocol identifying and field
extracting are the two basic operations of parsers. Our basic
idea is to speedup the identifying and reduce the cost of
extracting. To achieve a throughput of multi-terabits per
second by one instance, either higher clock frequency or a
wider bus should be adopted. A meaningful observation is
the performance wall [26], which indicates that the clock
frequency of switch silicon is in the order of 1 GHz. Therefore,
the adoption of a wider bus is the only choice. HyperParser
adopts 4096 bits (i.e., 512 bytes) as the bus width, and even
the longest header can be accommodated in a single bus
word.

As for protocol identifying, the bit selection strategy is
adopted to achieve high throughput. As shown in Figure 1,
only two bits are needed to identify four upper protocols of
Ethernet frames. We found that 32 bits (we call them protocol
bits) are enough for the four classic parse graphs in Figure 5.
The further question is how to extract protocol bits. A naive
choice is a crossbar, which is area-consuming. We choose
an inverse butterfly network instead of a crossbar, and the
O(n2) area complexity can be reduced to O(nloд(n)), where
n is the bus width.

Fields extracting is also faced with the crossbar problem.
Instead of an inverse butterfly network, a butterfly network is
adopted here. TheO(n2) area complexity of the crossbar can
also be reduced toO(nloд(n)). With the adoption of butterfly
and inverse butterfly networks, HyperParser can achieve
better performance, power, area, and latency at the same
time.

2.3 Why Selecting Butterfly Network
Butterfly and inverse butterfly networks have been widely
used in cryptology [14], they can perform bit permutation
efficiently. Butterfly network and inverse butterfly network
are well studied, and more details about them can be founded
in [14][13]. As shown in Figure 2(a) and Figure 2(c), the in-
verse butterfly network can extract protocol bits and gather

2https://www.intel.com/content/www/us/en/products/details/ethernet/80
0-controllers/e810-controllers.html
3https://www.broadcom.com/products/ethernet-connectivity/switching/s
trataxgs/bcm56990-series

https://github.com/FPGA-Networking/HyperParser
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Figure 2: Butterfly Network.

them together efficiently. Meanwhile, in Figure 2(b) and Fig-
ure 2(d), the butterfly network can extract the concerned
header fields and scatter them to the proper positions in the
PHV.

Both butterfly network and inverse butterfly network can
achieveO(nloд(n)) area complexity, where loд(n) is the num-
ber of the stages. The inverse butterfly network performs
bit-level operations, while the butterfly network performs
byte-level operations. Given n = 4096, the inverse butter-
fly network has 12 stages, and the butterfly network has 9
stages. Insertion of registers after every stage can achieve
the highest frequency and best performance. However, it
can leads to higher latency at the same time. We have made
trade-offs. The two networks of the ASIC implementation
can achieve 1.45 GHz and 10 clock cycles latency, and the
two networks of the FPGA implementation can achieve 600
Mhz and 17 clock cycles latency.

3 HYPERPARSER
3.1 System Architecture
The architecture of HyperParser is concise. As shown in
Figure 3, HyperParser is composed of the inverse butterfly
network, the SRAM-emulated TCAM, the butterfly network,
and the configuration circuit. The inverse butterfly network
extracts and gathers the protocol bits, and then transfers
them to the SRAM-emulated TCAM. The SRAM-emulated
TCAM identifies the protocol type and notifies the butterfly
network through the configuration circuit. The butterfly net-
work extracts the concerned fields and scatters them to the
proper positions in the PHV. According to the user-defined

Configuration

Circuit

Inverse Butterfly 

Network

Butterfly 

Network

SRAM-emu

TCAM

Output 

PHV

Input 

Data

Config

Data

Data Path Control Path

Figure 3: HyperParser System Architecture
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parse graph, the configuration circuit generates the control
signal of the two networks and the initial values of the SRAM-
emulated TCAM.
Instead of a TCAM circuit, we adopt an SRAM-emulated

TCAM to process the protocol bits. That is because modern
FPGAs do not have hard-wired TCAMs. Besides, it is chal-
lenging to obtain TCAM IP cores for ASIC implementation.
A parallel version of the StrideBV [9] is used here. Com-
pared to the original pipeline version, the parallel version
can significantly reduce the latency.

3.2 Bus Format
Wider bus can leads to higher throughput at the cost of lower
bus efficiency [26]. For 64-byte Ethernet frames, the 4096-bit
bus can only achieve 12.5% bus efficiency. Segmentation can
increase the bus efficiency at the cost of a more complex
control logic [4, 22]. To achieve the balance point between
the throughput and area, the bus format shown in Figure 4
is adopted. The bus can be divided into up to four segments,
and there are only four possible bus format types. The worst
bus efficiency is 50.2%, where the frame length is 2056 bits
(i.e., 257 bytes).

The relation between the throughput and inner bus can
be found in Equation 1. We focus on the packet forwarding
rate, which is measured in packets per second (pps). f req
stands for the frequency of the inner bus. pkt_num stands
for the number of packets in one bus word, which equals
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Figure 5: Parse Graph⌊
bus_width
f rm_len

⌋
. bus_width stands for the inner bus width in

bytes, and f rm_len stands for the frame length in bytes.
f req ×pkt_num stands for the packet forwarding rate of the
inner bus. The number 20 stands for the 20-byte Ethernet
frame gap. The number 8 stands for the 8 bits in a single byte.
Equation 1 stands for the throughput of a single HyperParser
instance, which is measured in terabit per second (Tbps).
Given the Ethernet link speed, a shorter frame length leads
to a higher packet forwarding rate, but a lower throughput
for the more shares of the Ethernet frame gaps. An intuitive
description of Equation 1 can be found in Figure 8(a), where
the blue lines represent the throughput of HyperParser.

Throuдhput = f req × pkt_num × (f rm_len + 20) × 8 (1)

Given the 1.45 GHz frequency, the ASIC implementation
of HyperParser can achieve the worst throughput of 3.2
Tbps and the best throughput of 6.8 Tbps, with 257-byte
and 128-byte frame lengths. Given the 600 Mhz frequency,
the FPGA implementation of HyperParser can achieve the
worst throughput of 1.3 Tbps and the best throughput of
2.8 Tbps, where the frame lengths are the same as the ASIC
implementation.

4 IMPLEMENTATION
4.1 Parse Graph
HyperParser can support four classic parse graphs [10]. For
any of the four graphs, 32 protocol bits are enough for iden-
tifying the specific protocol types. According to Figure 4,

a single bus word can accommodate up to four packets.
Therefore the total number of the protocol bits is 128. There
are four TCAMs correspondings to the four bus segments,
whose width and depth are 32 and 96. Besides the four classic
parse graphs, HyperParser can also support parse graphs in
[28][24][4][1] and new parse graphs.

The parse graph can be described by P4, and we developed
a simple compiler using Python. After compiling, the initial
configuration information of the inverse butterfly network,
the SRAM-emulated TCAM, and the butterfly network are
generated. HyperParser can support ASIC and FPGA imple-
mentations. For the ASIC implementation, the initial con-
figuration values should be converted to the content of the
configuration ram, which is based on the two-port Register
File. For the FPGA implementation, the initial configuration
values should be converted to the content of the LUTs.

4.2 ASIC Implementation
Industry-standard 14nm and 28nm processes are used to
evaluate the PPAL of HyperParser. The two instances, we
call them HP-14 and HP-28, share the same Verilog code.
Both of them work well at 1.45 GHz, and the HP-14 can run
up to 2 GHz. The total latency is 17 clock cycles. This work is
necessary to prove feasibility in meeting goals such as timing
and chip area (cost). We have not produced a complete design
or actual silicon.
The two-port Register File is used to realize the configu-

ration ram and TCAM since the Register File is more com-
petitive than the SRAM block when the memory is shallow.
The butterfly network and the inverse butterfly network are
realized in pipelines. Each stage of the pipeline is composed
of parallel multiplexers. Thanks to the low latency of the mul-
tiplexer standard cell, the number of registers in the pipeline
can be decreased.

4.3 FPGA Implementation
Xilinx 16nm Virtex Ultrascale+ FPGA and 7nm Versal ACAP
are used to evaluate the PPAL of HyperParser. They are called
HP-U and HP-V respectively. Both of them can run up to 600
Mhz, the total latency is 24 clock cycles. The HP-U has been
deployed to the real-world VCU118 evaluation board.
The key point of the FPGA programmability is Look-Up-

Table (LUT). The LUTwith six inputs and one output is called
the LUT6 element. It can be treated as a tiny SRAMwith 1-bit
width and 64-bit depth. It can also emulate any logic func-
tions with six inputs and one output. Inspired by PR-TCAM
[23], we have realized the LUT-oriented implementation of
HyperParser. All of the blocks in HyperParser (e.g., butterfly
network) are realized in LUTs and DFFs. After the initial
synthesis, the locations of the LUTs and the connections
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between them do not change anymore. And the contents of
the LUTs change with different parse graphs.

The key difference between the LUT-oriented HyperParser
and previous FPGA-based parsers lies in the deployment time.
As shown in Figure 6, previous works leverage P4 codes as
inputs to generate RTL codes, which is fairly fast. But the
synthesis tools (e.g., Vivado or Quartus) are needed to con-
vert the RTL codes to the partial bitstream. This procedure
may take 10s of minutes. The time is mainly composed of
the re-placing and the re-routing of the LUTs.
As for the LUT-oriented implementation of HyperParser,

P4 codes can be converted to the LUT contents in 10s of
seconds. Thanks to the fixed positions and connections of
the LUTs, LUT contents can be converted to the partial bit-
stream in several seconds, without synthesis tools involved.
Potential timing violations can also be avoided. We made
use of an open-source tool chain [20] to realize our design.

5 EVALUATION
5.1 Experiment Settings
For the ASIC-based evaluation, industry-standard 14nm and
28nm processes are used, and Synopsys Design Compiler is
used for a 1.45 GHz clock cycle target. The PPAL results under
28nm are aimed to make a fair comparison with previous
works.

For the FPGA-based evaluation, Xilinx Virtex Ultrascale+
VU9P and Xilinx Versal Prime VM1802 are the target devices.
The Vivado Design Suite is used to synthesize the Verilog
codes and generate the bitstream. The resource of VU9P is
similar to Xilinx SN1000 SmartNIC4. We believe that Hyper-
Parser can be easily migrated to the SN1000 SmartNIC.

4https://www.xilinx.com/applications/data-center/network-acceleration
/alveo-sn1000.html

5.2 PPAL of ASIC Implementation
The PPAL of ASIC implementation is shown in Figure 7.
HP-14 stands for the HyperParser under the 14nm process,
and HP-28 stands for the HyperParser under the 28nm pro-
cess. HyperParser outperforms state-of-the-art works in all
aspects of PPAL.
Figure 7(a) shows the single instance throughput of pro-

posedworks and the state-of-the-art works. HP-14 andHP-28
can achieve the worst-case throughput of 3.2 Tbps, which is
4× of Zolfaghari’s work [28].

Figure 7(b) shows the power for 6.4 Tbps throughput. Two
instances of HyperParser can achieve 6.4 Tbps, and eight
architectures in Zolfaghari’s work [28] can achieve the same
throughput. HP-14 has a 30.8% lower power than HP-28, and
HP-28 performs 6× better than Zolfaghari’s work [28].
Figure 7(c) shows the area for 6.4 Tbps throughput. We

normalize the area to the number of the gate to enable a fair
comparison. The HP-14 and HP-28 consume similar number
of gates, which is 43.2% better than Zolfaghari’s work [28]
and 13× better than Gibb’s work [10].

Figure 7(d) shows the latency of HP-14 and HP-28, which
is always 11.7ns. HP-14 and HP-28 have the same latency
for thier same frequency. Related data is unavailable for
Zolfaghari’s work [28] and Gibb’s work [10].

5.3 PPAL of FPGA Implementation
The PPAL of FPGA implementation is shown in Figure 8.
HP-U stands for the HyperParser targets for the VU9P FPGA,
and HP-V stands for the HyperParser targets for the VM1802
ACAP. HyperParser outperforms Cabal’s work [4] in all as-
pects of PPAL.
Figure 8(a) shows the relation between the frame length

and the throughput. The blue lines stand for HP-U and
HP-V, for their maximum frequency are the same 600 Mhz.
The throughput of HyperParser meets with Equation 1. The
throughput of HyperParser is between 1.33 Tbps and 2.84
Tbps, whereas Cabal’s work [4] has a throughput between
1.07 Tbps and 1.37 Tbps. The bus width of Cabal’s work [4]
is 4096 bits. And the frequency of Cabal’s work [4] can be in-
ferred from the throughput, bus width, and bus format. The
frequency of Cabal’s work [4] is about 255 Mhz. Although
the power of Cabal’s work [4] is unavailable, we believe that
Cabal’s work [4] is more power-efficient.
Figure 8(b) shows the dynamic power of a single HP-U

and HP-V under various frequencies. We focus on the dy-
namic power, for the static power is chip-scale, and the HP-U
and HP-V only consume a small percentage of the FPGA
resources. Dynamic power increases linearly with the fre-
quency for HP-U or HP-V. Moreover, HP-V is 36%-40% more
efficient than HP-U in power consumption. It probably due

https://www.xilinx.com/applications/data-center/network-acceleration/alveo-sn1000.html
https://www.xilinx.com/applications/data-center/network-acceleration/alveo-sn1000.html
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to the advanced process (7ns vs. 16nm) and the new FPGA
architecture.
Figure 8(c) shows the area of HP-U, HP-V, and Cabal’s

work [4]. We use LUT-FF pairs for a fair comparison. HP-U
and HP-V have similar area consumption (43K LUTs vs. 45K
LUTs), and they are 20% more efficient than Cabal’s work
[4] in area consumption. Besides, the area consumption of
HP-U and HP-V do not change with various parse graphs,
whereas Cabal’s work [4] does.

Figure 8(d) shows the latency of HP-U, HP-V, and Cabal’s
work [4]. HP-U and HP-V outperform Cabal’s work [4] by
19.3%.

6 RELATEDWORK
ASIC-based Programmable Parser. Gibb’s work [3, 10] is
the first streaming programmable packet parser for ASIC
implementation. It is based on the FSM model. It can achieve
40 Gbps throughput, but it is hard to achieve the throughput
beyond 1 Tbps. Zolfaghari’s work [28] is the state-of-the-art
programmable packet parser for ASIC implementation. It is
based on the pipeline model, and it can achieve 800 Gbps. It
may be challenging for Zolfaghari’s work [28] to perform a
deep parsing, while HyperParser can parse up to 512 bytes.
The parser of Tofino switch ASIC [2] can achieve 100 Gbps

throughput, and the parser of the E810 Ethernet controller
can parse up to 504 bytes.

FPGA-based Programmable Parser. Cabal’s work [4]
can achieve 1.37 Tbps with a single FPGA. It is based on
the pipeline model. The key problem of [1, 4, 15, 24] is the
excessive deployment time.

7 CONCLUSION
In this paper, we propose HyperParser, which is a high-
performance parser architecture for next-generation pro-
grammable switch and SmartNIC. HyperParser is different
from the traditional FSM-based and pipeline-based schemes.
By using butterfly/inverse butterfly networks, HyperParser
can achieve unprecedented throughput, with modest power,
area, and latency. HyperParser supports ASIC and FPGA im-
plementations. For the FPGA implementation, HyperParser
can significantly decrease the deployment time. We sincerely
look forward to sharing our idea with the community, and
the source code of HyperParser has been released on Github.
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