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ABSTRACT
Multi-user (MU)-multiple-input, multiple-output (MIMO)
technology has been central to the evolution of wireless
networks, since it can provide substantial network gains by
enabling the concurrent transmission of a large number of
information streams, over the same frequency. However, re-
liably detecting these mutually interfering streams comes
at a very high computational cost that increases exponen-
tially with the number of concurrently transmitted streams.
This makes the corresponding MU-MIMO systems highly
inefficient in terms of power consumption and processing
latency. In this context, and in order to unlock the full MU-
MIMO potential, alternative computing architectures are
required, able to efficiently detect a large number of infor-
mation streams, in a power-efficient manner. In this context,
NeuroMIMO, is the first attempt to apply the principles of
neuromorphic computing to achieve highly efficient MIMO
detection. NeuroMIMO suggests and evaluates two differ-
ent ways to translate the MIMO detection problem into a
neuromorphic one. The first (i.e., Massive-NeuroMIMO) is
appropriate for massive MIMO systems, where the number
of receive, base-station/access-point antennas is much higher
than the number of information streams. The second (i.e.,
Highly-Efficient-NeuroMIMO) is appropriate for the case
where the number of transmitted streams approaches the
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number of base station antennas, and can reach the perfor-
mance of the optimal Maximum-Likelihood detector. We dis-
cuss the trade-offs between the two NeuroMIMO approaches,
and we show that both can provide substantial power gains
compared to their traditional counterparts, while account-
ing for the preprocessing overhead required to translate the
MIMO detection problem into a neuromorphic one. In addi-
tion, despite the current limitations in the “speed” of existing
neuromorphic chips, we discuss that real-time processing
detection can be achieved, even for a 5G NR system with 100
MHz operating bandwidth.
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1 INTRODUCTION
Multi-user (MU)-multiple-input, multiple-output (MIMO)
technology has been central to the evolution of future wire-
less networks, driving significant connectivity and through-
put gains by multiplexing multiple data streams over the
same time and frequency resources [6]. However, MU-MIMO
detection algorithms that offer high reliability are highly
computationally intensive, and their computational com-
plexity increases exponentially with the number of streams
[24], resulting in high power consumption. As a result, there
is a growing interest in re-evaluating physical-layer (PHY)
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processing within different algorithmic and computational
frameworks to overcome these challenges.

Alternative computation methods that divert from the tra-
ditional Von Neumann digital processing concept, focus on
mapping computationally intensive problems into problems
that can be solved by physics-inspired approaches, lever-
aging algorithms that relate optimization convergence to
physical principles. This category includes methods based
on quantum computing, such as quantum annealing for MU-
MIMO processing [4, 10, 13]. However, applying quantum
annealing to MIMO detection seems to have potential gains
over conventional systems in scenarios with extremely high
MIMO dimensions and bandwidths, such as over 64 MU-
MIMO streams and more than 400MHz of continuous band-
width [11]. Still, in practical, real-life scenarios, there are no
known practical transmission channels able to concurrently
support such a large number of information streams while in-
creasing capacity (i.e., there are no practical MIMO channels
with 64 layers [1]). In addition, even if there were, acquir-
ing the MIMO channel state information for a large number
of streams, would be extremely challenging. Consequently,
current 5G New Radio (5G NR) systems employ signaling
that can efficiently support up to twelve concurrently trans-
mitted MIMO streams [17]. Another challenge comes from
mapping the MIMO detection problem into a quantum an-
nealing one, since it requires a “preprocessing” step that
models the MIMO detection problem using quadratic uncon-
strained binary optimization (QUBO) formulation [4]. As we
will discuss later in detail, the problem formulation itself
can be very computationally intensive; it requires traditional
digital processing and comes with its own challenges and
limitations in terms of convergence to the correct solution.

Alternatively to quantum annealing, an emerging compu-
tational paradigm is neuromorphic-based computing, which
up to now, has been unexplored in the context of mobile com-
munications and MIMO detection. Drawing inspiration from
the operational principles and structural complexities of bio-
logical brains, neuromorphic computing integrates process-
ing and memory within units called neurons and synapses,
and enables direct communication through discrete signaling
events known as spikes. Neuromorphic computing promises
potential advantages, such as ultra-low power consumption
with simple building blocks, alleviating memory bottlenecks,
and enabling large-scale spatial replication for highly par-
allel performance and scalability. While extremely promis-
ing, most current applications of neuromorphic computing
are related to machine-learning-based neural networks [19],
largely ignoring other kinds of computationally intensive
problems where the wide principle of neuromorphic com-
puting can be applied.
In this work, for the first time, we discuss how the neu-

romorphic computing principles can be applied to address

the MU-MIMO detection problem, for large but practical
numbers of concurrently transmitted MIMO information
streams, and without the use of machine learning. In this
context, we discuss that similarly to quantum annealing,
there is a “preprocessing” step involved that is required to
translate the MIMO detection problem into a neuromorphic
processing architecture. In this work, and in contrast to the
quantum annealing literature, we evaluate the correspond-
ing “preprocessing” cost and compare it to traditional digital
approaches.

In particular, we propose and evaluate two distinct MIMO
detection neuromorphic approaches (NeuroMIMO), employ-
ing two different preprocessing strategies, and targeting dif-
ferent MIMO systems. The first is the “Massive-NeuroMIMO”
detection approach, which is based on the traditional QUBO-
based pre-processing, and targets massive-MIMO systems.
Namely, MIMO systems where the number of base-station or
access-point antennas is much higher compared to the num-
ber of transmitted information streams. The second is the
“Highly-Efficient NeuroMIMO” (HE-NeuroMIMO), which tar-
gets solving the Maximum-Likelihood MIMO detection prob-
lem, and can enable systems where the number of base-
station/access-point antennas can be equal or similar to the
number of concurrently transmitted information streams.
In this context, we employ traditional QR pre-processing
that, as in sphere-decoders, translates the MIMO detection
problem into a “tree-search” one [14, 21]. Furthermore, we
propose a new neuromorphic-based approach that can effi-
ciently solve this tree-search exhaustively, by using a spik-
ing network of neurons, appropriately connected. We show
that Massive-NeuroMIMO can achieve slightly better perfor-
mance than traditional linear (i.e., minimum-mean-square-
error (MMSE)) detection approaches when the number of
receive antennas is much higher than the number of trans-
mitted MIMO streams, but its performance highly degrades
when the number of streams gets close to the number of
receive antennas. In contrast, HE-NeuroMIMO works well
in all scenarios and can achieve near-optimal detection per-
formance, at the cost, as we discuss later, of an increased
number of employed neurons. In all cases, we show that
Neuro-MIMO approaches can provide substantial power ben-
efits compared to their traditional digital counterparts, even
when accounting for the pre-processing overheard. Finally,
we discuss that despite the current limitations in the “speed”
of existing neuromorphic chips, real-time processing detec-
tion can be achieved, even for a 5G NR systems with 100
MHz of bandwidth.

2 NEUROMORPHIC COMPUTING
At the core of neuromorphic processors are the neurons,
which function as fundamental computing units. Neurons
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are inherently analog components that gradually accumulate
charge, sourced either from external environmental stimuli
or from internal communications transmitted via spikes from
other interconnected neurons. Moreover, each neuron is asso-
ciated with a specific threshold value; when the accumulated
charge meets or exceeds this threshold, the neuron activates
or ‘fires,’ transmitting a spike signal through all its outgo-
ing synapses. Synapses are the connecting elements between
neurons. Each synapse consists of a pre-synaptic neuron that
sends the signal and a post-synaptic neuron that receives
it. These connections are characterized by a weight value
that influences the strength of the connection and can be
either positive (excitatory) or negative (inhibitory), affecting
how signals are propagated within the network. Further-
more, synapses can also have a delay mechanism, which
ensures that signals from the pre-synaptic neuron take a
certain amount of time before reaching the post-synaptic
neuron. Moreover, neurons can also exhibit properties such
as leakage, where the accumulated charge dissipates over
time if it does not reach the firing threshold. In addition, after
firing, neurons may enter a refractory period during which
they cannot fire again for a certain duration.

It is worth noting that neuromorphic processors typically
implement a specific fabric of connectivity wherein synapses
can be activated or deactivated to configure a network struc-
ture within this preset connectivity. Such an architecture
promises high energy efficiency, primarily due to the event-
driven nature of its computations and the massive paralleliza-
tion capabilities [2, 19]. This makes them good candidates for
PHY algorithms that allow multiple parallelization dimen-
sions (e.g., per subcarrier, per symbol) within a slot. More-
over, within such neuromorphic systems, parameters, includ-
ing neuron firing thresholds, synaptic weights, and synaptic
delays—are typically programmable, allowing for versatile
adaptations to meet various computational demands. This
work utilizes leaky integrate-and-fire (LIF) neurons, which
are among the most prevalent abstractions of biological neu-
ron dynamics and a frequent target for both current and
proposed neuromorphic hardware designs [2, 3, 25].

3 MAPPING MIMO DETECTION TO
SPIKING NEURAL NETWORKS

MU-MIMO detection involves estimating transmitted signals
from multiple users communicating simultaneously with a
base station equipped with multiple antennas. The received
signal is modeled as y = Hx + n, where H represents the
channel effects, x is the transmitted signal vector, and n is
the noise vector. In this work, we examine two categories
of MIMO detection problems and propose two approaches
for translating MU-MIMO detection to a spiking network
architecture. The first category focuses on massive MIMO

systems, where the number of base station antennas 𝑁𝑟 far
exceeds the number of user streams 𝑁𝑡 . Traditionally, linear
detectors like zero-forcing or MMSE are used to solve such
problems [18]. In the neuromorphic domain, we reformulate
this problem as a QUBO optimization, which is then mapped
to a nearly fully connected spiking network, as described
in Section 3.1. This network naturally evolves to maximize
the QUBO objective function. The second category targets
high-efficiency MIMO, where the number of user streams
𝑁𝑡 approaches the number of base-station antennas 𝑁𝑟 . In
such scenarios, nonlinear detection methods are required
for better capacity utilization [15], albeit at the cost of high
computational complexity. In the neuromorphic domain, we
translate MU-MIMO detection into a tree search akin to
sphere decoding, mapping the process into a tree of neurons
that translates Euclidean distances into timing delays, as
presented in Section 3.2.

3.1 Massive-NeuroMIMO Detector
This section describes Massive-NeuroMIMO detector, includ-
ing the QUBO formulation of the MU-MIMO detection prob-
lem and its implementation using a spiking neural network.

3.1.1 QUBO formulation forMU-MIMOdetection. The
QUBO optimization is described by

b̂ = argmin
b∈{0,1}𝑁

b𝑇Qb , (1)

where Q is the 𝑁 ×𝑁 QUBO matrix, 𝑁 is the problem size, b
is the 𝑁 -dimensional vector of unknown bits, and b̂ is their
estimate.
The QUBO formulation for the Maximum Likelihood so-

lution of the MU-MIMO detection problem is presented in
[13] and the QUBO matrix when using 4-QAM modulation
is

Q = 4/𝛼2H𝑇H − diag
(
4/𝛼

(
y + 1/𝛼H12𝑁𝑡

)𝑇 H
)
, (2)

where y is the received signal vector, H is the 𝑀 × 𝑁 (i.e.,
2𝑁𝑟 × 2𝑁𝑡 ) MIMO channel matrix in its real representation,
where 𝑁𝑟 and 𝑁𝑡 are the numbers of receive and transmit
antennas, respectively, 𝛼 =

√
2, 12𝑁𝑡

is the 2𝑁𝑡 -dimensional
vector of all ones, diag (a) returns a diagonal matrix with the
vector a as its diagonal, and (·)𝑇 is the transpose operator.

This section details the mapping of the QUBO-formulated
MIMO detection problem to a spiking network architecture
and the processing steps the network undertakes to converge
to a minima solution that solves (1) exactly or approximately.

3.1.2 Spiking network evolution. The first step of the
process involves embedding the QUBOmatrix into the synap-
tic weights of a spiking neural network. As illustrated in Fig.
1, the QUBO matrix values correspond to the adjacency ma-
trix of the neural graph, with weights mapped as the synaptic
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The negated QUBO matrix
corresponds to the adjacency matrix

of the neural network.  

Starting from a high initial potential, the
neurons begin spiking, causing increases or

decreases in the membrane potential according
to the synaptic weights

After 𝑇  time steps, the system evolves to a
locally optimal state where Neuron 1 stops
firing, due to having the largest inhibitory

contribution in the QUBO objective function.

Figure 1: Example of the evolution of the neuron dynamics with 3 neurons in the massive-NeuroMIMO detector.
Inhibitory synapses are highlighted red edges in the graph.

weights of the corresponding neurons. It is worth noting here
that the synaptic weights map to the negated QUBO matrix,
since the employed network naturally evolves toward maxi-
mizing the energy function, as we discuss in the following
paragraphs. Moreover, during the actual transmission, only
the autapses (self-feedback loops) need to be updated on
a per-subcarrier basis, while general synapses are updated
when the channel matrix changes, depending on the chan-
nel coherence interval. This is because the received signal
information is embedded only in the main diagonal of the
QUBO matrix, as shown in (2).

The detection process begins by initializing a high initial
synaptic current (𝐼 ) value for all neurons, triggering a period
of high spiking activity in the initial steps of the process. Dur-
ing the initial steps of the process, spikes propagate through
every synapse, essentially causing the neurons to accumulate
their corresponding bit contributions to the QUBO objective
function in their membrane potentials. In practice that is
equivalent to an individual summation of the rows of the
QUBO matrix. As the system evolves, incoming spikes cause
increases or decreases in the neurons’ membrane potentials,
proportional to the synaptic weight values. As illustrated in
Fig. 1, inhibitory synapses gradually reduce the membrane
potentials of specific neurons, eventually causing them to
halt their initially high spiking activity. If the firing thresh-
old potential is appropriately set, the first neuron to stop
spiking will be the one with the most negative partial con-
tribution to the objective function. This practically means
that the system evolves through a series of local greedy deci-
sions, isolating the set of neurons that maximize the QUBO
objective function in a highly active state.

3.1.3 Solution Extraction. After a predefined number of
time steps, the solution can be extracted through the spiking
status of the neurons. The spiking activity of each neuron is
linearly translated to the probability that the 𝑖-th bit of the
solution vector b̂ for the QUBO problem is 1. Specifically, if

Figure 2: Indicative solution extraction based on
the spiking rate of each neuron in the Massive-
NeuroMIMO Detector.

Constant stream of spikes
Excitatory
Neuron

Inhibitory
Neuron

First leaf that spikes
corresponds to the
path with  minimum

ED

Figure 3: Highly-Efficient(HE) NeuroMIMO architec-
ture for indicative 2x2 MU-MIMO and BPSK

a neuron has been actively spiking for more than half of the
time intervals, the extracted solution for its corresponding
bit is considered as one. Figure 2 shows an example of the
spiking activity for an indicative case of four interconnected
neurons. As we show in Section 4, this greedy approach
works very efficiently in well-conditioned channels where
the number of base station antennas significantly exceeds
the number of MIMO streams, due to the presence of fewer
local minima in the energy landscape of the corresponding
QUBO problem.
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3.2 Highly-Efficient (HE) NeuroMIMO
Detector

This section explores the second method of mapping MIMO
detection onto a spiking neural network. Similar to tree-
based nonlinear detectors [21], this approach employs the
QR decomposition of the channel matrixH, transforming the
detection problem into a tree search. In this framework, each
possible transmitted symbol vector corresponds to a unique
path through a tree structure, with each level representing
one of the 𝑁 MIMO layers and each branch corresponding
to a modulation symbol from the alphabet S. The Maximum
Likelihood (ML) solution x̂ = argminx∈S𝑁 ∥ỹ − Rx∥2 , cor-
responds to the path through the tree with the smallest Eu-
clidean distance, where ỹ = Q𝐻y, and Q and R are obtained
from the QR decomposition H = QR. At each node corre-
sponding to level 𝑘 in the tree, the partial Euclidean distance
𝑑𝑘—which represents the cumulative distance metric up to

that level—is calculated using 𝑑𝑘 = 𝑑𝑘+1+
���𝑦𝑘 −∑𝑁

𝑗=𝑘
𝑅𝑘 𝑗𝑥 𝑗

���2 ,
where x is the potential transmitted signal vector. The sum-
mation over 𝑗 accounts for the contributions of symbols
from the current level 𝑘 up to the topmost level 𝑁 . Since the
transmitted symbol vector x is unknown to the receiver, the
decoding algorithm must evaluate all possible combinations
of symbols in S𝑁 to identify the ML solution.
The core principle of the presented neuromorphic map-

ping is to employ a tree-based connectivity structure among
neurons as presented in Fig. 3, and essentially to translate
the corresponding Euclidean distances to proportional time
delays. The leaf-neuron node that spikes first should cor-
respond to the minimum Euclidean distance tree path and,
thereby, to the solution to the MIMO problem. For each
node in the decoding tree, we employ two neurons: one "ex-
citatory" and one "inhibitory." Given an initial membrane
potential𝑉0, the excitatory neurons increase their membrane
potential by a small, predefined, amount 𝑑𝑉 at each received
spike and fire only when their membrane potential crosses
the threshold value𝑉𝑡ℎ . The opposite applies to the inhibitory
neurons. Since each set of excitatory and inhibitory neurons
will map to the same 𝑉𝑡ℎ and 𝑉0 values, only one neuron
per set will fire at a time. For each tree level, we map the 𝑉0
values of each neuron-pair, to the corresponding 𝑦𝑘 value.
Furthermore, the firing threshold of each neuron alsomaps to
the corresponding precalculated values of

∑𝑁
𝑗=𝑘

𝑅𝑘 𝑗𝑥 𝑗 , taking
into account all possible transmitted symbol combinations,
as indicated in Fig.3.

The process begins by applying a constant stream of spikes
to the top level of the tree. The branch that fires first cor-
responds to the smallest partial Euclidean distance for that
tree level. The spikes are then propagated to the levels below.
Given that the increment or decrement 𝑑𝑉 is sufficiently

small, the first leaf neuron to fire will correspond to the path
with the smallest metric. It is worth noting here that the
calculation of the𝑉𝑡ℎ values is done exhaustively and entails
exponential computational complexity with the number of
transmitters. However, in contrast to sphere decoders, this
step only needs to be performed once per channel coher-
ence interval. Future work will examine ways to employ a
focused search only on the most probable solution subspace,
applying principles similar to the works presented for the
massively parallel non-linear detectors in [7, 9, 14].

4 ERROR-RATE PERFORMANCE
EVALUATION

To evaluate the proposed approaches’ error-rate performance,
we generated a series of block flat-fading Rayleigh channels
corresponding to different MIMO dimensions. For each setup
we present in this section, we simulated 80 frames of 100
transmissions each. We examine MIMO configurations with
4, 16, and 128 base station antennas, supporting 4, 8, and
16 MIMO Streams. The spiking network simulations were
implemented in Python and the simulation time was set to
𝑇 = 200 steps for both detectors. Fig. 4a shows the uncoded
bit error rate performance of the Massive-NeuroMIMO de-
tector compared to a conventional linear MMSE detector.
As shown, the NeuroMIMO detector can reach the practical
BER targets of 10−4, performing slightly better thanMMSE in
systems with high spatial ratios, even for 16 MIMO streams.
Reducing that spatial ratio, as in the case of 16x8 MU-

MIMO shown in Fig. 4b, the presence of additional local
minima in the energy landscape generates an error floor in
the BER curves. This can be mitigated by allowing a broader
exploration of the energy landscape, practically employing
multiple parallel spiking networks converging to different
solutions with the aid of a stochastic input. This work re-
quires the additional evaluation of each examined solution
and is conveyed for future research. It is worth noting here
that the Massive-NeuroMIMO detector employs QPSK mod-
ulation. In general, the QUBO formulation for MIMO detec-
tion encounters difficulties with 16-QAM or higher-order
modulations. This is because their constellations are multi-
level valued, which requires multiple bits for representation.
This results in equations becoming underdetermined, with
more variables than observations, subsequently leading to
the occurrence of error floors, as observed in [4]. Although
some strategies to mitigate this issue have been proposed, as
mentioned in [20] and [12], they offer limited performance
improvements. Further research is essential to address the
fundamental challenges inherent in these systems.
Moreover, as we show in Fig. 4c, examining the case of a

4x4 MU-MIMO system (BPSK), the HE-NeuroMIMO detec-
tor described in Section 3.2 achieves near-optimal error-rate
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(a) Massive-NeuroMIMO (b) Massive-NeuroMIMO 16x8 (c) HE-NeuroMIMO 4x4

Figure 4: The uncoded BER performance of the proposed NeuroMIMO Detectors. The results are for (a) 128 base
station antennas and (b) 16x8 utilizing the Massive-NeuroMIMO detector compared with linear MMSE detection,
whereas in (c) a 4x4 MU-MIMO utilizing the HE-NeuroMIMO detector compared with an exhaustive search.

performance in a system with a spatial ratio of 1. The po-
tential increment/decrement step 𝑑𝑉 has been set at 0.01.
A larger step in the membrane potential will allow faster
solution extraction, but if the Euclidean distances of symbols
at the same level are relatively close to one another, a larger
increment can potentially cause two branches on the same
tree level to spike at the same time. Further fine-tuning of
the increment step can be performed from statistical obser-
vations of channel estimates. Finally, the HE-NeuroMIMO
detector does not face the challenges of QUBO formulation
regarding scaling to denser constellations, making it more
universally applicable. Finally, the presented results are for
uncoded error-rate future work will target both approaches’
potential ways to extract the required soft information.

4.1 Computational Aspects
This section discusses and assesses the computational gains
and challenges of the proposed approaches.

4.1.1 The pre-processing. The two proposed mappings
discussed in Section 3, involve a processing stage thatmust be
executed on a conventional computational platform. For the
Massive-NeuroMIMO detector, this relates to the QUBO for-
mulation. To evaluate the latency overhead, we implemented
the QUBO formulation in C++ using the Eigen library [5].
The latency results for supporting 8 MU-MIMO streams are
presented in Figure 5. The QUBO formulation is divided into
two parts. First, the preprocessing, which only depends on
the channel estimates, and postprocessing, which requires
the received signal. Compared to MMSE’s required matrix
inversions (MMSE-pre), QUBO pre-processing is over 8 times
faster. However, the post-processing of the QUBO formula-
tion is about 3 times slower than the simple matrix-vector
multiplication needed for MMSE detection per sample.

Assuming a 100 MHz bandwidth and 14 OFDM symbols, if
channel estimation occurs at least twice per slot, the overall

Figure 5: Software-based processing latency of the
QUBO formulation compared with a conventional
MMSE detector for supporting 8x8 MU-MIMO (QPSK).
latency gains exceed 20%, only due to the problem formu-
lation, reaching over 60% when the channel matrix differs
on each subcarrier. This does not include the latency of the
spiking process. Nevertheless, as discussed later, the massive
parallelization capabilities allow processing an entire slot
within 20 µs (assuming a 10 MHz spike frequency neuro-
morphic processor). In more static channel conditions, the
latency of matrix inversions is overshadowed by calculat-
ing the main diagonal in the QUBO formulation. In such
cases, the HE-NeuroMIMO detection becomes more com-
putationally efficient. Although it entails a more complex
pre-processing, it offers minimal overhead in the postpro-
cessing stage. When comparing it with a sphere decoder,
the QR decomposition remains a requirement in both cases,
with latency in the same order as the matrix inversion pre-
sented in Fig.5. However, the HE-MIMO detector requires
the computation of the partial summations of the R matrix
for all possible tree nodes, denoted as 𝑂 (O𝑁𝑡

𝑚 ) (where O𝑚

is the modulation order). This computation can occur be-
fore transmission begins, based solely on channel estimation
knowledge. A comparative summary of the computational
complexity required for the conventional preprocessing step
is provided in Table 1.
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Table 1: Summary of Preprocessing Computational Complexity and Neuromorphic Space Complexity for Proposed
Neuromorphic Approaches and MMSE (𝑄𝑚 is the modulation order;𝑀 × 𝑁 are the targeted MIMO dimensions)

Aspect Massive-NeuroMIMO HE-NeuroMIMO MMSE†

Conventional Computational Complexity‡

Preprocessing (Per Channel Realization)
(2𝑀 − 1)𝑁 2 2𝑀𝑁 2 − 2

3𝑁
3 +∑𝑁−1

𝑙=0 (2𝑙 + 1)𝑄𝑙+1
𝑚 3𝑁 3 + 4𝑀𝑁 2 − 3𝑁 2 + 𝑁 + 𝑁 (𝑁−1)

2
Postprocessing (Per Transmission)

2𝑀𝑁 + 2𝑀 (𝑁 − 1) +𝑀 𝑁 (2𝑀 − 1) 𝑁 (2𝑀 − 1)
Neuromorphic Space Complexity per Instance 2𝑁 2(𝑄2𝑁

𝑚 − 1) N/A
†Inversions based on Cholesky decomposition. ‡The complexity values represent the number of operations (additions, multiplications, and divisions)

4.1.2 The spiking domain. The processing latency of the
spiking components of the discussed NeuroMIMO detec-
tors is determined by the number of time steps required to
converge to a solution (i.e., fixed at 200 steps in our simula-
tions) and the neuron update frequency of the underlying
hardware architecture. It is worth noting here that in 5G
NR PHY, MIMO detection can be performed in parallel on
a per-subcarrier basis, allowing for ultra-low processing la-
tency realizations. To understand the area-latency trade-off
of NeuroMIMO processing in a practical 5G-NR framework,
we assumed a real-time latency requirement of 2 ms. That is
because 5G-NR allows scheduling a hybrid automatic repeat
request (HARQ) response within a 4-slot timeframe. This can
dictate an upper bound in the processing latency required
for real-time operation at 2ms for slots of duration 0.5 ms
(30 kHz subcarrier spacing). Given the above discussion and
assuming the pipelined execution of the MIMO detector with
the rest of the PHY processing, the lowest supported spiking
frequency that can support real-time transmission would be
approximately 100 KHz. This configuration necessitates a
fully parallel realization across all the subcarriers.
While this frequency is substantially higher than that of

biological neurons, which operate in the order of a few hun-
dred hertz [23], modern neuromorphic hardware is capable
of supporting such fast neural processing. For example, Loihi-
2 reports neurons operating 5000 times faster than biological
neurons with reported 200 ns chip-wide time steps [8] (i.e., 5
MHz). Moreover, technologies such as photonic circuits have
demonstrated neuromorphic processing performance in the
order of GHz, without compromising energy efficiency [16].
Still, the inherent scalability of neuromorphic approaches
allows for massively parallel realizations, enabling real-time
performance even at lower spiking rates.
It is worth noting here that existing neuromorphic plat-

forms exceed 1million neurons per chip [2, 3]. For supporting
a 40 MHz transmission bandwidth, a fully parallel realization
of the discussed approaches for the MIMO configurations dis-
cussed in Section 4 would occupy about 14% of the available
neurons of a single chip (e.g., Loihi) in the case of the Massive
NM detector, whereas 53% for the HE-NeuroMIMO detector,
while reaching the discussed RT processing latency require-
ments. The corresponding space complexities are reported in

Table 1. Moreover, given that neuromorphic chips consume
power in the order of hundreds of milliwatts even under full
load, both approaches suggest computational power gains
compared to conventional approaches and can be strong
candidates for next-generation ultra-power-efficient MIMO
processing.
Finally, the first post-synthesis results for implementing

the discussed approaches on an FPGA (VCU118) show that,
for a targeted per transmission latency of 1 µs (non-pipelined,
64x8, QPSK), the massive-NeuroMIMO detector consumes
(dynamic power) approximately 0.47W for preprocessing
and 0.085 W for postprocessing —significantly lower than an
FPGA-based MMSE detector, which consumes a total power
of 6.58 W under the same conditions [22]. Similarly, the HE-
NeuroMIMO, (4x4, BPSK), consumes 2.56 W and 0.27 W for
preprocessing and postprocessing, respectively.

5 CONCLUSION
This paper introduces two approaches for solvingMU-MIMO
detection using neuromorphic computing. First, the Massive-
NeuroMIMO, performs well in massive MIMO scenarios,
avoiding the need for computationally intensive matrix in-
versions, making it suitable for rapidly changing channel con-
ditions. However, similar to quantum annealing approaches,
the employed QUBO formulation faces challenges when
scaling to denser constellations. The second approach, HE-
NeuroMIMO, employs a tree topology to solve the MIMO
detection problem. It performs well across all scenarios but
requires a more computationally intensive preprocessing
step and a higher neural space complexity. This makes it
preferable for more static channel conditions and smaller
MIMO dimensions, though it remains more efficient than
sphere decoding. Both approaches demonstrate real-time per-
formance and suggest power gains compared to conventional
methods when implemented on neuromorphic hardware and
FPGAs, despite the need for a non-negligible preprocessing
step, realized on conventional computing platforms. Future
work will focus on minimizing the preprocessing overheads.
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