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ABSTRACT
Despite its widespread use, the “Gao-Rexford” model has
long been recognized for its limitations in accurately cap-
turing Internet routing behavior. However, the root causes
of these limitations remain poorly understood, due to the
lack of ground truth data. We address this by systematically
analyzing inference techniques against generated topologies.
Our findings reveal that the greatest issue with existing

models is their lack of granularity, rather than the lack of
data used to infer them. To overcome this limitation, we
extend model granularity by incorporating internal topolo-
gies (at the router level) along with broader interdomain and
intradomain routing policies. Additionally, we introduce an
efficient pathfinding algorithm capable of computing router-
level paths on Internet-scale topologies.
Our results demonstrate that our extended model signifi-

cantly improves path accuracy, reaching 86% with only 5%
of vantage points—up from the 57% achieved by existing
techniques with full visibility. These findings highlight the
potential of finer-grained models to enhance path prediction
and set the stage for a promising research agenda.
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Figure 1: Modeling the Internet at the AS level, where
each AS is represented by a single node, fails to capture
path diversity.

1 INTRODUCTION
Accurately computing interdomain paths is a critical capa-
bility for a wide range of networking applications, including
traffic engineering (to inform routing policies) [5, 9], network
design (to guide peering decisions) [4, 10], and security (to
detect incorrect or malicious route announcements) [6, 23].
This task generally involves two key steps: (i) inferring an
Internet topology annotated with routing policies from avail-
able control-plane (and sometimes data-plane) data, followed
by (ii) executing a pathfinding algorithm that simulates BGP
decisions across this inferred topology.

Despite widespread use, this method for computing inter-
domain paths has consistently proven to be inaccurate [3,
17, 43]. In practice, computed paths often differ significantly
from actual paths. At a high level, these discrepancies can be
attributed to two main factors: (i) the limited amount of data
used at the inference stage—typically collected from a small
fraction of the Internet’s routers; and (ii) the inherent limita-
tions of the model itself, which tends to be coarse-grained,
representing each AS as a single node and supporting only a
narrow set of routing policies (e.g., provider-customer and
peer-to-peer relationships). This latter issue is illustrated in
Figure 1: in the left subfigure, the actual network propagates
two distinct routes for prefix 𝜌1—over AS1 and AS2 to AS5
and AS4—whereas the AS-level model, shown in the right
subfigure, can capture at most one of these routes.
Although the limitations of existing models are known,

their root causes remain poorly understood. Many questions
persist: Could the accuracy of inferred paths be significantly
improved with more data from additional vantage points, or
are the limitations more fundamental? And how exactly do
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these model flaws affect accuracy? Answering these ques-
tions is challenging due to the absence of ground truth. No
one has complete knowledge of the Internet’s topology or
how its components interact [11, 39].

In this paper, we address these questions by systematically
analyzing the accuracy of state-of-the-art topology infer-
ence and path computation techniques (e.g., ASRank [28],
ProbLink [24], and TopoScope [25]) against generated, but
realistic, Internet-scale topologies. Our findings reveal that
accuracy is not primarily limited by the amount of data, but
by the “coarse-grainedness” of the model. Specifically, we
demonstrate that increasing the number of vantage points
(i.e., available routing data) offers limited benefits: even with
full visibility, existing techniques still fail to compute paths
accurately, achieving a maximum accuracy of only 57%. Sim-
ply put, the capacity of existing models is insufficient.
Building on these findings, we propose extending the

model capacity by incorporating internal topologies at the
router level and supporting more general intra- and inter-
domain routing policies. This extended model captures ad-
vanced behaviors, including but not limited to hot-potato
routing [52] (as in Figure 1) and partial transit [18], which
are missed by traditional AS-level models. Additionally, we
ensure that the increased granularity of our model does not
come at the cost of computational efficiency by introducing
a pathfinding algorithm capable of computing router-level
paths on Internet-scale topologies. Our simulation results
show that this extended model significantly improves the
accuracy of computed paths, reaching up to 86% with only
5% of vantage points—a substantial increase from the 57%
achieved by existing techniques with full visibility.

Our results show that higher-capacity (i.e., finer-grained)
models are necessary to accurately reflect the complexities
of Internet path computation. On the flip side, however, fully
inferring these models is more challenging, as it requires
more data—specifically, information about internal router-
level topologies and finer-grained routing policies. Despite
these challenges, our preliminary findings suggest that it is
possible to infer these models from existing measurement
techniques and their resulting data, paving the way for ex-
citing new research directions.

2 TOPOLOGY GENERATION
Despite substantial efforts to enhance visibility, Internet rout-
ing research continues to be constrained by incomplete topo-
logical information [2, 21, 39]. This limitation introduces
biases that impact the training, validation, and evaluation
of routing inference methods [40, 44, 56]. Moreover, the in-
ability to manipulate topologies for hypothetical scenarios
restricts the exploration of potential research directions.
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Figure 2: Our topologies exhibit structural fidelity to
the observable Internet, albeit with increased peerings.

To overcome these limitations, we devised a methodology
to synthesize representative Internet-like topologies, pro-
viding complete visibility into router-level networks. This
synthetic approach allows for controlled experimentation
with realistic topologies, incorporating structural properties
and policies reflective of the real-world Internet.
Our topology generation process is designed to closely

mirror real-world Internet characteristics, adhering to key
principles of Internet structure. Specifically, we aimed to
(i) maintain a transit-free mesh among top-tier ASes (the
clique), (ii) ensure global reachability for all prefixes, and
(iii) align with the empirical distribution of customer cone
sizes observed in the Internet. To achieve these objectives, we
generate the topology and its attributes through a random-
ized process, creating distinct topologies that satisfy these
properties, as we outline in the steps below. This ensures
both realism and diversity in our experiments.
(1) We generate stub, transit, and clique ASes, assigning

them a power level based on a probabilistic distribution
that reflects the Internet’s connectivity distribution.

(2) We allocate each AS a number of metropolitan regions
from a global pool and place a router in each region.
Region assignment is clustered, and ASes with higher
power can form multiple clusters, resulting in powerful
ASes possessing intercontinental networks [51].

(3) We form an intradomain minimum spanning tree using
regional distances as weights to ensure each AS forms a
connected graph. An additional spanning tree from the
remaining possible edges supplements this to guarantee
intradomain redundancy [22].

(4) We establish interdomain edges and policies. Interdomain
connections are formed only between routers in the same
metropolitan area. Each AS pair’s relative and absolute
power influences the likelihood of forming an edge and
the type of their business relationship [15]. This process
is iterated and refined until it aligns with the abovemen-
tioned properties.
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Our study uses 10 distinct topologies, each comprising ap-
proximately 21𝑘 ASes (3.5𝑘 transit and 17.5𝑘 stubs), mir-
roring the scale and composition of the observable Internet.
While these topologies are smaller in scale (about one-quarter
of the real Internet), they retain key structural properties,
allowing for hundreds of scalable experiments. Figure 2 com-
pares the customer cone distributions of our topologies with
those observed in the real Internet, demonstrating high struc-
tural fidelity, though with added peerings to compensate for
typically unobserved links [20, 54].1

This approach ensures that our experimental results reflect
realistic Internet scenarios, while also providing a complete
ground truth—a critical requirement for systematically ana-
lyzing and improving inference methods.

3 INSIGHTS
To explore the limitations of the existing routing models,
we conducted a comprehensive analysis focusing on two
key aspects: (i) the impact of increasing data availability on
topology inference methods, and (ii) the effect of improved
inference on the accuracy of path computation. We used
10 synthesized Internet-like topologies and progressively
increased the availability of vantage points (BGP monitors),
ranging from 0.1% to 5% of the routers in each topology.
This allowed us to assess how the density of observed data
influences relationship inference and path precision.

We reimplemented three prominent relationship inference
methods: ASRank [28], ProbLink [24], and TopoScope [25].
Our evaluation showed that these methods achieved high
relationship precision—starting at 93% with 0.1% vantage
point placement and reaching a plateau of 96-97% with 5%
vantage point density. However, relationship recall (i.e., the
proportion of correctly inferred links over all links) varied
significantly, improving from 27% to 83% as the number of
vantage points increased from 0.1% to 5%.

Despite these improvements in relationship inference,
path precision remained much lower. As shown in Figure 3,
when using the original model’s pathfinding algorithm with
inferred relationships, path precision started at just 19% with
0.1% vantage points and only increased to 35% with 5% van-
tage points, with minimal gains beyond 3% coverage.
To better understand whether this plateau in path pre-

cision is due to inaccuracies in relationship inference or
limitations of the model itself, we introduced a hypothetical
inference method that achieved near-perfect relationship
precision (99.8%). Even in this ideal scenario, with vantage
point coverage at 5% and 100% (perfect visibility), path preci-
sion increased only marginally, from 50% at 5% coverage to
57% at full visibility, as shown by the green lines in Figure 3.

1A detailed sensitivity analysis of these additional links will be addressed
in future work.
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Figure 3: Despite improvements in relationship infer-
ence, the abstraction level of the original model con-
strains it from achieving accurate path inference.

These findings yield three critical insights:
More data improves topology discovery. The availabil-
ity of more data significantly enhances the discovery of AS
relationships (relationship recall), which is particularly im-
portant given that today’s vantage points cover only a small
portion of the Internet’s ASes [38, 42].
Relationship inference drives path accuracy. While cur-
rent relationship inference methods already achieve high
precision, further improvements yield noticeable gains in
path accuracy. However, these gains plateau at around 57%,
indicating that simply increasing relationship inference pre-
cision is insufficient to achieve high path precision.
Model abstraction limits path precision. Our experi-
ments confirm that the AS-level model is fundamentally
constrained by its coarse-grained abstraction [15]. Even with
highly precise relationship inference, the model fails to cap-
ture the intradomain policies that play a critical role in path
selection. We observe that the primary source of errors stems
from intradomain policies, where top-tier ASes with large
networks favor hot-potato routing.
In summary, while increasing data coverage improves rela-
tionship recall, the key limitation to path inference precision
lies in the abstraction level of the original model. This sug-
gests that to further improve path precision, finer-grained
models are needed, especially those that incorporate detailed
intradomain routing policies.

4 THE EXTENDED MODEL
In Section 3, we showed that existing AS-level models are
fundamentally limited by their coarse-grained abstraction,
which prevents accurate path prediction, even with extensive
visibility. To overcome these limitations, we propose a more
granular model that operates at the router level, capturing
both intradomain and interdomain routing dynamics.
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This extended model introduces two key improvements:
(i) it represents the internal topology of an AS at the router
level, allowing for more accurate modeling of routing deci-
sions within ASes; and (ii) it supports more complex routing
policies [3, 17, 18], including a broader set of intra- and
interdomain relationships beyond the traditional customer-
provider and peer-to-peer rules. Additionally, we develop an
efficient pathfinding algorithm capable of computing paths
on this finer-grained topology while maintaining scalability.
We detail the structure of the extended model in this section,
followed by a discussion of our pathfinding algorithm.

4.1 Topology model
We model the network topology as a graph, where each
vertex represents a router, and each edge corresponds to a
(physical) link between two routers. This approach contrasts
with the traditional Gao-Rexford model, which represents
each vertex as an entire AS, with edges symbolizing logical
connections between ASes.
In our model, each router is associated with a set of at-

tributes, including its AS number. Multiple routers may share
the same AS number, reflecting the internal structure of an
AS. Links between routers are categorized as intradomain if
both endpoints belong to the same AS, and interdomain oth-
erwise. Each intradomain link is assigned a positive metric
for shortest-path computations, while interdomain links are
governed by import and export policies to simulate policy-
based routing decisions.

We operate under two assumptions. First, we assume that
the intradomain topology of each AS is connected. Second,
we assume that interdomain policies adhere to the principle
of strict monotonicity [48], which ensures that route prefer-
ence diminishes as a path propagates through the network.2
This assumption simplifies the routing process while main-
taining policy realism.

Despite these assumptions, our model captures a broader
range of policies and relationships than the traditional Gao-
Rexford model, which primarily supports customer-provider
and peer-to-peer relationships. For instance, the Gao-Rexford
model imposes strict constraints: ASes prioritize routes from
customers over those from peers, and those from peers over
those from providers (import constraints). It also restricts
route advertisements, allowing routes from customers to be
shared with all neighbors, while limiting those from peers
and providers to only be advertised to customers (export con-
straints). These constraints enforce the well-known “valley-
free” routing principle [19].

2We direct the reader to Sobrinho’s seminal work on routing algebra for
further exploration of monotonicity and related concepts [47, 48].
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Figure 4: An illustration of our pathfinding algorithm
in action, applied to a topology adhering to our router-
level model. Dashed lines represent the propagation of
BGP routes, with labels indicating the assigned priority
order for each router based on local preference and hop
count.

In contrast, our model generalizes these policies, allowing
for more complex behaviors such as partial transit, indi-
rect peering [45], selective advertisement [14], and hybrid
relationships [18]. By expanding the types of interdomain
relationships supported, our model offers a more accurate
representation of real-world routing dynamics.

4.2 Pathfinding algorithm
Wenowpresent an efficient pathfinding algorithm that, given
a router-level topology as defined above, computes the best
BGP route selected by each router towards a specific prefix
originated by an AS.
At a high level, our algorithm generalizes the routing

tree algorithm [16, 19], which computes AS-level paths and
assumes Gao-Rexford policies (customer-provider, peer-to-
peer). In contrast, our algorithm computes router-level paths
and supports a broader range of policies (a strict superset),
as long as they maintain strict monotonicity.

Background. The routing tree algorithm for AS-level paths
operates in three stages using breadth-first search from the
originating AS:
(1) The algorithm traverses all customer-to-provider edges,

adding each encountered AS to a partial tree.
(2) The algorithm extends the tree by including ASes reach-

able via exactly one peer-to-peer edge.
(3) The algorithm adds ASes reachable through provider-to-

customer edges.
Note that the algorithm is efficient as it visits each AS only
once.
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Generalization. With respect to computing paths at the
AS-level, computing paths at the router-level necessitates:
(i) keeping track of the routes received by each router (since
different routers within the same ASmay use different routes
for the same prefix); (ii)modeling how these routes propagate
internally and deciding which routes will be selected, poten-
tially according to intradomain criteria (such as shortest-path
costs); and (iii) modeling external BGP propagation.
Our algorithm constructs the best paths on a per-router

basis, starting from one router in the origin AS. The explo-
ration order is dictated by a priority queue composed of sets
of routers that are equidistant from the origin AS. Each set is
assigned to a priority defined by a 2-tuple (local preference,
hop counts), which captures the local preference of the best
currently known path toward the origin AS, along with the
number of AS hops on that path. The exploration proceeds
in descending lexicographic order of preference: for example,
routers in the set “(customer, 3 hops)” are explored before
those in the set “(provider, 2 hops)”.

When a set of routers is dequeued, the algorithm iterates
through them AS-by-AS (all routers from AS𝑋 before those
from AS𝑌 , etc.). At this point, the algorithm first executes
a sub-procedure aimed at propagating paths internally to
determine, for each internal router, which egress router will
be selected, potentially according to intradomain routing
considerations. The algorithm then iterates over all internal
routers’ external neighbors and, for those not yet processed,
either enqueues them or updates their priority in the queue
(as needed).

Running example. We now illustrate the high-level behav-
ior of our algorithm through a running example depicted in
Figure 4, where we compute the router-level paths towards
a prefix advertised by AS0. The algorithm begins by process-
ing the origin router in AS0 and enqueues the routers of
its provider ASes—AS1, AS2, and AS3—under the priority
“(customer, 1 hop)”. Additionally, the algorithm enqueues the
peer router in AS5 under the (lower) priority “(peer, 1 hop)”.
The algorithm then proceeds to dequeue the routers under
the “(customer, 1 hop)” priority, covering AS1, AS2, and AS3.
The specific ordering among them does not matter.

While processing AS1, the algorithm enqueues routers in
AS5 and AS4 under “(customer, 2 hops)”. Processing AS3 and
AS2 results in the enqueuing of routers in AS5 under “(peer,
2 hops)”. Notably, processing AS3 leads to an improvement
in the priority of a router attached to an already-enqueued
router in AS5, changing from “(peer, 1 hop)” (its original
priority when first enqueued while processing AS0) to “(cus-
tomer, 2 hops)”.
The algorithm subsequently dequeues the routers under

the “(customer, 2 hops)” priority, which includes routers in
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Figure 5: A comparison of path precision between the
original and the extended model, using the same in-
ferred relationships as in Figure 3.

AS4 and AS5. Given that both AS4 and AS5 contain mul-
tiple routers, the algorithm initially resolves their intrado-
main decisions—specifically, it computes the egress router
selected by each internal router in AS4 and AS5 by simulat-
ing shortest-path routing using a multi-source breadth-first
search. Following this, it enqueues routers in AS6 under
“(customer, 3 hops)” and routers in AS7 under the priority
“(peer, 3 hops)”.

Correctness & performance. We have proved the correct-
ness of the algorithm (details omitted due to space restric-
tions) and verified its output against C-BGP [41]. Our algo-
rithm is also efficient, as it only needs to explore each AS
once. This efficiency stems from strict monotonicity (and
internal connectivity), which guarantees the optimality of
the path computed for each dequeued router.

4.3 Model evaluation
Having introduced our model, we evaluate how intradomain
routing affects path precision. We utilize the same 10 gener-
ated topologies as discussed in Section 3. In each scenario, we
infer relationships using both ASRank and the hypothetical
high-precision inference method, increasing the number of
vantage points accordingly.3 For each method, we generate
a new inferred topology, expanding all transit ASes at the
router level as per our model. This approach allows us to
examine how the precision of topologies that account for
intradomain behavior compares to those that do not.
Figure 5 illustrates the performance across these scenar-

ios. The optimal scenario, shown in blue, combines high-
precision relationship inference with router-level represen-
tation of ASes, achieving up to 86% precision with 5% of van-
tage points used. However, several paths remain undetectable
3Given the similar performance of ASRank, ProbLink, and TopoScope, we
will focus only on ASRank in the subsequent discussion.
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due to hidden links. Interestingly, when applied separately,
high precision relationship inference and the expansion to
router-level ASes contribute similarly in improving path pre-
cision, as shown by the red and green shaded areas. These
areas overlap in their precision improvements and outper-
form ASRank, shown in purple, which uses a single-vertex
AS abstraction.

The results highlight a significant limitation of the tra-
ditional model: failing to capture the detailed router-level
topology results in a precision plateau. This underscores the
importance of incorporating router-level AS topologies in
Internet routing models.

5 WHAT IS THE NEXT HOP?
Our analysis reveals that the abstraction level of traditional
models— where an AS is represented by a single node—
severely limits the accuracy of routing predictions. To ad-
dress these limitations, we have proposed an extended model
that operates at the router level and captures more complex
intra- and interdomain routing dynamics. This extended
model shows a significant improvement in path prediction
precision, introducing new opportunities related to data in-
ference and scalability.
In this section, we explore two primary directions for fu-

ture work: (i) advancing fine-grained topology inference
techniques to accurately model Internet topologies at the
router level, and (ii) exploring hybrid approaches that in-
tegrate model-based methods with data-driven insights to
further enhance path prediction accuracy. These directions,
if pursued, could close the remaining gaps in representing
the true complexity of Internet routing while balancing the
trade-offs between precision and scalability.

5.1 Fine-grained topology inference
Our extended model introduces a more detailed abstraction
of the Internet topology, enabling the use of a broader set of
data sources compared to traditional models. While previ-
ous work primarily focuses on interdomain links and busi-
ness relationships, our model enhances this by incorporating
router-level intradomain topologies, mapping border routers
to interdomain links, and supporting more complex inter-
domain relationships. These additional layers of granularity
allow for a more precise and nuanced understanding of In-
ternet routing behavior.

Building on prior research in these areas, we briefly outline
key methodologies and their reported success rates. Each of
these inference directions represents a crucial opportunity
for future research, which will help incrementally align our
extended model more closely with the actual Internet:
Improved relationship inference. Our simulations reveal
two key insights: (i) previous techniques [24, 25, 28] achieve

high precision in inferring interdomain relationships, and
(ii) relationship inference recall can significantly decline with
a low density of VPs, leading to an incomplete view of the
topology. However, compared to traditional models, the ex-
tended model demonstrates a greater capacity to leverage
higher relationship inference precision and benefits more
from increased recall (i.e., greater observability). This sug-
gests that our model can make more effective use of both
improved precision and expanded data coverage. Therefore,
we encourage future research to focus on deploying more
vantage points across the Internet (to improve recall) [2]
and developing novel inference techniques that enhance the
overall accuracy of relationship inference.
Widescale intradomain topology inference. A key im-
provement introduced by the extended model over tradi-
tional models is its ability to incorporate intradomain de-
tails. Our simulations show that, independent of the gains
from improved relationship inference, mapping router-level
topologies within transit ASes allows the model to better
predict routing decisions. Previous studies, using techniques
such as traceroute measurements [8] and rDNS lookups [13],
have demonstrated that intradomain topology inference can
achieve up to 98% accuracy when compared to ground truth
data [34]. Expanding these measurement techniques across
the entire Internet is a logical next step, and our results
indicate that this expansion will significantly enhance the
precision of path predictions.
Border router mapping of interdomain links. Accurate
intradomain topology mapping must be complemented by
correctly identifying the router-level entry and exit points of
interdomain connections. Accurately mapping these border
router connections is essential for improving the accuracy of
path predictions. Previous research has demonstrated high
accuracy (96.3-98.9%) [27, 31, 35] in mapping border routers
using techniques such as rDNS lookups and IP-level geolo-
cation [32] against ground truth data. However, to achieve
broader Internet-wide applicability, future research should
focus on making these mapping techniques more scalable.
Complex relationship inference. Our model extends be-
yond the traditional customer-provider and peer-to-peer
relationships by incorporating complex interdomain poli-
cies, such as selective advertisements and partial transit re-
lationships. These complex relationships are essential for
accurately capturing Internet paths at the prefix level. While
previous studies [18] have demonstrated that complex pol-
icy inference can achieve high accuracy (92.9-97.0%), scaling
these methods to apply across the entire Internet remains a
significant challenge. With our model’s enhanced support
for these advanced relationships, we advocate for scalable,
Internet-wide replications of earlier work to improve the
inference of complex interdomain policies.
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While integrating all these methods and fully modeling
the Internet’s topology at the level of detail we propose is
beyond the scope of this work, evaluating the feasibility
of this task is crucial. One key requirement for successful
implementation of these techniques is the responsiveness of
ASes to traceroute measurements [34]. A high response rate
from major transit providers would be a positive indicator
for the viability of router-level topology inference. While
achieving 100% AS coverage is not strictly necessary—since
our model can adapt to varying levels of detail—incomplete
traceroute response coverage could impact path precision.

To assess the responsiveness of major transit providers, we
analyzed their presence in public traceroute archives, specifi-
cally RIPE Atlas [50], CAIDA Ark [7], and M-LAB [33], as of
March 2024. This approach most likely underestimates actual
coverage since not all ASes may have been probed. Our anal-
ysis focuses on the top 2000 ASes (as ranked by ASRank [1]),
examining their visibility in the traceroute archives and the
diversity of their IP interface footprints. We specifically con-
sidered intermediate hops in traceroute data, excluding any
timeouts or private IP addresses. Each IP address wasmapped
to its longest prefix, and then each prefix was matched to its
originating AS using the CAIDA prefix2as database [53].

The results, shown in Figure 6, are encouraging. We found
that 97 of the top 100 ASes are represented in the traceroute
archives, each with an average of 500 distinct IP interfaces.
Additionally, about ~92% of the top 2000 ASes are present in
these public datasets. These findings suggest that the dimen-
sions of inference discussed earlier are potentially feasible
to scale for Internet-wide mapping projects [49].

5.2 Data-driven approaches
Recognizing that no model can fully capture all of the com-
plexities of the Internet, recent studies have shifted away
from purely model-based path computation. Methods such
as path stitching [12, 29, 30], statistical learning [26, 46, 55],
and path encodings [36, 37] leverage observed path data to
infer likely path segments and fill in gaps left by incomplete
model data. These approaches either memorize observed
path segments or apply statistical learning to predict likely
hops, defaulting to model-based computations when suffi-
cient data is unavailable. Despite being limited by the avail-
ability of probing data, these methods achieve high precision
for the paths they are trained on.

We validated the viability of data-driven approaches by re-
implementing PredictRoute [46]. PredictRoute uses Markov
chains to model ASes as states and defaults to model-based
path computation (using ASRank-inferred topologies) when
observations are incomplete. We tested PredictRoute on our
topologies at different levels of probing data. For example,
with 5% of paths actively probed, PredictRoute improves the
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Figure 6: Traceroute data from public archives shows
that most major ASes respond to traceroutes.

accuracy of the original pathfinding algorithm from 35% to
64%. For segments where active probing was applied, accu-
racy reached between 90% and 99%.

Hybrid approaches. Our research confirms that Predic-
tRoute significantly enhances the precision of the original
pathfinding algorithm. Future research could focus on inte-
grating these data-driven methods with our extended model
to better leverage intradomain topologies, improving path
computation accuracy even further. Ultimately, combining
detailed modeling with data-driven insights could offer the
best of both worlds, leading to even greater improvements
in Internet path prediction.

5.3 Closing remarks
Our work marks a transition from an era constrained by
traditional modeling limitations to one that can leverage a
greater diversity and volume of data for modeling Internet
routing. Using generated (but realistic) topologies, we expose
the limitations of the single-node-per-AS abstraction model
and introduce a router-level model equipped with an efficient
pathfinding algorithm to overcome these granularity-based
shortcomings. Looking ahead, we propose twomain research
directions: advancing the inference techniques for this de-
tailed topology abstraction and exploring the potential of
learning-based statistical methods to improve path computa-
tion in conjunction with our model.
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