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ABSTRACT
End-to-end congestion control algorithms (CCAs) are ex-
pected to perform well in any Internet path, including those
paths with low-earth orbit (LEO) satellite links. In this pa-
per, we conduct a performance study on various CCAs in
an operational LEO satellite network. We find that existing
CCAs struggle to deal with the drastic network variations
caused by the mobility of LEO satellites, resulting in poor
link utilization or high latency. Further, through an in-depth
analysis, we identify the fundamental challenge is that ex-
isting end-to-end CCAs detect network congestion based
on performance changes observed on the sender, but the
unique LEO mobility can involve massive non-congestion
performance changes which seriously mislead CCA behav-
iors. Finally, we explore and discuss possible solutions to
mitigate the misleading effects of LEO mobility.
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1 INTRODUCTION
Low-earth-orbit (LEO) satellite networks (LSNs) are evolv-
ing rapidly in recent years, thanks to the fast deployment of
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Figure 1: End-to-end Internet paths through existing
LEO satellite network architecture (e.g., between a user
terminal and a web server in the terrestrial Internet).

mega-constellations such as SpaceX’s Starlink [10], Eutelsat
OneWeb [5] and Amazon Kuiper Project [2]. Emerging LSNs
aim to provide broadband coverage and low-latency services
globally, and are carrying an increasing amount of Inter-
net traffic [3]. For example, Starlink, the largest operational
LSN today, has attracted more than 4 million worldwide
customers on 7 continents as of September 2024 [7].
One key property differentiating LSNs with other exist-

ing terrestrial networks is that: a portion of the network
infrastructure (i.e., the space segment) is moving at a high
velocity related to the earth surface. Hence, for a network
path through LSN, a sub-set of its intermediate links contin-
uously change over time, imposing substantial challenges on
existing end-to-end congestion control algorithms (CCAs).

On the one hand, the unique LEOmobility not only results
in rapidly varying satellite link capacity, but also involves
frequent non-congestion RTT variations (e.g., caused by path
fluctuations) and bursty packet losses (e.g., due to ground-
satellite handovers). On the other hand, existing end-to-end
CCAs leverage the network performance changes observed
on the sender to infer congestion, but they are unable to
discriminate whether the network variation is exactly caused
by a congestion event (e.g., queuing at the bottleneck link)
or not. As we will show in §3, the frequent non-congestion
network variations caused by LEO mobility often mislead
existing CCAs such as TCP Cubic [23], Vegas [13], Copa [11]
etc., and further result in self-restrained CCA performance.

We advocate that CCAs in LSNs require more effective in-
dicators that can help the sender discriminate non-congestion
performance changes and estimate network conditions more
accurately. On our further investigation (§4), we find that the
unique LEO mobility is managed and scheduled by a special
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Figure 2: Network characteristics of Starlink uplink measured from two satellite terminals in NJ and MD.

feature called “LEO reconfiguration” in LSNs, which is closely
related to the non-congestion network variations, and thus
is a potential indicator for discriminating non-congestion
network variations (e.g., link capacity and propagation RTT
changes due to LEO mobility).
To demonstrate the potential benefit of LEO reconfigu-

ration, we conduct case studies and modify the congestion
control logic of two representative CCAs: Copa and BBR (§5).
Our preliminary results based on trace-driven network emu-
lation show that even with a simple reconfiguration-aware
modification: (i) Copa achieves 74.4% throughput improve-
ment; and (ii) BBR reduces 30.2% delay on average, as com-
pared to their original implementations. We finally discuss
several open questions and hope they can inspire future CCA
research for emerging LSNs (§6).

2 LEO NETWORK QUICK START
Figure 1 plots a typical architecture of emerging LSNs, which
has been used by today’s operational LSNs such as SpaceX’s
Starlink and OneWeb. Overall, the entire LSN can be divided
into a space segment which consists of a considerable num-
ber of LEO satellites, together with a terrestrial segment that
contains many geo-distributed ground stations around the
world. On the user side, to access the LSN, a user needs to
purchase and deploy a dedicated satellite terminal (i.e., a
dish), together with a home router which connects to the
user’s terminal (e.g., a smartphone or a laptop) via a WiFi
or Ethernet interface. On the ground station side, the LSN
exchanges traffic with the terrestrial Internet through a set of
geographically distributed gateways behind ground stations.
When the LSN provides Internet services for terrestrial users,
user traffic is forwarded to LEO satellites via the satellite
terminal, then to a ground station, and finally to the gateway
and terrestrial Internet (and vice versa). If the user is close
to an available ground station (i.e., both the user and ground
station can be covered by a single satellite), satellites can
use the well-known “bent-pipe” routing mechanism to trans-
parently forward user traffic to the corresponding ground
station. Otherwise, for users in remote areas far away from
available ground stations, the LSN can use inter-satellite
links (ISLs) to route user traffic to the ground station [4].

LEO mobility. Unlike traditional geostationary (GEO) satel-
lite networks, one key property of emerging LSNs is that:
a portion of the network infrastructure, i.e., LEO satellite
routers, are moving at a high velocity related to the earth.
Such unique LEO mobility can result in a series of network
instability issues such as handovers (i.e., ground nodes have
to frequently disconnect with the outgoing satellite, and con-
nect to a new incoming satellite), channel quality variations
and link rate adaptation, and path fluctuations which can
further affect the performance of end-to-end connections.

In the remainder of this paper, to avoid ambiguity we use
end host to refer to the “user terminal” and use terminal
to represent the “satellite terminal” plotted in Figure 1. In
addition, because SpaceX’s Starlink is currently the largest
operational LSN with more than 4 million subscribers [7],
and OneWeb only provides services for businesses [5] and is
currently unavailable for individual academic users, in this
paper we carry out our performance study based on Starlink.

3 END-TO-END CONGESTION CONTROL
STRUGGLES UNDER LEO MOBILITY

3.1 Network Characteristics of LSNs
First, we conduct three independent experiments to profile
Starlink’s basic network characteristics (i.e., maximum link
capacity, RTT and packet loss rate) based on two terminals
of our research partners deployed in New Jersey (NJ) and
Madrid (MD). In particular, to measure the maximum link
capacity, we follow the probing method used in [29] and
run iperf3 on the end host to saturate the satellite link by
generating high-volume UDP traffic between the terminal
and an Oracle cloud server behind the corresponding gate-
way. We use tcpdump to capture packet-level network traces
for analysis. Each cloud server has sufficient incoming/out-
going network capacity and thus is not the bottleneck on
the end-to-end path. We connect our end-host laptop to the
home router via a wired Ethernet which has sufficient link
capacity and is also not the bottleneck. To measure RTT,
we perform ping tests every 5ms from the end host to the
server. To measure the packet loss rate, we generate UDP
traffic between the end host and server to calculate the loss
rate in every 100ms interval based on the tcpdump trace.
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Figure 3: Average/90th/95th-percentile RTT against the
average throughput of various CCAs in Starlink.

Based on our real-world measurement, we find that from
an average perspective Starlink performs quite well: the av-
erage uplink/downlink capacity can reach about 32/187Mbps
in NJ and 30/357Mbps in MD, while the average RTT in
NJ/MD is about 59/27ms. However, due to the LEO mobility,
end-to-end connections through Starlink suffer from drastic
network variations over time as plotted in Figure 2: (i) the
maximum link capacity can drastically fluctuate between
10Mbps and 65Mbps in three minutes; (ii) RTT drastically
changes over time. Based on our further traceroute inves-
tigation, we find the high delay jitter between the end host
and gateway is the culprit; and (iii) even at low data rates
below network capacity, end-to-end flows can experience
unpredictable bursts of packet loss during data transmission.

3.2 CCA Performance under LEO Mobility
Next, we run experiments to measure the achievable perfor-
mance of several kinds of representative end-to-end CCAs
in our vantage points described in §3.1: (i) loss-based CCAs,
Reno and Cubic [23], which use packet losses as the sig-
nal for adjusting data sending rate; (ii) delay-based CCAs,
Vegas [13] and Copa [11], which exploit measured delay
to estimate network congestion and adjust sending rate;
(iii) model-based CCAs, Google BBRv1/v3 [6, 14], which fre-
quently measure the bottleneck bandwidth and minimal RTT
to model the bandwidth-delay product (BDP) of the path,
and accordingly regulates sending rate; (iv) learning-based
CCA, PCC-VIVACE [17], which can automatically adapt it-
self to various conditions based on a utility function without
manually tuning; and (v) Sprout [49] and Verus [53] that
are specifically designed for conventional cellular networks
with rapidly changing link capacity as well. We notice that
the live Starlink network is an un-reproducible environment,
and the link capacity allocated to the terminal may change
drastically in different hours of the day [20]. Hence, to alle-
viate the impact of uncontrolled environmental factors as
much as possible, all experiments are conducted in similar
off-peak time periods of the day and under similar weather
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Figure 4: Impact of LEO-induced variations on Copa.
conditions. For each CCA, we run more than thirty 2-min
tests to obtain the statistical results.
Observations in live Starlink. Figure 3 plots the average,
90th and 95th-percentile RTT against the average throughput
achieved by various CCAs in Starlink uplink measured in
MD. Results measured in NJ are similar and are omitted due
to the page limit. Recalling the basic network characteristics
in Figure 2, we observe that in live Starlink, existing CCAs
either overshoot the link capacity and suffer from high RTT
amplification (e.g., Verus, VIVACE and BBRv1) as compared
to non-congestion scenarios, or send data too conservatively,
leading to different degrees of throughput degradation (e.g.,
Cubic, Vegas, BBRv3, Sprout and Copa).

3.3 Understanding the Root Causes
Analysis methodology. To uncover the root causes behind
the performance degradation, in addition to analyzing the
network traces of CCAs captured in live Starlink, we build a
controlled and reproducible network environment by com-
bining: (i) tcpdump traces captured from the live Starlink,
and (ii) a trace-driven, reproducible network emulation built
by extending a research-grade trace-replayer [37]. We ex-
tract the network characteristics from our tcpdump traces,
based on which we build the fully controlled test environ-
ment that can replay real Starlink network conditions with
drastic variations. This reproducible environment enables
us to inspect the root causes of performance degradation of
various CCAs, described as follows.
Loss-based CCAs: End-to-end connections experience non-
congestion packet losses over the unstable LEO satellite links.
It is a well-known limitation that Cubic and Reno can not
discriminate such non-congestion packet losses. As a result,
they mistakenly think network is congested and shrink their
congestion window conservatively when non-congestion
packet losses occur, causing self-limited throughput.
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Figure 5: Impact of LEO-induced variations on different versions of BBR.
Delay-based CCAs rely on a basic assumption that the in-
crease in RTT observed by the sender may reflect queuing at
the bottleneck link. However, recalling the non-congestion
delay jitter observed in Figure 2b, we observe that delay-
based CCAs can be seriously misled in LSNs because it is
difficult for them to distinguish whether the observed RTT
changes are caused by congestive queuing or by path fluctu-
ations due to LEO mobility. Specifically, Vegas detects con-
gestion by increasing RTTs, and we observe that Vegas is
frequently misled by these non-congestion RTT increases in
LSNs, resulting in severe throughput degradation. Similarly,
Copa is a recent delay-based CCA that converges on a target
sending rate 1/(𝜎 ·𝑑𝑞) where 𝑑𝑞 is the measured queuing de-
lay and 𝜎 is a constant. Copa adjusts the congestion window
in the direction of this target rate, and estimates the queuing
delay as 𝑑𝑞 = RTTstanding - RTTmin, where RTTstanding is
the smallest RTT observed over a recent short time-window
and RTTmin is the smallest RTT observed over a long period
of time (e.g., 10 seconds). We find that as the environmen-
tal RTT fluctuates frequently and drastically, Copa usually
overestimates 𝑑𝑞 and then limits its sending rate.
Figure 4 plots a concrete example illustrating the self-

constrained rate adaptation observed in Copa. When the
environmental RTT suddenly increases to a new level, al-
though Copa’s RTTstanding estimation can be updated in
time, it still takes a long time for Copa’s RTTmin estimation to
converge to the correct value. Therefore, as the environmen-
tal RTT changes drastically, Copa frequently underestimates
RTTmin, and then overestimates 𝑑𝑞 which is RTTstanding
- RTTmin. As a result, Copa mistakenly infers that there is
congestion in the network and limits its sending rate. In the
experiment of Figure 4, Copa only achieves about 20% link
utilization and 6.84Mbps throughput on average.
Model-based CCAs: BBR frequently probes the network for
its propagation RTT (pRTT) and bottleneck bandwidth (bBW),
and then adjusts sending rate to match the bandwidth-delay
product (BDP). Figure 5 plots the time-varying queuing de-
lay, packet loss rate and throughput achieved by different
versions of BBR in our controlled, reproducible environment.
We identify several issues in BBR.

BBRv1 experiences bBW overestimation and pRTT under-
estimation under the drastic network variations caused by
LEO mobility. First, BBRv1 estimates bBW by the maximum

delivery rate (𝑑𝑒𝑙𝑖𝑣𝑒𝑟𝑦𝑅𝑎𝑡𝑒) over a 10-RTT window. When
the link capacity fluctuates drastically, such a maximum fil-
ter always over-estimates bBW. Note that BBRv1’s sending
rate is set by the estimated bBW multiplied by a factor called
pacing_gain∈ {1.25, 0.75, 1, 1, 1, 1, 1, 1} and the data in flight
is capped by cwnd=2×BDP. When the link capacity fluctu-
ates, because bBW is overestimated, BBRv1 overshoots the
link capacity until the data in flight reaches 2×BDP, result-
ing in high queuing delay especially when the link capacity
significantly slumps. Second, BBRv1 estimates pRTT by the
minimum observed RTT over a 10-second window. Thus,
when the RTT increases due to LEO mobility rather than
congestion, BBRv1 under-estimates pRTT. However, because
bBW is overestimated most of the time, while pRTT is under-
estimated much less often, in our experiments we observe
that in most cases the BDP is still overestimated.

BBRv3 has made several modifications upon BBRv1. One
important aspect is that BBRv3 estimates bBW as the min-
imum value of two new parameters bw_high and bw_low.
Specifically, bw_high is calculated by the maximum deliv-
ery rate over a short window, while bw_low is set to an
extremely high value when there is no packet loss, but is
set to max(𝑙𝑎𝑡𝑒𝑠𝑡_𝑑𝑒𝑙𝑖𝑣𝑒𝑟𝑦𝑅𝑎𝑡𝑒, 0.7×bw_high) if packet loss
rate > 0. In other words, BBRv3 suppresses the sending rate
in case of packet loss. The original intention of this change
is that when packet loss occurs, it may indicate congestion,
so BBRv3 should reduce the sending rate. However, in our
experiments, we observe that due to random packet losses
in LEO satellite links, BBRv3 avoids overshooting the link
but is less resilient to non-congestion loss as compared to
BBRv1. As a result, BBRv3 can only achieve less than 65%
link utilization on average under Starlink lossy links.
Learning-based CCAs: Recent CCAs like VIVACE try to
learn from the observed network conditions based on a util-
ity function, and accordingly estimate a proper sending rate.
Specifically, VIVACE’s utility function is calculated based on
the sending rate contribution, latency penalty (calculated by
RTT gradient) and loss penalty in each measurement inter-
val. We observe two performance issues in VIVACE. First,
non-congestion RTT increase caused by LEO mobility can
amplify latency penalty and result in inaccurate utility es-
timation. Second, VIVACE incorporates a dynamic change
boundary 𝜔 to limit the rate change in a certain range. The

37



Mind the Misleading Effects of LEO Mobility on End-to-End Congestion Control HOTNETS ’24, November 18–19, 2024, Irvine, CA, USA

original intention of 𝜔 is to avoid drastic rate change that
overshoots the link capacity [17], but such a boundary also
leads to slow rate convergence in Starlink as the link capac-
ity changes rapidly. As a result, VIVACE: (i) under-utilizes
the network when the link capacity drastically increases
or when the propagation RTT suddenly increases due to
LEO mobility; and (ii) overshoots the network when the link
capacity drastically decreases, causing high queuing delay.
The fundamental challenge. Summarily, we find that it
is quite challenging for existing CCAs to detect network
congestion promptly and accurately in an LSN with drastic,
multi-dimensional network variations induced by LEOmobil-
ity. Essentially, every CCA relies on certain network models
and assumptions, based on which the CCA infers network
conditions and whether congestion occurs. However, these
fundamental assumptions they used become inaccurate in
emerging LSNs. Link capacity, RTT and loss rate can change
frequently and drastically in LSNs, mixing both congestion
and non-congestion variations, and existing CCAs can easily
be misled by these non-congestion signals. Considering the
fundamental challenge is that it is hard for end-to-end CCAs
to discriminate whether the observed performance changes
are caused by congestion or not, we argue that CCAs in LSNs
require some effective indicators which can implicitly help
end host discriminate non-congestion performance changes.

4 LEO RECONFIGURATION IS CLOSELY
RELATED TO NETWORK VARIATIONS

In this section, we introduce our analysis on the correlation
between the reconfiguration of Starlink satellite links and
end-perceived network variations. We find that the special
LEO reconfiguration could be a useful indicator for discrimi-
nating non-congestion variations.
Reconfiguration of LEO satellite links is an important
feature in today’s LSNs. Due to the highmobility of LEO satel-
lites, the ground-to-satellite connections have to be reconfig-
ured frequently to guarantee seamless and available satellite
connectivity for terrestrial terminals. Taking Starlink as an
example, in practice there are two mechanisms that jointly
determine the reconfiguration in Starlink. First, according
to the public document published by SpaceX [8], Starlink
leverages a global re-configurator to plan connections on 15-
second intervals. This global re-configurator continuously
re-generates and distributes a schedule of connection han-
dovers between terminals and satellites, and between adja-
cent satellites. Several recent measurements (e.g., [26, 36, 46])
also confirm the existence of the global re-configurator from
different vantage points around the world. Second, in addi-
tion to the global re-configurator, we find that there is a local
re-configurator which may update the allocated satellite be-
tween two global reconfigurations. We observe that a local
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Figure 6: Correlation between Starlink’s LEO reconfig-
uration and end-to-end network variations.

reconfiguration usually occurs when the terminal suffers
from poor signal strength or is obstructed, as it should be
too late to wait for a global reconfiguration.
Obtaining LEO reconfiguration on end host. In the live
Starlink, the exact time when a reconfiguration occurs can
be obtained on the end host. First, in our vantage points, the
global reconfigurations occur at exactly the 12th, 27th, 42nd,
and 57th second everyminute. Second, local reconfigurations
can be detected by analyzing the information provided by the
satellite terminal. Concretely, Starlink’s terminal provides an
internal gRPC service with APIs that expose some basic in-
formation to end host. Using the starlink-grpc-tools [9],
we can extract the obstruction maps from the dish, which
are 2-dimensional images plotting the trajectory of satellites
allocated to the dish recently. The obstruction map updates
every second and we can identify whether a local reconfig-
uration occurs by comparing the trajectory of connected
satellite in two sequential obstruction maps.
The impact of reconfiguration on network variations
is multifaceted. On the one hand, reconfiguration of satellite
links may update the radio frame allocation for terminals
which further changes the physical layer transmission rate
of satellite links [19]. On the other hand, reconfiguration is
also highly correlated to path fluctuations, because it may
change the satellite allocated to the terminal and even update
the path from the allocated satellite to a new ground station
which is invisible to terminals [26]. Such path fluctuations
can further exacerbate RTT variations and bursty loss.

Figure 6 plots a concrete example illustrating the correla-
tion between Starlink reconfigurations and network varia-
tions. We obtain several interesting observations. First, the
time-varying capacity/RTT can be approximately fitted as
a step function divided by a sequence of reconfigurations.
When switching to a new step, because the reconfiguration
may change the link capacity and space segment path, both
capacity and RTT may suddenly “jump” to a new state in-
dependent with the previous one. Second, inside a step, the
capacity and RTT changes are relatively mild and smooth.
This is likely because the network path does not fluctuate
between two reconfigurations and network conditions are
mainly affected by noises (e.g., wireless channel variations).

38



HOTNETS ’24, November 18–19, 2024, Irvine, CA, USA Zeqi Lai et al.
C

D
F

1.0

0.8

0.6

0.4

0.2

Global Reconf 

Local Reconf 

Non-Reconf

0.0
75 50 25 0 25 50 75

Bandwidth Difference (Mbps)

(a) Link capacity variations.

 

 

(b) RTT variations.

Figure 7: Statistical analysis on network variations.

Statistical correlation analysis. Further, we perform a
long-term statistical analysis to quantitatively analyze the
correlation between LEO reconfiguration and the observed
network variations. We run iperf3 to independently mea-
sure the maximum link capacity and non-congestion RTT on
our vantage points for one month, based on which we obtain
a large number of one-second samples of average capacity
and min RTT measured in every second. We calculate the
network variation Δ𝑇 as the performance at𝑇 second minus
that in the previous 𝑇 − 1 second. Figure 7 plots the CDF of
network variations associated with a global/local reconfig-
uration or not. We observe that an LEO reconfiguration is
often associated with drastic network variations (e.g., sig-
nificant capacity change or obvious propagation RTT vari-
ation). More than 80% of global reconfigurations involve
high capacity variations with more than 10Mbps sudden in-
crease or decrease. About 20% of the reconfigurations can
even result in ≥40Mbps capacity variation between two ad-
jacent seconds. About 90% of capacity variations during the
non-reconfiguration period are less than 5Mbps. The similar
observations can also be found in the RTT variations. The
above correlation between reconfiguration and variations
suggests that LEO reconfiguration is a critical factor that
triggers non-congestion capacity and RTT variations in an
LSN like Starlink.

5 EXPLOITING LEO RECONFIGURATION
TO ASSIST CONGESTION INFERENCE

In this section, we conduct two case studies and show our
preliminary results on how LEO reconfiguration can assist
existing CCAs to improve their performance under drastic
network variations involved by LEO mobility.
Case study (I): modifications on Copa. Considering that
LEO reconfiguration may involve non-congestion RTT fluc-
tuations which misguide the estimation of queuing delay
in the original Copa, we modify Copa’s queuing delay esti-
mation (𝑑𝑞) as follows. Assume that the last reconfiguration
occurs at 𝑡𝑙𝑎𝑠𝑡

𝑅𝑐 𝑓
, and the time window of the short/long pe-

riod for delay estimation is𝑊𝑠ℎ𝑜𝑟𝑡 /𝑊𝑙𝑜𝑛𝑔. We modify Copa

Table 1: Performance comparison between the original
and reconfiguration-aware version of Copa and BBR.

Performance Improvement

CCA
Average 

Throughput 
(Original/Modified)

Average RTT[ms] 
(Original/Modified)

95th RTT[ms] 
(Original/Modified)

BBRv1 27.96 / 26.24 Mbps 60.30 / 42.11 ms 97.95 / 78.30 ms
Copa 6.84 / 11.93 Mbps 34.30 / 34.54 ms 38.05 / 38.61 ms

to estimate the queuing delay at any time 𝑇 (i.e., 𝑑𝑞 (𝑇 )) by:
𝑑𝑞 (𝑇 ) = RTTstanding(𝑇 ) − RTTmin(𝑇 ), where

RTTstanding =𝑚𝑖𝑛(𝑅𝑇𝑇𝑡 ),∀𝑡 ∈ (𝑚𝑎𝑥 (𝑡𝑙𝑎𝑠𝑡
𝑅𝑐 𝑓

,𝑇 −𝑊𝑠ℎ𝑜𝑟𝑡 ),𝑇 ],

RTTmin =𝑚𝑖𝑛(𝑅𝑇𝑇𝑡 ),∀𝑡 ∈ (𝑚𝑎𝑥 (𝑡𝑙𝑎𝑠𝑡
𝑅𝑐 𝑓

,𝑇 −𝑊𝑙𝑜𝑛𝑔),𝑇 ] .
(1)

Different with the original Copa implementation, the above
RTT estimations filter out RTT samples captured before the
last reconfiguration. In other words, once a reconfiguration
occurs, themodified Copa clears historical RTT samples in its
RTTstanding and RTTmin estimators, because a reconfigura-
tion may trigger path fluctuation and update the propagation
RTT to a new and independent level. In addition, to miti-
gate the impact of RTT variations during the reconfiguration
interval, we set𝑊𝑙𝑜𝑛𝑔 to about 20 × 𝑅𝑇𝑇 .
Case study (II): modifications on BBRv1. BBR is a CCA
that models the bottleneck link based on a bottleneck band-
width estimator�𝑏𝐵𝑊 and a propagation RTT estimator �𝑝𝑅𝑇𝑇 .
In the current implementation of BBRv1, �𝑏𝐵𝑊 /�𝑝𝑅𝑇𝑇 esti-
mates the bottleneck bandwidth (bBW)/propagation RTT (pRTT)
by calculating the maximum bBW/minimum pRTT over a cer-
tain time window denoted as𝑊𝐵𝑊 /𝑊𝑅𝑇𝑇 . Assume the last
reconfiguration occurs at 𝑡𝑙𝑎𝑠𝑡

𝑅𝑐 𝑓
, we modify BBRv1’s band-

width and RTT estimators at time 𝑇 as follows:�𝑏𝐵𝑊 (𝑇 ) = 𝑓 (𝑑𝑅𝑎𝑡𝑒𝑡 ),∀𝑡 ∈ (𝑚𝑎𝑥 (𝑇 −𝑊𝐵𝑊 , 𝑡𝑙𝑎𝑠𝑡
𝑅𝑐 𝑓

),𝑇 ], (2)�𝑝𝑅𝑇𝑇 (𝑇 ) =𝑚𝑖𝑛(𝑅𝑇𝑇𝑡 ),∀𝑡 ∈ (𝑚𝑎𝑥 (𝑇 −𝑊𝑅𝑇𝑇 , 𝑡
𝑙𝑎𝑠𝑡
𝑅𝑐 𝑓

),𝑇 ], (3)
where 𝑑𝑅𝑎𝑡𝑒𝑡 is the delivery rate and 𝑓 is a Kalman fil-
ter [27] which replaces the max filter in original BBRv1 when
pacing_rate≠ 1.25. The underlying idea behind our modi-
fication is that: (i) a Kalman filter can track the time-varying
capacity more accurately and avoid overshooting the satel-
lite link; and (ii) once a new reconfiguration occurs, we force
the estimators discard historical bandwidth/RTT measure-
ments captured before the reconfiguration since they might
be independent with the current new network condition.
Preliminary improvement. Table 1 plots the throughput
and RTT results achieved by the original versions and by
our reconfiguration-aware modifications under the same
Starlink traces in our reproducible testbed. We observe that
our modifications: (i) improve BBRv1’s estimation on bBW
and BDP, and reduce 30.2%/20.1% of the average/95th RTT
for BBRv1 with very small throughput penalty; (ii) improve
Copa’s estimation of queuing delay and then enhance 74.4%

39



Mind the Misleading Effects of LEO Mobility on End-to-End Congestion Control HOTNETS ’24, November 18–19, 2024, Irvine, CA, USA

of the average throughout for Copa with little delay penalty.
The preliminary improvements indicate that making CCA
reconfiguration-aware may be a feasible approach to enable
CCA to adapt to LEO mobility and improve the end-to-end
connection performance over LSN.

6 RELATEDWORK
Internet congestion control has been one of the most active
areas of research in computer networking over the past thirty
years. Previous efforts closely related to our work include:
End-to-end congestion control. In addition to those clas-
sic CCAs introduced in §3, other previous efforts have stud-
ied CCAs specially for rapidly varying networks such as
WiFi/cellular networks [30, 31, 33, 39, 50–52]. However, these
works rely on specific characteristics (e.g., resource block
information in cellular networks) that are unavailable in
current LSNs. In addition, [14] depends on low-layer infor-
mation, which limits its applicability since in current op-
erational LSNs like Starlink, the Link-layer or PHY-layer
information of satellite links is not exposed to the end host.
Explicit congestion control. Many previous works pro-
pose to use explicit congestion signal to improve CCAs. For
example, BMCC [40, 41] introduces explicit control to insert
ECN bits in the intermediate nodes with congestion. The
recent ABC [21] is an explicit CCA for network paths with
time-varying wireless links. ABC requires modifications on
the access point (e.g., a WiFi router or LTE base station).
Since the satellite access points in an LSN are hard to modify,
it is difficult to directly apply ABC in current LSNs.
Measuring satellite networks. Authors of [16] compared
the performance of TCP Cubic and BBR in a commercial
GEO satellite network. The rapid development of recent
LSNs has stimulated a number of measurement studies to
reveal the architecture [38, 42, 46], physical-layer charac-
teristic [19, 25], network performance [20, 24, 26, 28, 34–
36, 47, 48, 54], and the impact on social medias [44, 45] of
LSNs. Authors of [1, 12] have conducted preliminary mea-
surement studies on classic TCP congestion control in Star-
link network, but they did not examine the performance of
the latest CCAs (e.g., BBRv3, Copa and VIVACE) and perform
a white-box analysis to reveal the root causes (as §3.3). These
pioneering measurement efforts complement our work.
Congestion control in ad-hoc networks. In the early
2000s, several modifications like TCP-F [15] and ATCP [32]
were introduced to adapt TCP to ad-hoc networks, where the
network infrastructure might also be dynamically updated.
Several approaches [18, 22, 43] focused on adapting RTO
value to enhance TCP performance in ad-hoc networks. Dif-
ferent from traditional ad-hoc networks, operational LSNs
havemany new features such as themega-constellation scale,
very frequent network dynamics, the predictability of global
reconfiguration, and thus involve new challenges on CCAs.

7 DISCUSSIONS AND OPEN QUESTIONS
Generality. Experiments in this paper were mainly con-
ducted based on Starlink, since currently it is the only oper-
ational broadband LSN available for individual users. Since
LEO mobility is an inherent characteristic of all LSNs, we
believe all LSN operators need a reconfiguration-like mecha-
nism to manage and schedule their ground-to-space connec-
tions, which can assist end-to-end congestion control. We
will extend our study to other operational LSNs in the future.
Limitations of existing methods for obtaining reconfig-
uration information. Based on the gRPC service provided
by the Starlink terminal, an end host can detect whether a
reconfiguration occurs in seconds. However, this time gran-
ularity may not be sufficient to ultimately achieve accurate
congestion control that can adapt to millisecond-level net-
work changes. We leave the exploration of a practical and
more accurate method to detect LEO reconfiguration and
improve real-time congestion control as our future work.

Finally, we discuss several open questions and hope they
can inspire future CCA research for LSNs.
Q1: Considering the drastic, multi-dimensional net-
work variations induced by LEO mobility, are single-
basis CCAs suitable for LSNs? Many CCAs only rely on a
single basis to infer network congestion. For example, Cubic
depends on loss and Copa/Vegas depends on RTT changes.
However, due to the LEO mobility, end-to-end connections
can experience various network changes (i.e., capacity, delay
and loss) unrelated to congestion. We suspect it is impos-
sible to achieve prompt and accurate congestion detection
via only monitoring a single network metric in LSNs, unless
there is an explicit signal for congestion discrimination.
Q2: Should LSN operators expose more low-layer in-
formation to CCAs? A classic direction to improve CCAs
under time-varying network conditions is to use the under-
lying information that can reflect the channel quality more
accurately and promptly to assist CCAs (e.g., [21, 52]). This
direction might also work for LSNs, but it requires satellite
operators expose sufficient information and APIs on their
terminals, but may involve new challenges in system stability
and security, if the user has been granted higher privileges.
Q3:Would a unified networkmonitor tailored for LSNs
help? Since all CCAs rely on monitoring certain network
metrics, we leave a unified network monitor tailored for
LSNs which can characterize rapidly varying LSN conditions
more efficiently (e.g., by exploiting those insights in §5) and
benefit all CCAs running on the end host as our future work.
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