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ABSTRACT
Domain validation is the primary method used by Certificate
Authorities for affirming administrative control over a do-
main for issuing TLS certificates. Prior work has repeatedly
shown its vulnerability to hijacking, prompting the use of
multiple vantage points for validation. However, the use of
static vantage points, as in Let’s Encrypt’s MultiVA system,
is still subject to targeted attacks. Validators should therefore
be both distributed and selected in an unpredictable fashion,
which is expensive to achieve with dedicated infrastructure.

We take a novel approach to tackle the limitations im-
posed by dedicated infrastructure on domain validation. We
develop a system, dubbed ADDVent, that leverages adver-
tisement networks (adnets) to recruit and orchestrate web
clients as a massively distributed and unpredictably arranged
set of validators, resistant to targeted hijacking. We experi-
mentally demonstrate that, at lower cost than with dedicated
infrastructure, ADDVent achieves performance comparable
to Let’s Encrypt. We characterize the effects of key param-
eters to control cost and throughput and we show that the
system achieves less exposure to interception than the Mul-
tiVA deployment, through better distribution of validators.

Since ADDVent uses an untrusted pool of web clients, we
discuss a variety of countermeasures to address possible ma-
nipulation through Sybil attacks, includingmethods based on
the coordination of secrets between adnet and orchestration
server for separating legitimate and malicious clients.

CCS CONCEPTS
• Security and privacy→ Security protocols.
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1 INTRODUCTION
Today, as much as 97% of all web traffic uses the Transport
Layer Security (TLS) protocol for encrypted communication
[12], based on digital certificates that ensure the authenticity
of the parties. Thus, Internet security builds on the secure
issuance of certificates by Certificate Authorities (CAs).

Domain validation. The most critical part of certificate
issuance is validating ownership of domains. During domain
validation (DV) the applicant is typically given a random
token to place in either a DNS TXT record or a .txt file
under the webserver’s root directory. The CA then sends
a challenge (DNS or HTTP query) to the target domain. If
the correct response is echoed, validation is successful and
the CA returns a signed certificate. However, this challenge-
response validation is conducted via unencrypted and unau-
thenticated channels and heavily relies on the security of
DNS [RFC1035] and underlying routing protocols (e.g., BGP),
leaving DV vulnerable to attacks. If an adversary can inter-
cept the DV communication, e.g., via DNS or BGP hijacks
[2, 6, 13], it can trick a CA into issuing a valid yet bogus cer-
tificate for a domain that the adversary does not legitimately
own. Adversaries have, for example, launched such attacks
to steal millions of dollars worth of cryptocurrency [4, 20].

Evolution of domain validation. Vanilla DV, performed
with a single vantage point, was shown to be vulnerable
[7]. An adversary can manipulate the challenge request of
the CA, causing it to be executed against the adversary’s
servers. Subsequently, the largest CA, Let’s Encrypt, set up
additional vantage points [3]. Dubbed MultiVA, 3 out of 4
vantage points independently send a challenge to the target
domain, increasing security on the assumption that 3 van-
tage points are more difficult to attack than one. Simulations
have shown that the resilience of a domain against bogus
certificates is 88.6% [11]. However, this considers only same-
prefix BGP hijacks, excluding many other attack vectors. Due
to interdependence between DNS and inter-domain routing
infrastructure, DNS cache poisoning can also be leveraged
to facilitate BGP hijacks [14, 19]. In fact, [15] exploited a
property of DNS resolvers’ nameserver selection to force all
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vantage points to query a single nameserver of the adver-
sary’s choice, making it easier to hijack all vantage points.

Static validators. The fundamental problem is that, since
the vantage points are always at the same IP or on the same IP
prefix, the adversary can launch a targeted attack in advance
of the DV process. This was exploited in [15] to subvert even
MultiVA, demonstrating that merely increasing the number
of vantage points does not suffice. We argue that vantage
points must also be unpredictably selected from a large pool,
so the adversary does not know in advance whom to target,
and cannot feasibly attack the entire pool. With a dedicated
deployment, creating such a large pool is not practical, as
it would require a significant amount of geographically dis-
tributed infrastructure, prohibitively increasing costs.
Crowdsourced distributed domain validation.Moti-

vated by the limitations of existing DV mechanisms, we de-
velop a system that resolves them using a novel approach: dis-
tributed domain validation crowdsourced fromweb browsers.
Our design increases the scale of the distributed infrastruc-
ture available to DV with web clients recruited via adver-
tisement networks (adnets). We show that this approach is
feasible and practical through extensive empirical evalua-
tions, demonstrating both security and performance prop-
erties, while creating minimal load for participating clients.
We make our prototype and data open-source.1

Stronger resilience at lower cost. ADDVent avoids the
cost of maintaining a dedicated infrastructure while simulta-
neously improving the resilience of DV. Fixed vantage points
necessitate investment in geographically distributed servers
and associated maintenance costs. In contrast, ADDVent
leverages existing traffic sources, such as adnets, to recruit a
diverse pool of web clients. Our empirical evaluations indi-
cate that ADDVent can handle commercial-scale throughput
at $0.0027 per validation, compared to the higher costs asso-
ciated with dedicated infrastructure of the same scale. Fur-
thermore, while the traditional MultiVA system achieves an
88.6% resilience against bogus certificate issuance through
BGP hijacks [11], the dynamic and unpredictable nature of
ADDVent’s validator pool enhances security by making all
kinds of targeted attacks far more difficult. The massive dis-
tribution additionally reduces BGP path overlap by 51% on
average, translating to a reduction of up to 90% in potential
bogus certificates from the remaining on-path ASes.

Ethical considerations. In the design and evaluation of
ADDVent we follow the ethical guidelines for network mea-
surements [16, 24]. We do not place undue load on servers.
Clients are subjected to a maximum bandwidth usage of
~340KB and only made to contact reputable domains. Our ad
displays an explanation of what it does and how the mea-
sured data is used, and provides a clearly labeled opt-out

1https://github.com/Cyberbruecke/addvent

button that, if clicked, notifies the server and clears the ad’s
DOM, thereby stopping all further connections and process-
ing. All data associated with the IP and User-Agent of a client
that opted out is erased after the measurement completes.
Across our measurements, we received opt-out requests from
17653 out of the 1274119 unique IPs observed (~1.37%). Thus,
loss of traffic to opting out does not significantly affect eval-
uation or performance of the system. Our setup was vetted
and approved by our organization’s ethics committee.

2 SYSTEM DESIGN & IMPLEMENTATION
The principal concept behind our design is that web clients
function as distributed workers, like a puppetnet [1]. A traf-
fic source directs web clients to an orchestration (orc) server,
which coordinates task assignment and aggregates the re-
sults. Adnets are a convenient option for such a traffic source,
which we explore in this context. Each validation task in-
volves the retrieval of a challenge resource (typically a .txt
file as in the ACME standard) from a specified URL, and the
subsequent echoing of the content to the orc server. Once the
server receives a sufficient number of responses for a given
domain, it can compare the results to produce a verdict on
the success of the validation. The use of web clients produces
two conceptual differences to existing DV implementations:
1. instead of a small number of static vantage points, we can
employ a large number of random, dynamic vantage points,
making targeted attacks on validators virtually impossible,
and 2. instead of trusted validators, our approach operates
with untrusted validators. Therefore, while the system is
resilient to targeted interception, it needs to account for po-
tential malicious participants in the validator pool (“Sybil”
attacks). We lay out additional server-side design consider-
ations to guard against such subversion in Section 3. We
note here that, while domains under validation are essen-
tially leaked to validators, this is of negligible impact, since
certificates are, in practice, publicly visible ~2 minutes after
issuance, due to Certificate Transparency [18].

2.1 Client Implementation
Production version. When a client contacts the orc server,
it receives an HTML page with an embedded script and a
set of URLs. When the page is loaded, the script executes,
querying each URL. On retrieval, the script triggers another
request to the orc server to report back the content of the
resource. All requests to the orc server are over HTTPS to
prevent man-in-the-middle attacks.
SOP & CORS. Validating arbitrary domains from the

browser requires reading data cross-origin. The Same-Origin
Policy (SOP) disallows such requests from JavaScript by de-
fault, requiring the destination server to whitelist our domain
using the Cross-Origin Resource Sharing (CORS) header in
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Figure 1: Overview of system design: Green arrows indicate
secure HTTPS, red indicate insecure HTTP.

order to succeed. In a production setting, this could be made
a simple prerequisite for domains applying for a certificate,
akin to opening a firewall for requests from validator IPs.

Evaluation version. For the sake of evaluating ADDVent
with a diverse set of domains, we cannot set the CORS header
on the target servers. Thus, for our evaluation we implement
the client logic as follows: we place a set of <img> tags in
the HTML page with each src attribute set to one of the
challenge URLs, triggering requests to these as the page is
loaded. Using the onload and onerror attributes, we trigger
additional requests to report the reachability of each URL
to the orc server. Previous work used this technique to test
reachability of resources cross-origin from the browser [9].
We use the /favicon.ico as the challenge resource, as

this is a lightweight image present on many domains at a
standardized location. Due to the small size the performance
is similar to a production setting in which ACME-style .txt
files are retrieved.

2.2 Server Implementation
𝑘-out-of-𝑛 validation. The orc server maintains a queue
of domains to validate and randomly assigns these to in-
coming clients. Only clients assigned to a given domain are
authorized to send a response for that domain. Once 𝑘 match-
ing responses are received for a given domain, validation
succeeds. After a maximum of 𝑛 responses with less than 𝑘

matches, validation fails. This implements a simple 𝑘-out-of-
𝑛 validation, akin to that of MultiVA (where 𝑘 = 3 and 𝑛 = 4).
𝑘 therefore denotes the minimum number of validators.

Validator distribution. To ensure sufficient distribution
of validators assigned to the same domain, the server places
a constraint on the randomized assignment: a client cannot
be assigned to a given domain if a response has already been
received from a client with the same /𝑝 IP network prefix,

where 𝑝 ∈ [⌈𝑙𝑜𝑔2 (𝑘)⌉, 32] and can be configured to the de-
sired granularity. The smaller 𝑝 , the larger the distribution
of validators in the BGP network for any given domain.

3 DEFENSES AGAINST SYBIL ATTACKS
Using a crowdsourced system for DV means the outcome of
each validation is determined by the information provided by
the participants. Attackers could introduce large numbers of
malicious participants, which collude to manipulate the vali-
dation result. That is, an attacker could submit fake validation
results, validating its own certificate request for a domain
of interest. We therefore propose several mechanisms to in-
crease both the resource requirements for launching such an
attack and the chance of detecting malicious validators.

IP-based limits. A validation is only successful when at
least 𝑘 responses match. Validators for the same domain are
ensured to be distributed across 𝑛 distinct networks. An at-
tacker would first need to distribute malicious clients across
at least 𝑘 networks and then receive at least 𝑘 out of 𝑛 vali-
dation assignments in order to fake a successful validation.
Since domains are randomly assigned, an attacker has a
chance of ( 𝑚

𝑚+𝑙 )
𝑘 to receive 𝑘 assignments, with 𝑙 legitimate

clients and 𝑚 malicious clients in the pool. The more of-
ten the malicious clients attempt to join the pool to receive
assignments, the higher the chance of outcompeting the le-
gitimate clients. We can lower this chance by introducing
an IP-based rate limit, requiring more IP resources of the
attacker to achieve the same rate of joins. An attacker would
thus need resources akin to a large botnet.

Tokens. Our detection strategies are rooted in the coordi-
nation between traffic source (e.g., adnet) and orc server. The
simplest is a token-based method: attaching a high-entropy
token to the URL provided by the traffic source to web clients,
which directs them to the orc server. Requests containing
a valid token are thus confirmed to have originated from
the traffic source, whereas requests without are obviously
fraudulent. With adnets, an attacker would need to scrape
ads until a token is found, before attempting an attack.

Token scraping. Scraping for tokens, while significantly
raising the cost for the attacker, is still feasible with a large
botnet. Assuming random distribution of our ad, each ad
impression has a 𝑝 = 𝑚

𝑚+𝑙 chance of hitting a bot (𝑚) instead
of a legitimate client (𝑙). At a rate of 𝑟 impressions per sec-
ond, the expected time required for a bot to find an ad is
𝑡 = 1

𝑝∗𝑟 = 𝑚+𝑙
𝑟∗𝑚 . Based on recent statistics there are around

5.44 billion Internet users globally [27], spending an average
of around 6.4 hours online per day [26]. Assuming equal
distribution around the globe, around 5.44∗ 6.4

24 = 1.45 billion
users would be active at any one time. We can reconstruct
𝑟 from our experimental data (m8, Figures 3 and 4): around
355 impressions per second. A botnet of 1M bots competing
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against users for ads would thus expect to find a token in
1𝑀+1450𝑀
355∗1𝑀 = 4 seconds. As such we cannot rely just on tokens

to tag the adnet traffic.
Traffic shaping. We propose “traffic shaping” as an addi-

tional, more general countermeasure against Sybil attacks
with valid tokens, attempting to flood the orc server with
bogus validations. Adnets typically allow users to specify on
which days, at what time and in which countries their ad is
shown to clients. This can be used to encode a (temporal)
pattern that legitimate clients will follow, since they are di-
rected by the adnet, but will be unknown to attackers. Hence,
malicious clients attempting to maximize their chance of be-
ing assigned a particular domain are likely to step outside
this pattern, giving themselves away to be blacklisted. To
maintain performance, multiple campaigns with different
tokens and traffic patterns can be run in parallel. Layering
such shaping methods will drastically decrease the work an
attacker needs to do to fly beneath the radar and limit the
influence he has if he does.
Traffic limits. Finally, if an attacker does obtain a token

and stays within the legitimate traffic patterns to evade de-
tection, we can limit the attacker’s chances at success even
further in the following ways: 1. Tokens can be set to expire
after a certain amount of time and/or a number of clients,
limiting the number of attempts with a single token. 2. The
orc server can limit the rate of clients it accepts, pausing
operation if exceeded. For example, a limit of 𝑥 times the
average number of clients per minute 𝑐 would limit an at-
tacker to (𝑥 − 1) ∗𝑐 malicious clients per minute, capping his
relative advantage at 𝑥−1

𝑥
and thus his chance of fraudulently

validating a domain at ( 𝑥−1
𝑥
)𝑘 . For example, with 𝑥 = 2 and

𝑘 = 7, this leaves a chance of 0.7% for a fraudulent validation.

4 PERFORMANCE & COST ANALYSIS
4.1 Variables
We quantify the performance of the system with the fol-
lowing 3 dependent variables: validation throughput, the
average number of domains validated per second, validation
cost, the average cost per validation in USD, and validator
distribution, for which we define a path overlap metric (see
Section 5) based on the number of ASes that are on-path for
a given set of validators and a particular domain.

We identify 3 key parameters, which most strongly impact
the performance, measured by the above variables: CPM,
the cost-per-thousand impressions generated by the adnet,
k, the minimum number of matching answers required to
validate a given domain, and prefix length, the size of the
IP ranges used in assigning clients to validation tasks.

4.2 Experimental Setup
To empirically evaluate the impact of each variable outlined
above, we conduct experiments m1-m7, each configured with
the parameter values shown in Table 1. We choose param-
eter constellations that allow a comparison of 3 different
values for each parameter (marked bold) while holding the
other parameters constant. With m8 we test scalability of the
system. Our tests cover 315,115 unique IP addresses across
22,395 /16 prefixes and 205 /8 prefixes.
For each experiment we run our proof-of-concept Flask

app, reverse-proxied by Nginx, inside a Docker container
on an Ubuntu VM server. For experiments m1-m7 we use 8
CPUs and send traffic to the server with PropellerAds, which
allows very low CPM values. With m8 we use 24 CPUs and
3 adnets: PropellerAds, PopCash and EZMob.

As validation targets we subselect 45K domains from the
latest available version of the Tranco top 1M [28]. We select
15K from the top, middle and bottom of the ranking to ac-
count for possible differences in the prevalence of challenge
resources in the caches of clients. For comparability, the same
list of domains is queued at the start of each experiment.

4.3 Adnet Performance
Join rate. Figure 3 shows the distribution of clients joining
the pool per minute. Comparing m5-m7 shows that increas-
ing CPM predictably results in higher, but also more bursty,
traffic volume; lower CPM produces more stable traffic. M8
demonstrates that we can achieve both, high amounts of
stable traffic, at lower cost by using multiple adnets. This is
because more traffic can be accessed at the same CPM.
Adnet efficiency. Figure 4 compares the number of im-

pressions as registered by the adnet to the number of clients
as seen by the orc server. Only around 50-60% of the adnet-
reported impressions result in a client joining the pool.

4.4 Client Performance
Responsiveness. Unfortunately, we find that among the
subset of clients that join the pool, around 78% do not produce
any answers at all. It is thus vital to maximize the number
of validations produced by the remaining, responsive clients.
There is a fundamental trade-off between the number of

ID CPM 𝑘 Prefix Length
m1 0.06 7 /10
m2 0.06 7 /16
m3 0.06 7 /22
m4 0.06 3 /16
m5 0.06 5 /16
m6 0.12 5 /16
m7 0.24 5 /16
m8 0.20 (3 adnets) 7 /16
Table 1: Measurement parameters.
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domains assigned to each client and the latency overhead of
loading these assignments from the orc server. Over 90% of
responses are produced within the first 5 seconds (Figure 6).
In addition, when assigning 25 domains per client, as done
in m1-m7, we see very few clients produce more than 20
responses (Figure 2). When we reduce the assignments to 20
for m8, thus reducing the page weight of the orc server, we
see higher response rates produced by clients overall.

This suggests that most clients close the ad quite quickly,
leaving little or no time for sending responses. In addition,
modern browsers often pause JavaScript execution of back-
ground tabs, never executing if never viewed. However,
looking at responsive and unresponsive clients’ User-Agent
strings, we find no significant difference in distribution across
OS and browser families and versions, that might indicate a
systematic difference in behavior.

Assignment Throughput. The low client response rate
also informs the server implementation. The server should
not assign a domain to more clients than necessary. However,
rather than track active assignments, we leverage the fact
that, if a client responds at all, it generally does so within 5
seconds. We therefore curb the number of assignments per
domain in an efficient, probabilistic manner, by randomly
selecting 25 domains from among the first 75 in the queue,
rather than always assigning the domains at the front of the
queue. With this technique, a validation requires ~50-100
clients before sufficient responses are received (Figure 5).

4.5 Validation Performance
Figures 8, 9 and 10 demonstrate, respectively, the impact
of CPM, 𝑘 , and prefix length on validation throughput and

cost, comparing the experiments as highlighted in bold in
Table 1. As expected, increasing CPM increases throughput
by winning more ad impressions and thus producing more
traffic in a shorter time, while directly increasing the cost per
validation. Unfortunately, cost rises faster than throughput.
Increasing 𝑘 decreases throughput, and tends to increase
cost, as more resources are needed for each validation. In-
creasing prefix length increases throughput by lessening the
constraints on domain assignments, but does not appear to
have a significant impact on cost. The lowest CPM we were
able to set while maintaining worldwide coverage with Pro-
pellerAds was 0.06, resulting in around 10 validations per
second at a cost of roughly 0.00043$ per validation and 𝑘 = 5
(m5). The highest validation rate was achieved with m8, us-
ing 3 adnets with a CPM of 0.20 each, resulting in a peak
rate of 33 validations per second, when all 3 adnets were
generating traffic simultaneously, at 0.0027$ per validation,
with 𝑘 = 7. For comparison, Let’s Encrypt, currently the
busiest CA, averaged 46 validations per second so far in 2024
with their 𝑘 = 3 MultiVA deployment [23].

4.6 Cost Comparison
Lacking more exact numbers, we can only produce a very
rough estimate of Let’s Encrypt’s operational costs. Their
2017 budget projection was $2.91M [21], $0.5M of which
(17.2%) for “Hardware/Software” and “Hosting/Auditing”. For
2019 the projection was $3.6M [22], doing 1.2M validations
per day (=14 validations/s) [23], still with a single-server de-
ployment. Assuming linear growth over the following 5 years
and the same distribution of costs, this would mean a budget
of at least $5.35M, $0.92M of which for operations, achieving

322



HOTNETS ’24, November 18–19, 2024, Irvine, CA, USA Jens Frieß, Haya Schulmann, and Michael Waidner

0.06 0.12 0.24
CPM ($)

0

5

10

15

20

va
lid

at
io

ns
 / 

se
c

0.000

0.001

0.002

0.003

0.004

$ 
/ v

al
id

at
io

n

Figure 8: Impact of CPM.

3 5 7
validators per domain

0.0

2.5

5.0

7.5

10.0

va
lid

at
io

ns
 / 

se
c

0.0000

0.0001

0.0002

0.0003

0.0004

$ 
/ v

al
id

at
io

n

Figure 9: Impact of # validators.

/10 /16 /22
prefix length

0.0

2.5

5.0

7.5

10.0

va
lid

at
io

ns
 / 

se
c

0.0000

0.0001

0.0002

0.0003

0.0004

$ 
/ v

al
id

at
io

n

Figure 10: Impact of prefix length.

46 validations/s. This does not yet factor in the costs of the
additional 3 servers introduced in 2020 for MultiVA [5]. Even
if we assume only 2x the cost (instead of 4x), this puts the
total estimate at $1.84M. Using the costs of our most per-
formant setup ($0.0027 per validation), the same volume of
validations would cost ADDVent $3.9M with 𝑘 = 7, equating
to $1.67M with 𝑘 = 3. The lowest cost we achieved ($0.00043
per validation) would result in a total of only $0.37M, albeit
at a rate of only 10 validations/s. As a rough estimate, this
shows that ADDVent is cost-competitive with MultiVA.

5 PATH DIVERSITY
With the randomization inherent in the ad bidding and place-
ment process, targeted hijacks of the communication be-
tween validators and the target domain are virtually im-
possible. The remaining threat comes from ASes that are
already on these communication paths. Thus, the less over-
lap in BGP paths between validators and target domains,
the fewer ASes that can manipulate validation results, and
the more secure the system is. We summarize the degree of
path overlap for a single validation in the following metric:∑𝑑

𝑡=1
∑𝑘

𝑖=1
∑𝑘

𝑗=𝑖+1 |𝑆𝑖𝑡∩𝑆 𝑗𝑡 |
𝑘∗𝑛∗∑𝑑

𝑡=1
∑𝑘

𝑖=1 |𝑆𝑖𝑡 |
where 𝑆𝑖𝑡 is the set of ASes on the path

from validator 𝑖 to the target 𝑡 , and 𝑘 and 𝑑 are the total
number of validators and targets, respectively. That is, we
calculate the sum of ASes shared between any two paths
from a validator to a target AS, adjusted for the number of
validators, targets (for domains hosted in multiple ASes) and
total path length.

BGP simulation. To reconstruct the AS paths and deter-
mine the set of ASes that could intercept validation for our
experiments, we model the global BGP graph and observe
at which IPs (i.e., in which subnets) the target domain and
validators were located for each validation in our dataset.

To model the BGP graph we use data from RIPE RIS [25]
and RouteViews [29] BGP route collectors, as well as the
CAIDA AS relationships dataset [10]. We use the most recent
available datasets based on the time of each experiment.
As pointed out in [5], simulating routing at the AS-level

underestimates the path diversity of theMultiVA deployment.
We therefore de-aggregate origins based on BGP collector
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data: prefixes that are announced under the same ASN, but
through different paths are treated as unique ASes. We derive
the edges of the BGP graph from the advertised AS paths and
then apply the peer-customer relationship statuses from the
CAIDA dataset. Edges for which we cannot determine this
status are treated as a peer relationship. We use tooling from
related work [8, 17] to compute the paths between arbitrary
ASes based on the resulting graph.

To model the MultiVA deployment we attempt HTTP-
based validation of a domain under our control using certbot
and recover the validator IPs from the webserver access
log. We repeat this several times, resulting in 14 unique IPs
corresponding to 5 unique BGP origins.We then calculate the
same path overlap metric using these origins for comparison.

Results. Figure 7 shows the distribution of this path over-
lap metric across all 45K domains used in our experiments
for different 𝑘 , as well as for the MultiVA deployment. AD-
DVent produces consistently less overlap in the BGP paths
from validators to domains, due to the greater distribution
of validators across ASes.

As a more practical evaluation, we also determine or each
AS and domain, what percentage of validators would be in-
tercepted by this AS. If an AS is on-path between a target
domain’s AS and the ASes of all validators, it could manip-
ulate validation to produce a fraudulent certificate. Figure
11 compares the resulting CDF for ADDVent (with varying
𝑘) and MultiVA. Our system reduces the potential for bogus
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certificates by nearly half compared to MultiVA (from 0.236
to 0.123) when also using 𝑘 = 3; with 𝑘 = 7 the risk is reduced
by a factor of 10 (from 0.236 to 0.024).
While additional validators demonstrably increase secu-

rity, the choice of prefix length for ensuring distribution of
validators has little impact in a benign setting without attack-
ers, since the random selection inherent in the ad placement
means it is unlikely for two clients from the same network
to be assigned to the same domain in the first place.

6 FUTURE RESEARCH
DNS queries. Neither JavaScript nor WebAssembly, the
open standard of W3C, support direct DNS queries. While
DNS-over-HTTP (DoH) APIs exist, we specifically want each
client to use its default DNS resolver to avoid central points
of attack. Future research could explore ways to integrate
DoH APIs to enable web clients to perform DNS queries
while maintaining decentralized validation. One possibility
would be to create JavaScript APIs that allow for DNS queries
directly from the client-side scripts. Another direction is to
map out existing DoH services to determine if the degree of
distribution is sufficient for use with ADDVent.

Adblocking. Using adnets as sole traffic source makes the
diversity of the validators contingent on the prevalence of ad-
blocking software. Future research could explore alternative
traffic sources to diversify the recruitment of web clients and
ensure the robustness of ADDVent. Such sources might be so-
cial media platforms, content delivery networks, or browser
extensions. Another research direction is to investigate tech-
niques that work alongside adblocking, ensuring that the
system can still recruit a broad and diverse set of web clients.
An interesting direction is to explore user incentive mod-
els that encourage participation in the validation process,
potentially integrating with platforms that have high user
engagement without relying on traditional advertisements.

7 CONCLUSIONS
We identify two important factors in distributed domain
validation: 1. Validator perspectives should be sufficiently
diverse so as to, ideally, avoid any ASes being on-path to all
validators. This can be improved by increasing the number
of vantage points. 2. Validators should be unpredictable to
prevent targeted attacks on validators (e.g., DNS cache poi-
soning or BGP hijacks). This can be achieved by randomly
choosing validators for each validation from a large pool.

However, both factors dramatically increase infrastructure
costs for dedicated deployments. We therefore propose a new
approach for distributed DV, which recruits web clients as
ephemeral validators. We show that, using adnets, this is
cost competitive with Let’s Encrypt’s MultiVA deployment

and achieves commercial-scale throughput, while resolving
the above limitations.

While the use of untrusted web clients exposes the system
to Sybil attacks, we discuss several mechanisms to signifi-
cantly raise the cost of attacks and severely limit an attacker’s
chance of tricking the system to produce bogus certificates.
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