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•  Introduction and motivation"
–  Distributed Cloud IaaS : Economy of Scale"
–  Applications: high-end, HPC"
–  Inter-Cloud Virtual Networking : Multi-domain, wide-area"

•  Inter-cloud layer-2 networking"
–  Inter-domain VLAN connection "
–  Point-to-point and multi-point connections"

•  Capacity Model"
–  Maximal Number of connections "
–  Model: complete multipartite graph "
–  Static and dynamic capacity"

•  Conclusion"
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Virtual HPC, Condor, Workflow, etc!
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Virtual Networking (1)!
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•  Multiple VM interfaces"
–  Management plane: Internet for reachability"
–  Data plane: virtual system networking -> isolation, QoS"

•  VM and data center networking"
–  Layer 3 tunneling: GRE"
–  Layer 2 emulation: VXLAN"
–  Layer 2 VLAN"

•  Wide area networks connecting distributed clouds: 
multi-domain network environment"
–  IP tunneling: low performance"
–  MPLS: complex and expensive"
–  VLAN connections"
–  Layer-1 optical path"



Virtual Networking (2)!
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•  Mechanism"
–  Label (tag) for communications channel isolation and 

identity : IP address, MPLS labels, vlan, lambda, "
– Bandwidth control: orthogonal to label control"

•  Layer-2:"
•  Cheap, QoS, everywhere"
•  Carrier Ethernet"
•  Dynamic circuits : PNNI, GMPLS, OSCARS, NSI, Stitching"
•  Does it scale??"



Laye-2 based Distributed Cloud: a rosy 
picture!



The reality : constraints !

•  Label continuity: label locality vs global "
•  Limited label space : 4096 vlans"
•  Dynamic label path provisioning is not widely 

deployed : End-to-end automation is difficult"
– ESNet and I2 (OSCARs)"
– NSI (GLIF)"

•  No multi-point connection"
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The reality (2)!
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Hybrid environment!



The reality : it is hard and not efficient!

•  Challenge:"
–  Static routing and tag assignment with tag continuity 

constraint is NP-Hard "
–  Tag continuity causes low utilization"
–  Provisioning process is painful and could be long"

•  Solutions : dynamic stitching"
–  Label translation"
–  Label tunneling"
–  Label exchange"
–  End point location neutrality :  virtual system"
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Static Capacity!
•  Still vlan tags are scarce commodity in many 

networks : 10 vlans out of most Exogeni rack 
sites now "

•   often the vlan tags are exhausted before the 
bandwidth is consumed "

•  Inter-cloud network capacity (Static)"
– maximum number of concurrent inter-cloud 

connections in the system "
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Capacity graph model!

•  Complete n-partite graph. "
–  n cloud sites "
– site Cii , its regional network Ri, Mi pre-provioned 

vlan, i� {1 . . . n}, connects to the backbone 
networks"

– Backbone networks have “unlimited” vlans"
– Edge e=(vx,vj)�E, "

"
"
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same tag. A similar problem has been extensively studied
in WDM networks [14]. Static routing and tag assignment
with tag continuity constraint is NP-Hard and often causes
low network utilization. The network also suffers from poor
blocking performance in the dynamic traffic case. The main
solutions to alleviate the problem are (1) to make all or some
of the nodes capable of tag conversion, and (2) to apply
more efficient routing and tag assignment algorithms. For
our distributed cloud applications, we also have the third
advantage: (3) majority of these virtual system requests are
location neutral, i.e., the virtual nodes can be placed in any
cloud sites as long as certain performance requirements can
be met.

While a VLAN tag from a particular domain can not be
reused, adjacent links with different tags on a path can be
stitched together if one domain can do VLAN translation
or tunneling. Within a cloud site, the intra-site VLAN cir-
cuits can have the full capacity of the intra-site Ethernet
switch. The advanced transit networks normally provision
dynamic VLAN circuit services using any tag pairs from the
full VLAN range between a pair of border interfaces as their
internal networks are normally large Ethernet networks with
big capacity and VLAN translation or tunneling capability.

However, most of the regional networks, having to serve a
large local customer base first, do not provide the dynamic
circuit services, including the VLAN translation and tunnel-
ing capability. Instead, they normally only provision a small
number of fixed dedicated VLAN circuits terminating at a
backbone transit network, for a cloud site to reach outside.
This means the inter-cloud network infrastructure would be
a hybrid environment with mixed dynamic and fixed VLAN
circuit capabilities, and the regional networks are often the
bottlenecks.

For an end-to-end connection, ExoGENI would coordi-
nate the VLAN link creation and tag choice from each of
the underlying domains, and assemble them to form an end-
to-end path via an advanced stitching mechanism. As VLAN
translation is not available in all the domains in our inter-
cloud environment, ExoGeni came up with a novel Label Ex-
change mechanism, implemented by deploying extra VLAN
exchange switch(s) in strategically chosen location(s) to fa-
cilitate end-to-end connection. For multi-point request, af-
ter splitting and being embedded into multiple cloud sites,
the VMs in each partition in a particular site will share
the same VLAN circuit to the wide area transit network.
These VLANs out of different partitions are normally differ-
ent, which can be all routed to the exchange points so that
they can be translated to the same common tag.

The Label Exchange is implemented as a standalone Ex-
change domain with arbitrary label translation capability
in the system, E, depicted in Fig. 1. For a connection,
e.g., C1 − C2, where it is not possible to set up an end-to-
end VLAN path, two separate paths on separate VLAN tags
can be created from C1 and C2 to E, where the two incom-
ing VLAN tags are exchanged. In this way, an end-to-end
connection C1 − C2 is created. For a multi-point connec-
tion, e.g., among C1, C2, C3, three paths on separate VLAN
tags can be created to E, where the three incoming tags are
translated to a common VLAN to form a single broadcast
domain. More details about Label Exchange can be found in
[12].

After we resolve the label continuity constraint, there re-
mains two major constraints for the inter-cloud communica-

tion capacity: the bandwidth and the number of available
VLAN tags from the regional networks. In reality, the up-
link bandwidth is normally 1 or 10 Gbps for the majority
of the sites, but the number of fixed VLAN circuits from a
regional service provider can be very small, e.g., the num-
ber of VLANs that most of the regional network providers
provisioned to the ExoGENI sites currently is normally 10.
As a result, often the vlan tags are exhausted before the
bandwidth is consumed, which led us to define the static
inter-cloud network capacity by the maximum number of
concurrent inter-cloud connections in the system. The dy-
namic capacity is defined by the blocking probability and
system utilization with this maximum capacity, given the
stochastic request arrival process and service time distribu-
tion. In the next section, we will first derive the capacity of
given distributed cloud system and then show how to achieve
this capacity.

3. STATIC CAPACITY OF INTER-CLOUD
CONNECTIONS

The inter-cloud connections are normally point-to-point
connections. Our novel Label Exchange mechanism makes
multi-point connections available for requests. In this sec-
tion, we quantify the inter-cloud communication capacity in
terms of total number of connections that can coexist in the
system with a graph theoretical approach. We first consider
the point-to-point connections.

Theorem 1. The maximum number of inter-cloud point-
to-point connections is equivalent to the maximum matching
in complete multipartite graph.

A complete multipartite graph divides its vertices in groups
such that any two vertices not in the same group have an
edge in between, and any two vertices in the same group
do not have an edge in between. We first model the inter-
cloud system like in Fig. 1 with n cloud sites as a complete
multipartite graph such that each partite in the graph rep-
resents the VLAN set offered by the regional network of a
cloud site.. The ith site, Ci, i ∈ {1 . . . n}, connects to the
wide area transit networks via mi pre-configured VLAN cir-
cuits by its regional network Ri, represented by a VLAN
set Mi, |Mi| = mi. We sort and index the sites so that
1 ≤ m1 ≤ m2 ≤ . . . ≤ mn. The n sets may or may not over-
lap. We create a complete n − partite graph G(V,E) such
that |V | =

!n
i=1

mi, i.e., each VLAN from mi is represented
by a vertex v ∈ V , and there exists an edge e = (vx, vj) ∈ E
only if vx ∈ Mi, vy ∈ Mj , i ̸= j, ∀i, j, which represents a
feasible point-to-point connection between two sites.

Since the wide area transit networks provide full VLAN
range dynamic circuit services without the constraint of VLAN
continuity, we can assume it is possible to create a connec-
tion between any pair of the fixed VLAN tags from two
different cloud sites, and thus the edges in the multipar-
tite graph G. We recall that there is no need to consider
the intra-site connections as they are provisioned within the
cloud site data center network via the separate local label
space and labeling mechanism. We can think of this ab-
straction as a Hose Model, compared to the Pipe Model rep-
resenting the real multi-domain topology.

For example, the system shown in Fig. 1 with four cloud
sites, each of which reaches out with two fixed VLANs, can
be modeled as a complete multipartite graph shown in Fig. 2.



Complete multipartite graph!
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Maximum Matching: set of pairwise vertex 
disjoint edges  
!
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Point-to-point connections!
•  Theorem 1 The maximum number of inter-cloud 

point- to-point connections equals to the 
maximum matching in complete multipartite 
graph. "

•  Proof:  Construction Algorithm"
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Figure 2: Multipartite Graph Model of Inter-Cloud Connec-
tions

For a graph, we call a set of pairwise vertex disjoint edges a
matching, and a maximum matching means no other match-
ing has more edges. Clearly, a point-to-point connection be-
tween two sites would occupy two VLAN tags represented
by the two corresponding vertices in G, which would pre-
vent a new connection from using any one of these two tags,
i.e., any edges adjacent to these two vertices in G become
infeasible in the matching. Therefore, the maximum num-
ber of inter-cloud connections is equivalent to the maximum
matching of G.

The size of the maximummatching in the complete n−partite
graph G(V,E) is given by [11]:

Mmax = min{
n−1!

i=1

mi, ⌊
1
2

n!

i=1

mi⌋} (1)

The size would be equal to the first value ifmn ≤
"n−1

i=1
mi,

and the second otherwise. For our example, the maximum
matching of four is shown in Fig. 3(a), corresponding to
the maximum number of inter-cloud connections that can
co-exist in the system in Fig. 1.

The formula is easily deduced from constructing the max-
imum matching, which can also give us the optimal strategy
to provision the maximum number of connections simulta-
neously as follows:

1. If mn ≤
"n−1

i=1
mi, always place one end of a connec-

tion in the site Cn, and the other end in any of the
other n− 1 sites with available VLAN.

2. else, do following:

(a) if n = 2, create m1 connections between C1 and
C2 and stop.

(b) if n = 3, create the first 1

2
(m1+m2−m3) connec-

tions between C1 and C2, then create the rest of
the connections between C1 and C3, C2 and C3,
and stop.

(c) if n > 3, create the first m1 connections between
C1 and Cn, then iterate back to Step (a) for the
rest connections.

Now we turn to the multi-point broadcasting connection
requests based on the Exchange. As we described in last

!"#$!%#$ &'()*+*'+&'()*$,'))-./')$ 0+&'()*$,'))-./')$$

Figure 3: Maximum Matching

section, by utilizing the tag conversion capability provided
by the exchange point, a K-point broadcasting request can
be generally provisioned by K VLAN circuits pointing to an
exchange point as the root.

Theorem 2. The maximum number of inter-cloud K-
point broadcasting connections is equivalent to the maximum
K-dimensional matching in a complete multipartite hyper-
graph.

Recall that a hypergraph H = (V,E) consists of a set of
vertices V and a family E of subsets of V , where each e ∈ E
is called a hyperedge. A hypergraph is called K-uniform if
every hyperedge has exactly K vertices. H is called n-partite
if the set of vertices can be partitioned into n disjoint sets
M1,M2, . . . ,Mn and each hyperedge intersects every set of
K partitions in exactly one vertex. Therefore, an inter-cloud
system to support K-point connections can be modeled as
a complete K-uniform n-partite hypergraph, where each hy-
peredge represents a feasible K-point connection. Thus the
maximum number of inter-cloud K-point connections that
can co-exist is equal to the maximumK-dimensional match-
ing in H , K-dimensional means the edge in the matching is
a K-point hyperedge.

For the general graph, finding the maximum matching is
NP-Hard [6, 15], but is not for complete multipartite graph.
The maximum matching can be induced by an iteration pro-
cedure described as follow. Again this procedure also gives
us the optimal strategy to provision the maximum number
of connections, Mmax, simultaneously:

1. if n = k, it is trivia that only m1 k-point connections
can be created, stop.

2. if n = k + 1, create m1 connections between C1, . . .,
Cn−k+2, . . ., Cn−1, and Cn first. If mk >

"k−1

i=1
mi,

another mk−1 connections can be created. Otherwise,
mk−m1 more connections can be created. Then stop.

3. if n > k + 1, do following:

(a) create the first m1 k-point connections among the
sites m1, . . ., mn−k+2, . . ., mn−1, and mn.

(b) resort the left set: m2, . . ., mn−k+2−m1, . . ., and
mn −m1.



Multi-point connection!

•  Theorem 2. The maximum number of inter-cloud 
K- point broadcasting connections is equivalent to 
the maximum K-dimensional matching in a 
complete multipartite hyper- graph. "
–  A hypergraph H = (V,E) consists of a set of vertices V 

and a family E of subsets of V, where each e � E is 
called a hyperedge. K-uniform if every hyperedge has 
exactly K vertices "

–  K-point connection : complete K-uniform n-partite 
hypergraph "

•  Proof : Construction!
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Evaluation 
!
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m1 ! m2 ! m3 ! m4 ! m5 ! m6 ! m7 ! m8 ! m9 ! m10 ! m11 ! m12 ! m13 ! m14 !
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11 ( 13 ( 17 ( 27 ( 30 ( 30 ( 32 ( 35 ( 38 ( 42 ( 43 ( 44 ( 44 ( 47 (
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17 ( 62 ( 71 ( 106 ( 109 ( 139 ( 150 ( 159 ( 166 ( 181 ( 183 ( 196 ( 205 ( 244 (
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•  ExoGeni(testbed:(14(rack(sites(
•  Random(#valns(per(site:(maximum(tag(number:(10,(50,(100,(250,(500,(1000,(

2000((



Result!
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Discussion!

•  Point-to-point connection capacity scales well 
with number of sites and available tags per sites"

•  Multi-point connection capacity scales much 
lower"

•  Results can be useful for backbone network 
dimensioning design"

"
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Further discussion!

•  Models and results can be generalized to other 
network layers"

•  The graph model can be used to develop new 
topology embedding algorithms"

•  Dynamic capacity: blocking performance"
– Maximum connections -> Erlang-B formula"
– Scheduling with small look-ahead window to archive 

low blocking performance and high system utilization "
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