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» Multiple Paths

= Large Bisection Bandwidth

— But: at most 25% of core links are highly utilized
—> effective load balancing required e S

ZSHp

= Volatile, Unpredicted Traffic patterns | ﬁ
= Multipath Transport Protocols (e.g. MPTCP)

— Applications enhance their performance
using several paths (e.g. SIRI)

= Symmetric/Assymetric topologies with
different number of layers
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State of the Art

GRANULARITY FLOW FLOWLET FLOWLET PACKET FLOWLET
CONGESTION-
AWARE NO YES YES YES YES
CUSTOM-ASIC NO YES NO YES NO
PROGRAMMABLE NO NO YES NO NO
SCALABLE YES NO YES YES YES
MULTIPATH-
TRANSPORT- NO NO NO NO NO
AWARE
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State of the Art
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Challenges

— How to timely and accurately detect
congestion in scalable way?

— Robust against reordering

— Efficiently load balance for asymetric
topologies or link failures

— Scalable
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State of the Art - HULA

- H U L A _ SO S R’ 1 6 Probe propagation

Per next-hop utilization monitoring

— Distance-vector like propagation
* Periodic probes carry path utilization

— Each switch chooses best downstream A
path

+ Maintains only best next hop = cannot exploit o
multipath transport features = focus of this work ;4 % b<>

« Scales to large topologies
— Programmable at line rate ¥

»

LO L1 L2
(L {0

Gap=>|d1-d2|
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Challenges

— How to timely and accurately detect - Probing — Global link
congestion in scalable way? utilization information

— Robust against reordering ) Flowlet switching

— Efficiently load balance for asymetric
topologies or link failures — ee—)

The periodic arrival of probes

IS used as keep-alive

— Scalable SRS Only storing best-next hop

for selected destination
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MP-HULA - Problem statement

| |
TCP Connection 1

( |
TCP Connection 2

The switch does not have
contextual information about
MPTCP

Best Next-hop

0

A
FL:1

) &
FL:1

{ Flowlet gap
FL:2

FL:2 I

SF:1 SF:2

MPTCP 1
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MP-HULA - Problem statement

= Most of the Load balancing schemes are
not Multipath Transport Aware

— Sub-flows might be routed over the same
path—> bandwidth aggregation might be
reduced

— Redundancy and persistence might be reduced

if all sub-flows end-up in a failed link
0

Best Next-hop - - | —
0 [ _ 'Jj [ _ = J
4 M
FL:1 I FL:1
4{ Flowlet gap
FL:2
FL:2
SF:1 SF:2
MPTCP 1
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MP-HULA - Problem statement

» When both flowlets arrive, the
best next-hop is port 0

Best Next-hop

0

0
( k ) ( E
4 N
FL:1 FL:1
4 Flowlet gap

FL:2
I FL:2

SF:1 SF:2

MPTCP 1
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MP-HULA - Problem statement

» Both flowlets are sent over port 0.

Best Next-hop is updated but
flowlets are still sent over the
same hop until flowlet expires

Best Next-hop

1

S\
FL:1 FL:1
0
T 3 T
4 N
FL:A FL:1
4 Flowlet gap

FL:2
I FL:2

SF:1 SF:2

MPTCP 1
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MP-HULA - Problem statement

» When the flowlet expires, the new A
flowlet is sent over the current FL:A
best next-hop (port 1)

FL:2

Best Next-hop
1

SF:1 SF:2
MPTCP 1
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MP-HULA - Problem statement

» When the flowlet expires, the new
flowlet is sent over the current
best next-hop (port 1)

Best Next-hop [
1

FL:2
I FL:2

SF:1 SF:2
MPTCP 1
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MP-HULA - Problem statement

» Best Next-hop is port 1, so we
send flowlet 2 over port 1

Best Next-hop [
1

FL:2
II FL:2

SF:1 SF:2
MPTCP 1
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MP-HULA - Problem statement

What do we want to achieve instead?

« Bandwidth aggregation
* Redundancy & Persistence

Best Ngxt-hop [ ' ] [ ' J

FL:2
I FL:2

SF:1 SF:2
MPTCP 1
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MP-HULA - Problem statement

What do we want to achieve instead?

o
r
—
il
o

15t Best Next-hop 0

E 1 g D 6 =

2" Best Next-hop

1 0 A
FL:1 FL:1
FL:2
I FL:2

SF:1 SF:2
MPTCP 1
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MP-HULA - Problem statement

How can we do it? AI
LS
1) Tracking not only the best
next-hop but k-best hops T 0
n L T =) ( J
2" Best :lext-hop A A
FL:2
I FL:2
SF:1 SF:2
MPTCP 1
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MP-HULA - Problem statement

2) ldentifying the MPTCP
session and sub-flows to
send their flowlets over
different ports

1%t Best Next-hop
0

2" Best Next-hop
1

FL:2
I FL:2

SF:1 SF:2
MPTCP 1
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MP-HULA - Problem statement

2) ldentifying the MPTCP
session and sub-flows to
send their flowlets over
different ports

1%t Best Next-hop
0

2" Best Next-hop
1

FL:2
I FL:2

SF:1 SF:2
MPTCP 1
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MP-HULA - Problem statement

3) Mark sub-flows belonging
to a specific MPTCP session

Not aware that this flowlet belongs to the same MPTCP connection

1%t Best Next-hop

1

2" Best Next-hop

0

FL:2
I FL:2

SF:1 SF:2
MPTCP 1
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MP-HULA - MPTCP ldentification Problem

= MPTCP spreads application data over
multiple sub-flows

= MPTCP in general improves fairness,
throughput and robustness

= Beneficial for long flows (elephant flows)

[ d Best Next-hop
Host B 0
P P
[SYN] MP_CAPABLE {Key A}
[SYN/ACK] M ABLE {Key B}
[ACK] MP_C.
[SYN] IN {Toke nce A}
Aditional ! KIMP_JOIN{ 4
Su‘mlnw e
[AC i
A =HM y=(Key A+Key B), Msg=(no! nce B))
HMACB HMAC[Ky(K y B+Key A), Msg=(no nce A))
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1.Syn [

|

N
I FL:1

SF:1

MPTCP 1
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MP-HULA - MPTCP ldentification Problem

= MPTCP spreads application data over

multiple sub-flows

= MPTCP in general improves fairness,

throughput and robustness

= Beneficial for long flows (elephant flows)

Best Next-hop

0

i 7\
A )
T

[SYN] MP_C, LE {Key A}
[SYN/ACK] M ABLE {| }
[ACI P_C.
[SYN] IN {Toke nce A}
Aditional [ K] MP_JOIN { }
Subflow R ettt
[ACI {
A=HM y=(Key A+Key B), Msg=(no nce B))
HMACB HMAC[Ky(KyBKyA)Mg( ne A))
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2. ACK[T]

L

N
I FL:1

SF:1

MPTCP 1
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MP-HULA - MPTCP ldentification Problem

MPTCP sender/receiver
generates token A and B from
{Key A} and {Key B} for
authentication 3.ACK

[H]éa Best Next-hop [ L 7: j [» L - 7: —J

0
[SYN] { } FL 1
[ K] { } I
[
[SYN] MP_JOIN {Token B, nonce A}
............................................................ »
Aditonal DU (SYNACKIMP JOIN(HWACS, nonce ) .
Subflow
[ACK] MP_JOIN {HMAC A}
HMAC A = HMAC(Key=(Key A+Key B), Msg=(nonce A+ nonce B))
HMAC B C(Key=(Key B+Key A), Msg=(nonce B+ nonce A)) M PTCP 1
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MP-HULA - MPTCP ldentification Problem

Sender MPTCP A sends the
generated Token B and a
random number (nonce)

4. ACKI

Best Next-hop [ - j [» g - -J
Host A Host B 0
L P P P A
'YN] MP_CAPABLE {Key A] FL 1
Initial SYN/ACK] MP_CAPABLE {Key B| )
ubflow
ACK] MP_CAPABLE {Key A, Key B}
>
FL:1
[SYN] MP_JOIN (Token B, nonce A}
......................................................... »
Aditional [SYN/ACK] MP_JOIN {HMAC B, nonce B}
Subflow oo
[ACK] JOIN {| C
HMAC A = HMAC(Key=(Key A+Key B), Msg=(nonce A+ nonce B))
HMAC B = HMAC(Key=(Key B+Key A), Msg=(nonce B+ nonce A)) M PTCP 1
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MP-HULA - MPTCP Identification Problem

MPTCP receives the
generated Token A and
validates it.

Best Next-hop

0

5. ACKIl

0
( s ) (
A
FL:1
I FL:1
SF:1 SF:2
MPTCP 1
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MP-HULA - MPTCP ldentification Problem

MPTCP sends the generated
authentication code HMAC A
and the connection is initiated.

[SYN] MP_CAPABLE {Key A}

[SYN/ACK] MP_CAPABLE {Key B}

[SYN] MP_JOIN {Token B, nonce A}

Aditional [SYN/ACK] MP_JOIN {HMAC B, nonce B}

Subflow o
[ACK] MP_JOIN {HMAC A}

HMAC A = HMAC(Key=(Key A+Key B), Msg=(no
HMAC B = HMAC(Key=(Key B+Key A), Msg=(nonce B+ nonce A))

Best Next-hop

0

5. ACK

This node is not aware of the 3-
handshake messages

I FL:1

0
G
A
FL:1
SF:1 SF:2
MPTCP 1
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MP-HULA - Parse, Identification and Correlation

This node is not aware of the 3-

= (1) Parse - The ToR parses the MPTCP handshake messages
option messages carrying the keys and
tokens to (2) identify the MPTCP session

using external function to compute SHA1
= (3) The ToR correlates sub-flows to a given

MPTCP connection
Best Ngxt-hop J
The ToR parses,
I identifies, correlates
e — and marks the
vvvvvvvvvvvvvvv SF1  SF2 :
A gl er S e e ) MPTCP 1 MPTCP traffic
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MP-HULA - Parse, Identification and Correlation

P4 primitives This node is not aware of the 3-
handshake messages

Programmable Parsing

RW packet metadata
RW access to stateful memory
Comparison/arithmetic operators 'y
External function
SIETR B — "+ | The ToR parses,
“““ I identifies, correlates
s { ''''' f and marks the
EMAG 5 EMACokey oy By . Mepeionce B monc o) SF:|\1/|F’TCF’S1F:2 MPTCP traffic
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MP-HULA - Marking

* (4) Marking - ToR needs to augment
MPTCP data packets by an additional
header to uniquely identify the MPTCP
connection and sub-flow to upper layer
switches.

Best Next-hop

0

This node is not aware of the 3-
handshake messages

connection
Sub-flow_num(4bits) to identify the sub-flow
number within the MPTCP connection

.Jl - MPTCP_ID (64 bits) to identify the MPTCP

SF:1 SF:2

MPTCP 1

The ToR parses,

and marks the
MPTCP traffic

identifies, correlates
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MP-HULA - Marking

P4 primitives

New header format

RW packet metadata

RW access to stateful memory

Best Next-hop

This node is not aware of the 3-
handshake messages

0

connection
»  Sub-flow_num(4bits) to identify the sub-flow
number within the MPTCP connection

.Jl - MPTCP_ID (64 bits) to identify the MPTCP

FL:1

FL:1

SF:1 SF:2

MPTCP 1

Extra-tables,

registers
G )
The ToR parses,

identifies, correlates
and marks the
MPTCP traffic
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Our Approach - MP-HULA

= MP-HULA Probe Processing
— Extended HULA approach to collect k-path

utilization

Probe replicates POD 1

through the network
until it reaches :
another ToR

Probe

originates ToR
at ToRs /?

P4 primitives

New header format

Programmable Parsing

RW packet metadata

Comparison/arithmetic operators

Each switch maintains a link
utilization estimator per
switch port based on an
exponential moving average
generator (EWMA)
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Our Approach - MP-HULA

" MP-HULA Probe Processing s

— Collect k path utilization Max_util = 80%

ToR ID=10
Max_util = 50%
ToR ID=10
Max_util = 60%

1%t Best next-hop 2" Best next-hop

ToR 10 S4 50%
ToR 1 S2 10%

ToR 1D = 10
Best hop tables (k) Max_util = 50%

MP-HULA: A Transport Layer aware Load Balancing Scheme for Programmable Data Planes 32



Our Approach - MP-HULA

» MP-HULA MP-TCP

RW access to stateful memory

— Switches load balance flowlet

— Correlates MPTCP sub-flows to
connection IDs

— Routes different sub-flows on different next
hops

Comparison/arithmetic operators

HASH1 TOR10 1 1

HASH2 TOR10 2 2 1 S3
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Our Approach - MP-HULA

|

ToR 10 | s4 | 50%
ToR 1 S2 10%

ToR10 | S3 | 60% \ }

ToR 10 l 2
ToR 1 s4

]

Best hop tables (k)
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Our Approach - MP-HULA

]

ToR 10 l s4 l 50%
ToR 1 S2 10%

\ )

ToR 10 | s3 | 60%
ToR 1 s3 20%

]

[7,)
g.~l
S
5 [32)
S [
N A

S

~

ToR 10 | S2 | 80%
ToR 1 s4 30%

Best hop tables (k=3)
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Our Approach - MP-HULA
& | : | v E

|

ToR 1 S2 10%

]

ToR10 | S3 | 60% \
ToR 1 s3 20% Y

—)
25

]

ToR 10 | S2 | 80%
ToR 1 s4 30%

Best hop tables (k=3)
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Our Approach - MP-HULA

ToR10 | S4 | 50%

|

ToR10 | S3 | 60%

ToR 1 S3 20%

\
e \0‘-“ ) X ,
. *ﬁ ié !

mp
TR10 | s2 | 80% subefPJD: D1
_flow py, .
ToR 1 s4 30% ~fum; 1
S -0 1Dy
Ub‘ﬂ°W\num

e.g. Round-robin

Best hop tables (k=3)
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Evaluation

= Evaluation
— NS2 simulator
— RPC-based workload generator

— End-to-end metric
* Average Flow Completion Time (FCT)

— Two empirical flow size distributions

1
091
0.8}
0.7}
L 06 |
g 82 i Web Search =—fil= |
“ 03t Data Mining —@=— -
0.2} |
0.1}

—

1e+04 16406 16408
Flow Size in Bytes (Log scale)
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Assymetric

Agg.§

16 servers per leaf
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Average FCT (ms)

MP-HULA exploits transport layer multipath much better

25 T T T T T T T
+—+ 1-TCP_Hula ; i
*—+ MPTCP-COUPLED_MP-Hula : ;
44 MPTCP-COUPLED Hula | o ¢ ]
o—o 1-TCP_ecmp_flow

~— MPTCP-COUPLED_ecmp_flow

20

0 I ] I i ] i ]
10.0% 20.0% 30.0% 40.0% 50.0% 60.0% 70.0% 80.0% 90.0%
Load (%)

All flows - websearch

Average FCT (ms)

20

T
+—+ 1-TCP_Hula : )
MPTCP-COUPLED_MP-Hula ’

MPTCP-COUPLED Hula :
o 1-TCP ecmp flow | o A

et e S S Lt S

— i

MPTCP-COUPLED_ecmp_flow

il A

4%

k

0
10.0%

20.0%

N 1 i i i i
30.0% 40.0% 50.0% 60.0% 70.0% 80.0% 90.0%
Load (%)

small flows (<100 kB) - websearch
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Average FCT (ms)

MP-HULA exploits transport layer multipath much better

25 T T T T T T T
+—+ 1-TCP_Hula ; i
*—+ MPTCP-COUPLED_MP-Hula : ;
44 MPTCP-COUPLED Hula | o ¢ ]
o—o 1-TCP_ecmp_flow

~— MPTCP-COUPLED_ecmp_flow

20

- 34%

0 I ] I i ] i ]
10.0% 20.0% 30.0% 40.0% 50.0% 60.0% 70.0% 80.0% 90.0%
Load (%)

All flows - websearch
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Average FCT (ms)

20 T T T T T I I
+—+ 1-TCP_Hula q
*—+ MPTCP-COUPLED_MP-Hula ;
44 MPTCP-COUPLED Hula i 5
15| @ 1-TCP_ecmp flow | .. eeeee A ]
~— MPTCP-COUPLED_ecmp_flow ; ’
1 ) S S S-S S S
Bl A L
P e S - 4%
T i ] i i i i
18.0% 20.0% 30.0% 40.0% 50.0% 60.0% 70.0% 80.0% 90.0%

Load (%)

small flows (<100 kB) - websearch
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Average FCT (ms)

=
o

MP-HULA exploits transport layer multipath much better

25

20

(=
[0
T

N
S
-r

i

T T T T T

MPTCP_UNCOUPLED_MP-Hula
MPTCP_UNCOUPLED_ecmp_flow
1-TCP_Hula
MPTCP_UNCOUPLED_Hula

1-TCP_ecmp_flow

Load (%)

i i i i i i i
18.0% 20.0% 30.0% 40.0% 50.0% 60.0% 70.0% 80.0% 90.0%

All flows — websearch - uncoupled

Average FCT (ms)

35
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25

20
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10

T T T
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MPTCP_UNCOUPLED_ecmp_flow
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MPTCP_UNCOUPLED_Hula
1-TCP_ecmp_flow
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¥ 13%

0 ; ; ; ; i j ;
10.0% 20.0% 30.0% 40.0% 50.0% 60.0% 70.0% 80.0% 90.0%

Load (%)

all flows — websearch - asymmetric
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MP-HULA exploits transport layer multipath much better

35 T T T T T I T
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Conclusion & Future Work

= MP-HULA

— Transport layer multipath aware In-Network Load balancing

— Distributes congestion state for k-best paths

— Proactive path probing

— Adaptive to network congestion, reliable when failures occur

— Programmable for emerging data planes, scalable to large topologies

— It outperforms to HULA in Average FCT: 1.27 x at 50% load, 1.5 at 90% load

= Future Work

— Test MP-HULA in P4 testbed (Netronome, NetFPGA)
— Extend for other multipath protocols > MP-QUIC
— Enhance loadbalancing logic
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