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1 INTRODUCTION
Packet switches maintain statistics for several reasons such as per-
formance monitoring, network management, network tracing, traf-
fic engineering and security. The statistics are usually collected by
counters which might, for example, count the number of arrivals of
a specific type of packet, or count particular events, such as when
a packet is dropped. The arrival of a packet may lead to different
statistics counters being updated [5].

In SDN where there is a clear separation between the control
plane and the forwarding plane, these counters which originate
in the forwarding plane need to be conveyed to the control plane.
Moreover, the data-plane switches use a match-action paradigm
and the forwarding of packets is done by matching flow rules that
generate bytes and packets counts. The packet bytes counter is very
useful for management applications like heavy hitter detection [3],
volumetric attacks detection [2], link bandwidth estimation, etc.

In the presence of an SDN controller, to have a near-optimal
centralized control and management, monitoring in near-real-time
the bytes count is needed. This is done by collecting periodically
each X seconds the value of the counter (e.g. [2] collects periodically
bytes counter of flows every minute). We want this value to be
as small as possible (e.g. 0.001s, 1s, 60s) to have the up-to-date
evolution of the counter at the controller level. These very small
periods guarantee the accuracy but unfortunately may generate a
lot of overheads expressed as the number of messages exchanged
between the switch of interest and the controller. To balance in
favor of the overhead one could be brought to choose a collection
period greater than the ideal one quite to sacrifice a part of accuracy.

Our objective is to achieve a good trade-off between accuracy
and the number of monitoring messages being transmitted for the
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Figure 1: Solution Architecture

counter collection. Reducing the number of messages being dis-
seminated through the monitoring channel will allow reducing the
collection cost and prevent the controller from being a monitoring
bottleneck, especially in an in-band control deployment.

2 OUR APPROACH
2.1 Overview
To achieve our goal of providing at the controller level a near-real-
time evolution of the bytes count evolution with low overheads, we
propose a push and prediction based adaptive collection mechanism
by seizing these two following optimization opportunities:
• On the first hand, the pull model with request-replymessages
of standard OpenFlow collection is inefficient, since with a
periodic collection or even with our adaptive collection the
collection points in time are known by the source node. This
latter has to push to the controller at the collection points
on its own without the need for a request message.
• On the other hand, Our proposed approach leverages the
cumulative, non-negative and non-decreasing aspect of the
byte counts B in the process of prediction of near-future
values based on the previously collected ones. B is modeled
by 𝐵 : R+ −→ N; ∀𝑢, 𝑡 ∈ R+ : 𝑢 ≤ 𝑡 =⇒ 𝐵(𝑢) ≤ 𝐵(𝑡)

2.2 Architecture and Algorithm
As we can see on Figure 1, we have to distinguish two entities: the
agent on the data-plane element and the collector at the controller
level. The collector initializes the collection on the data-plane by
specifying the time granularity of collection 𝑇0 and [, a threshold
on the tolerable collection inaccuracy. Then collection operates
according to the Algorithm 1, inspired from our early previous
work [4], where we propose, a generic adaptive algorithm based on
a confide index for collecting any type of information (CPU usage,
switch information, etc). Here we leverage this adaptive algorithm
that is enhanced and optimized for bytes count collection.

Unlike fixed push where the bytes count B’s values 𝑏𝑖 are pushed
by the switch at regular 𝑇0 time interval, with our proposed adap-
tive push, 𝑏𝑖 will be pushed with adaptive frequencies 𝑇0, 2𝑇0, 3𝑇0,
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Algorithm 1: Prediction based Adaptive Pushing
1 Collect 𝛽0 data-points 𝑏𝑖 on 𝑇𝛼 = (1 + 𝛼)𝑇0 = 𝑇0 basis ;
2 𝛼 ←− 𝛼 + 1 and 𝑠𝑡𝑒𝑝𝑠 ←− 𝛼 + 1 ;
3 while Forever do
4 Collect data-point 𝑏𝑖 on 𝑇𝛼 = (1 + 𝛼)𝑇0 basis ;
5 Add 𝑏𝑖 to last_collect;
6 if (𝑏𝑖 is the 𝛽 ith data-point for 𝛼) then
7 if error_indicator(last_collect, last_forecast) < [ then
8 No Deviation: 𝛼 ←− min(𝛼+1, 𝛼𝑚𝑎𝑥 ) ;
9 else
10 Deviation : 𝛼 ←− 𝛼 / 2, Notify the switch ;
11 end
12 𝑠𝑡𝑒𝑝𝑠 ←− 𝛼 + 1 ;
13 last_collect←− ∅ , last_forecast←− ∅ ;
14 end
15 Forecast steps future data-points (𝑏 𝑗 ) using previous 𝑏𝑖 ;
16 Add the steps ith forecast to last_forecast ;
17 end

etc. The missing 𝑏 𝑗 according to 𝑇0 granularity, will be predicted,
based on previous collected 𝑏𝑖 . To forecast uncollected data-points
we use Holt’s Trend Corrected Exponential Smoothing also called
Double Exponential Smoothing. The ability at the controller level
to provide good estimations of uncollected data-points will guide
the adjustment of the adaptive frequencies.

Indeed, we represent these adaptive frequencies or periods as
𝑇𝛼 = (1 + 𝛼)𝑇0, where 𝛼 is a confidence index expressing a degree
of confidence between the collector and the switch, source of the
statistic, on the ability of the prediction method to provide good
estimations of uncollected data-points. The prediction accuracy is
defined by computing the error between really collected data-points
and their corresponding forecasts, and this error is compared to the
threshold [. The confidence index 𝛼 is constructed incrementally, it
means that if at a given 𝛼 the predictions are good, we pass to a new
confidence level 𝛼+1. Conversely, the confidence index will degrade
(divided by two) when we do not have good estimations. And in
this case, the switch is notified to update 𝛼 and then 𝑇𝛼 . 𝛼 follows
an AIMD (Additive-Increase/Multiplicative-Decrease) pattern.

3 EVALUATION RESULTS
We utilize the Ryu Controller and Mininet to implement our solu-
tion and then we carry out intensive experiments using real-world
traces from the two public anonymized datasets: UNIV2 and MAWI.
UNIV2 [1] is a university data-center trace collected on 2010/01/22.
We extract 8 samples of 450s from 19:02:15 to 20:10:00.MAWI [6]
is a backbone trace from the WIDE MAWI archive collected in Sep-
tember 2019 at the transit link (1Gps) of WIDE to the upstream ISP.
We extract 7 samples of 450s from the archives from 19/09 to 22/09.

From Figure 2, for all [ > 0, meaning a fraction of inaccuracy
is authorized on the collection, we always have a reduction of
the overhead compared to the fixed periodic push collection. This
reduction increases when [ increases and may stabilize. We achieve
up to 75% of reduction. And we have this with a very low error
expressed with the MAPE (Mean Absolute Percentage Error) of
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Figure 2: Reduction of messages and Collection error com-
pared to a fixed pushed mechanism
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Figure 3: Bytes count and Bandwidth estimated

less than 0.5 % on the whole collection compared to the fixed 𝑇0
collection. This very low error for both MAWI and UNIV2 increases
with [ and the reduction percentage.

Figure 3 shows bytes count evolution collected with our adap-
tive push mechanism compared to a fixed push collection and the
bandwidth estimated from this statistic.

4 CONCLUSION
We propose an efficient adaptive push algorithm for the near-real-
time packet bytes counters collection done as a periodic collection,
based on Double Exponential Smoothing forecasting. Our proposi-
tion has the advantage of being lightweight for switches and easy
to deploy since almost all the intelligence is concentrated on the
collector in the controller. The evaluation results show that our
proposed approach can reduce the number of pushed messages up
to 75% compared to a fixed periodic data collection with a very
good accuracy represented by a collection error of less than 0.5%.
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