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ABSTRACT
Clustering is a basic machine learning task. In this task, a stream of

input items needs to be grouped into clusters, such that all items

classified into the same cluster are closer to each other than to items

classified to other clusters. Each cluster is centered around a centroid
point, which may either be given as a parameter, or must be learned

during the process in the case of unsupervised online learning.

This work studies the ability to perform clustering, e.g., for classi-

fying network traffic, in programmable switches. Conducting such

classification by the switches through which the traffic flows is

potentially the most efficient approach. To that end, we develop

Clustreams, a novel in-network clustering system designed to han-

dle clustering in the data path. At the core of Clustreams is a novel
clustering algorithm that relies heavily on TCAM (Ternary Content

Addressable Memory) match-action capabilities. This algorithm is

realized for the Nvidia Spectrum-3 switch, and is limited to classifi-

cation when the centroid points are known a-priori.

The work includes accuracy measurements for the algorithms,

as well as run-time performance measurements and analysis of

the clustering algorithm on a Spectrum-3 switch. As shown in the

measurements, Clustreams obtains very high accuracy without any

noticeable run-time impact on the switch’ performance.

CCS CONCEPTS
• Networks→ Packet classification.
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1 INTRODUCTION
Machine Learning (ML) models are algorithms capable of producing

insights from a given dataset. Clustering [16, 22], a prominent

ML task, refers to grouping objects into subsets according to their

similarity. Each group has a centroid point, which represents the

center of the group. For instance, clustering can be used to classify

types of network traffic, for detecting attacks on the network, to

perform user segmentation for ads targeting [27], etc. The search

for in-network clustering is motivated by the fact that network

packets need to be clustered for enhanced network monitoring

and management [17, 19, 20]. Nevertheless, since network devices

Permission to make digital or hard copies of all or part of this work for personal or

classroom use is granted without fee provided that copies are not made or distributed

for profit or commercial advantage and that copies bear this notice and the full citation

on the first page. Copyrights for components of this work owned by others than ACM

must be honored. Abstracting with credit is permitted. To copy otherwise, or republish,

to post on servers or to redistribute to lists, requires prior specific permission and/or a

fee. Request permissions from permissions@acm.org.

SOSR ’21, September 20–21, 2021, Virtual Event, USA
© 2021 Association for Computing Machinery.

ACM ISBN 978-1-4503-9084-2/21/09. . . $15.00

https://doi.org/10.1145/3482898.3483356

Figure 1: Clustreams trains the training set in an external
server and uploads the centroids to the switch. Switch clus-
ters each packet based on the match-action table.

should work at a high rate, clustering should leave a small footprint

on the network’s performance.

Programmable switches have become popular in the last decade,

thanks to the emergence of the P4 language [5], which provides a

specification for implementing a user-defined function inside the

switch. However, the spec includes a bounded number of allowed

instructions to reduce the impact on the switch performance.

Programmable switches are flexible and can be used as dis-

tributed caches [11], smart forwarding systems [24], for heavy

hitters detection [25], etc. Self-driving networks [9, 13, 14] employ

machine learning models to configure and maintain themselves

autonomously. Another example is pForest [7], a recent effort to
embed decision trees and random forest models using P4.

Our Contributions: In this work, we focus on clustering network

traffic within programmable switches. Clustering network packets

can be performed based on the packet header. The clustering at-

tributes may include certain fields from the packets’ headers or any

custom header field that is predefined. To this end, we introduce

Clustreams, a novel in-network clustering system that is capable

of performing clustering of traffic within programmable switches.

In fact, Clustreams supports an elemental clustering algorithm. Let

us note that in Clustreams, one assumes that the centers of the

clusters, also known as centroids, are given to the algorithm. We

have realized this algorithm on the Nvidia Spectrum-3 switch.

For the purpose of clustering, define workspace to be a bounded

area in the Euclidean space of dimension 𝑛 where each axis belongs

to the range [0, 𝑘] for some 𝑘 and the value of each attribute falls

inside this range. We denote object as a subset of attributes in the

packet’s header intended for clustering. Our algorithm includes

a combination of a quadtree [23], a data structure for encoding a

two-dimensional workspace by recursively subdividing it into four

quadrants, and a ternary match-action table (TCAM). Clustreams
maps the workspace into designated areas. Each area is assigned

to a specific cluster or remains unassigned, depending on whether

the proximity of the area to a specific cluster is minimal or not. The

appealing advantage of TCAM is the ability to search in parallel in

all possible areas to find the one that contains the candidate object.

Clustreamsmay not cluster all objects since the defined areas can

be related to two or more clusters. This is influenced by a parameter

https://doi.org/10.1145/3482898.3483356
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controlling the maximum zoom level that the algorithm is allowed

to explore. With finer grained zoom levels, the clustering rate inside

the switch is increased at the expense of more TCAM entries. An

object that is not contained in any predefined area can be routed to

an auxiliary control plane clustering server for standard clustering

on modern hardware with the capability to run any high-level

language program. Our algorithm guarantees complete accuracy

when using the quadtree solution and a high clustering rate.

We have measured the run-time performance of Clustreams on
a Spectrum-3 switch to study its impact on the routing throughput

of the switch. We also measured the throughput improvement and

latency reduction compared to the standard solution in which pack-

ets are sent from the switch to a clustering server for classification

there. In our measurements, the switch delivered nearly identical

latency and throughput results with and without Clustreams. Fur-
ther, compared to clustering by forwarding packets to a clustering

server and then sending it back to the client, Clustreams was able
to cluster packets about 14-24 times faster compared to using a

clustering server alone.

In addition to our quadtree Clustreams, we tested a hybrid so-

lution that involves a prior search on fewer “hot-zones”. Those

“hot-zones” are mostly areas anticipated to contain a large portion

of the candidates to be clustered, motivating checking them first

before scanning the entire workspace with all the designated areas.

2 BACKGROUND
2.1 Clustering and K-Means
Clustering is a technique of grouping a collection of objects in

such a way that objects that belong to the same group are more

similar to each other than to those who belong to other groups.

Clustering is a very popular unsupervised learning task and it has

multiple implementations and applications. For instance, document

categorization [4], crime locations identification [12], customer

segmentation [27], etc. There are multiple clustering algorithms,

and each one of them is chosen according to the nature of the

data that needs to be clustered. We denote centroid of a cluster as

the cluster center. K-Means [10, 21], a centroid based clustering

algorithm, is a widely adopted algorithm with very simple logic.

2.2 Programmable Switches and P4
Programmable Switches are a new generation of switches that are

capable of performing instructions in addition to ordinary packet

forwarding. There are two main differences between traditional

switches and programmable switches. First, the data plane func-

tionality in a programmable switch is not fixed by design and it is

configurable. The data plane has no built-in knowledge of existing

network protocols and it is configured at the initialization step to

perform the given program functionality. Second, the control plane

communicates with the data plane through the same channels as

in a fixed-function device. The compiler generates a dedicated API

for the control plane and the data plane communication.

The prominent programming language for programmable switches

is P4 [8]. P4 is a domain-specific language and it is also a target-

specific language. Thus, the spec of the P4 language in every target

can be different (decided by the switch manufacturer). P4 supports

conditions, match-action tables, stateful objects, and more. How-

ever, it does not support loops, recursion, and other complex oper-

ations to reduce the impact on the switch latency.

The match-action table is a fundamental data structure in P4.

A match-action table contains lookup keys from packet fields or

computed metadata and matched actions. When a match-action

table is applied on a packet, a table lookup is performed. Then, the

action of the selected key is executed.

Programmable switches can implement various switch archi-

tectures. A common architecture for describing P4 concepts is

PISA [18] (Protocol Independent Switch Architecture), which is a

single pipeline forwarding architecture. This protocol is based on

the instruction pipelining architecture known for CPU designs [15].

(a) Workspace View (b) Tree View

Figure 2: Quadtree data structure. Fig. 2(a) illustrates the
split of a given workspace into quadrants and shows their
encoding. Fig. 2(b) shows how this data structure is imple-
mented as a tree.

2.3 Quadtree Data Structure
Quadtree [23, 26] is a tree data structure that encodes a 2 dimen-

sional workspace. The entire workspace is divided into 4 squares

while each square gets a specific 2 bits encoding. Each square can

be further divided into 4 squares while the encoding of the children

is a concatenation of the parent encoding and the 2 bits encoding of

the square. This can be applied recursively. For instance, Figure 2

introduces a quadtree data structure with 3 levels. There are similar

solutions for higher dimensional workspaces such as octree for 3

dimensions. A common use case of quadtree is geospatial search.

3 RELATEDWORK
TCAM based KNN:. A fast similarity search algorithm for the 𝐾

nearest neighbors problem using TCAMwas presented in [6]. Their

algorithm is based on a novel extension to BRGC (Binary Reflected

Gray Code) [1] for encoding a multi-dimensional workspace. BRGC

is a binary encoding of integers in a contiguous range such that

the codes of any two consecutive numbers differ by a single bit. It

provides a method for encoding constant ranges. Therefore, the

paper presents a new way to generate custom ranges by adding a

few extra bits to the encoding value. The algorithm suggested in [6]

detects the 𝐾 nearest neighbors of an object 𝑂 by building cubes

surrounding a specific area surrounding 𝑂 . The cubes are used to

fetch objects that exist in the same cube as well as the object 𝑂 .

Those objects are candidates for the nearest neighbors of object 𝑂 .
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Each cube contains a certain number of neighbors, and the scanning

of the cubes can be run in parallel so finding all the 𝐾 neighbors

executes quickly. Still, the algorithm has some limitations: The main

drawback is the cube edge, which is limited to the number of bits

needed to define the entire workspace. When the edge is limited to

a specific size, the cube cannot cover large areas. Another drawback

is the distance error. Usually, Euclidean distance is calculated using

the ℓ2 norm. In TCAM, queries are based on the maximum norm ℓ∞ ,

which can produce an error in distance calculation.

Do Switches Dream of Machine Learning?: Multiple implementa-

tions of a decision tree, SVM, Naive Bayes, and K-Means on pro-

grammable switches are described in [28]. The paper demonstrates

the mapping of those four trained machine learning algorithms

to a match-action pipeline. Software and hardware-based proto-

types of a framework that automatically maps trained models to a

match-action pipeline are presented.

pForest: pForest [7] is a pioneering solution for implementing in-

network decision trees. pForest is capable of classifying packets in

the switch or run more complex operations such as random forest.

pForest encodes the decision trees in P4 registers and uses internal

logic to advance in the decision tree inside the switch.

4 OVERVIEW OF OUR CLUSTERING
SOLUTIONS

Since many existing programmable switches still do not support

stateful objects (e.g., Spectrum-3), we focus on stateless algorithms.

(a) Random Centroids

(b) Centroids in equal distance from workspace center

Figure 3: Different examples of the first three encoding steps.
In each example we used 4 bits to store a dimension value,
thusworkspace size is (24−1)×(24−1) = 15×15. Both examples
contain exactly two centroids.

4.1 Quadtree Clustreams
As mentioned above, a quadtree is a well-knownmethod for geospa-

tial search. In our case, we utilize quadtree to encode an area based

on its affinity to one of the centroids.

The algorithm assigns a quad to a specific centroid if and only if

the centroid is the closest centroid to all the quad’s vertices. If not

all vertices agree on the same centroid, the quad is further split into

4 smaller quads. The algorithm tries to assign the new quads to cen-

troids in the same way, and the split process continues recursively

until there are no more quads to split or the algorithm reaches the

maximum number of allowed splits (a runtime parameter). Figure 3

shows two detailed examples of this process.

Figure 4: Quadtree Clustreams while scanning depth 3

At the end of the build process, a quad is either assigned (the

colored zones) to a specific centroid or is left undecided (the gray

zones). This assignment process guarantees complete accuracy as

only quads that have a single closest centroid for all edges are

added. This encoding method generates only LPM (Longest Prefix

Match) entries. LPM entries contain prefix keys. In the lookup

process, a value matches the entry if it starts with the key value.

Entries are stored in the order of their depth in ascending order.

An example of the workspace segmentation and the related keys

are described in Figure 4. In this example, there are two centroids,

blue and green. On depth 1 the upper quads were assigned to the

green centroid because it is closest to all their corners. The rest of

the quads remains gray since the algorithm cannot assign them to

a specific centroid and they need to be split. In the second depth

scan, the 4 lower quads were assigned to the blue centroid for

the same reason, and the rest remains gray for the next level. On

depth 3, each unassigned gray quad is split into another 4 quads

for further assignments. In some P4 targets, e.g., Tofino [3], the

entries of the match-action table can be changed in runtime. We

can update the entries occasionally based on newly collected data

without interfering with the production flow.

Since values are stored in the packet header with a fixed number

of bits, we define the size of every dimension as [0, 2𝑏 − 1] where b
is the number of bits that are required to store each dimension value.

For safety, when a point is encoded into a quadtree representation

before it is sent to the switch, if the point falls exactly on one of

the quadtree separator lines, the encoder uses the quadrant with

the smaller bit value. For example, if the point (7.5, 3) is encoded
for the workspace that is presented in Figure 3(b), the expected

encoding value of the first depth is the lower-left quad, which is 00.

Quadtree utilizes the switch functionality to reduce the latency

of a clustering request. When a clustering request is sent to the

clustering server, the packet potentially can be clustered on the

switch, and immediately the cluster label is sent back to the client.
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when quadtree is not able to cluster the packet inside the switch,

the packet continues to the clustering server and is sent back af-

ter clustering. As the number of clustered packets in the switch

increases, the clustering server requires fewer resources and the

average response time keeps decreasing.

Figure 5: hybrid Clustreams. “Hot-zones” are pre-defined
around the centroids and/or in promoted areas.

4.2 Hybrid Clustreams
Some workloads exhibit “hot-zones”, which contain a large portion

of the objects that should be clustered. Those “hot-zones” can be

chosen using heuristics, e.g., in a map, main roads will probably

have more points than rural roads, etc. The clustering algorithm

can utilize such “hot-zones” by focusing on them and disregarding

the remaining areas at the beginning. Such a hybrid solution can

benefit from both worlds. That is, we can divide the search process

into two stages in the data plane.

The first stage is used to track objects inside “hot-zones”, and

objects that exist in one of the “hot-zones” are clustered and skip the

second step. The benefit is that “hot-zones” are likely to translate

into a small number of areas, which means the number of entries

in the match action table is small. Even though the search for entry

match in the match action table can be run in parallel, running

fewer operations in parallel can reduce the power usage, which is

usually very high to enable the device to run this search in parallel.

Figure 5 explains the “hot-zones” definition. As shown, each

centroid is rounded by a quad to define. Each quad is encoded with

the cube based approach, while as one of the TCAM constraints,

range length must not be bigger than the number of bits used. In the

example, we use 6 bits to encode each range, while the ranges are

in size of 4 or 2. The 6 bits encoding includes 4 bits for the standard

Gray code and 2 extra bits for custom ranges. The range of each axis

is encoded, and the final TCAM code represents a concatenation of

all the encodings. Unlike the quadtree solution, the location of the

“hot-zones” is dynamic. Therefore, we can exploit it to reduce the

number of entries in the first stage.

The second stage is the same algorithm we described for the

quadtree Clustreams. Thus, all the objects outside the “hot-zones”
can be clustered on the second stage. Since PISA enables dividing

the code into atomic units and run them in the pipelining model,

two stages can be run in parallel for different packets.

𝑆 The dimension size of all dimensions for centroids and points

𝐷 Number of dimensions in workspace

𝐾 Number of centroids

Ω Depth backoff - number of depth levels to stop before max depth

Table 1: Notations:𝐾 , 𝑆 and𝐷 - themaximal accepted values.

5 IMPLEMENTATION
Clustreams is realized to run on a programmable switch with TCAM

capabilities. Notations are defined in Table 1.

Clustreams compilation and interface are simple. To produce the

P4 code, a Python script generator needs to be invoked along with

the Clustreams configuration parameters. After the code is created,

it is deployed to a P4 target switch through the control plane.

Algorithm 1 Clustreams Quadtree

1: procedure Encode(𝑑𝑖𝑚_𝑠𝑖𝑧𝑒,𝑑,𝑑𝑒𝑝𝑡ℎ_𝑏𝑎𝑐𝑘𝑜 𝑓 𝑓 , 𝑐𝑒𝑛𝑡𝑒𝑟𝑠)

2: 𝑒𝑛𝑡𝑟𝑖𝑒𝑠 ← {}
3: 𝑝𝑟𝑒 𝑓 𝑖𝑥𝑒𝑠 ← {} ⊲ Prefixes to skip

4: 𝑚𝑎𝑥_𝑑𝑒𝑝𝑡ℎ ← 𝑑𝑖𝑚_𝑠𝑖𝑧𝑒

5: 𝑑𝑒𝑝𝑡ℎ ← 𝑑𝑖𝑚_𝑠𝑖𝑧𝑒 − 𝑑𝑒𝑝𝑡ℎ_𝑏𝑎𝑐𝑘𝑜 𝑓 𝑓
6: while 𝑑𝑒𝑝𝑡ℎ > 0 do
7: 𝑐𝑜𝑑𝑒𝑠 ← 𝑔𝑒𝑛𝑒𝑟𝑎𝑡𝑒_𝑎𝑙𝑙_𝑐𝑜𝑑𝑒𝑠 (𝑑,𝑑𝑒𝑝𝑡ℎ, 𝑝𝑟𝑒 𝑓 𝑖𝑥𝑒𝑠)
8: for 𝑐 ∈ 𝑐𝑜𝑑𝑒𝑠 do
9: 𝑐𝑒𝑛𝑡𝑟𝑜𝑖𝑑_𝑖𝑑 ← 𝑓 𝑖𝑛𝑑_𝑐𝑙𝑜𝑠𝑒𝑠𝑡_𝑐𝑒𝑛𝑡𝑟𝑜𝑖𝑑 (𝑥,𝐶) ⊲ returns

NULL in case there are more than 1 centroid

10: if 𝑐𝑒𝑛𝑡𝑟𝑜𝑖𝑑_𝑖𝑑 ! = 𝑛𝑢𝑙𝑙 then
11: 𝑒𝑛𝑡𝑟𝑖𝑒𝑠 ← 𝑒𝑛𝑡𝑟𝑖𝑒𝑠 ∪ (𝑐𝑜𝑑𝑒, 𝑐𝑒𝑛𝑡𝑟𝑜𝑖𝑑_𝑖𝑑)
12: 𝑝𝑟𝑒 𝑓 𝑖𝑥𝑒𝑠 ← 𝑝𝑟𝑒 𝑓 𝑖𝑥𝑒𝑠 ∪ 𝑐𝑜𝑑𝑒

5.1 Quadtree Solution
The quadtree solution includes a training phase and a clustering

phase. First, Clustreams trains a given dataset and computes the

centroids. Then, the algorithm splits the workspace, based on the

number of dimensions 𝐷 , into quads/cubes/etc. and encodes each

of them according to the quadtree data structure based on the

centroids as described in Algorithm 1. Algorithm 1 generates all the

quadtree codes for every zoom level. If a prefix of a quadrant exists

in the prefixes_to_skip list, the quadrant’s code is not calculated.

Then, for each of the codes, the algorithm checks if there is a closest

single centroid for all the vertices of the quadrant. Each quadrant

is either assigned to a centroid or is split again. Those assignments

are converted into a match action table format with corresponding

LPM keys. Recall Figure 4, an example of quad assignments and

their relevant LPM keys. Entries of these keys are imported and

injected into the P4 code that handles clustering.

Figure 6 shows a slim example of the generated P4 code. The

“const entries” block contains all the encoding and related cluster

ids. To enable our algorithm to cope with varying numbers of

dimensions and dimension sizes, we add the following:

Depth Backoff: In some cases, the split process can continue until

a quad reaches an extremely small edge size. Each splitting of a quad

into four smaller identical quads increases the number of entries

by 3. Hence, a large number of splits in high dimensional and large

dimension sizes may result in tens or hundreds of thousands of
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Figure 6:Clustreams P4 code example. Red area contains the
header definition. Green area is the key and lookup type.

entries. For example, in case the dimension size is 2
8
and there are 4

dimensions, the maximum number of entries reaches 𝑆𝐷 = (28)4 =
4, 294, 967, 296 (depending on 𝐾 and the centroids locations), which

is an infeasible number of entries to scan.

An alternate solution is to limit the depth our algorithm is willing

to reach. We denote𝑀 the maximum depth, i.e., the depth at which

the size of sides for all quads is 1(or any other defined size). Instead

of reaching maximum depth𝑀 , we add a new parameter named Ω.
Ω defines how many depth levels the algorithm should stop before

the maximum depth. That is, the new maximum level is defined

by 𝑀 − Ω. For example, a 64 × 64 grid can be split up to 6 times

before it reaches the minimal size of 1. Therefore, if Ω = 2, the new

maximal number of splits becomes 4.

Of course, we expect to see a reduction in the number of classi-

fied entries. But, on the other hand, the number of entries can be

significantly reduced on each level we do not scan. Furthermore,

using the depth backoff parameter reduces the entries size, yielding

faster searches and reducing the training time.

Split Limit: Sometimes even the depth backoff parameter cannot

prevent a generation of huge number of entries. Split limit is a hard

limit on the number of entries for the entire algorithm or for a

specific level. In case this number is reached, the algorithm stops.

5.2 Hybrid Solution
The hybrid solution involves two phases - the cube based technique

of [6] and the quadtree based solutions. The main P4 code is con-

stant with 2 stages, each of which contains a single match action

table with one ternary key. If the cluster is found in the first stage,

the second step is skipped. Similar to the initial step in the quadtree

algorithm, as described in Section 5.1, a Python module trains and

sets the centroids. Then, the centroids are covered by the maximal

quad / cube size that does not overlap with any other centroid’s

shape. Predefined areas can be covered too by the same rule. “Hot-

zones” are encoded to ternary entries in the first match action table

of the P4 code and injected as in the constant entries section. The

second step is the exact implementation from Section 5.1, which is

invoked in case the first step does not detect the cluster.

6 EVALUATION
Our evaluation process includes running the clustering P4 program

on Spectrum-3 switch. Clustreams generation code and evaluation

methods [2] are written in Python.

6.1 Metrics
Switch Clustering Rate: Since our algorithm does not guarantee

complete clustering on the switch because of the “gray zones” (Sec-

tion 4.1), we measure the portion of objects in the dataset that was

clustered inside the switch by the quadtree-based approach.

Error Rate: As mentioned, the quadtree based solution guaran-

tees complete accuracy. Thus, this measure is only relevant to the

hybrid solution, which may sometimes lead to a clustering error

because of the cube based algorithm that reflects distances in infin-

ity norm as described in Section 3. In this metric, we measure how

many objects in the dataset were clustered to the wrong cluster.

Clustering Time: This metric includes the total time of cluster-

ing a stream of packets with and without Clustreams. This metric

measures the end to end time of all packets since the first packet

was sent from the client and until the last clustered packet was

received back to the client. Further, we would like to measure if the

throughput or the latency of a packet are affected by Clustreams.

6.2 Datasets
Random Generated Traces: Varying synthetic traces that are cre-

ated by a Python script that picks up𝐾 centroids within aworkspace

of 𝐷 dimensions with dimension size 𝑆 . Our 𝐾 values vary between

2 to 5 centroids, 𝐷 is between 2 to 5 and 𝑆 = {24, 26, 28}.
We used the uniformly distributed traces mostly to measure

the robustness and the cost of Clustreams on big and uniform dis-

tributed datasets. Each dataset was split into a 25% training set

and 75% testing set. The training set was used to create the initial

centroids and the testing set was used to measure accuracy.

(a) 𝑆 = 2
8, 𝐾 = 2 (b) 𝑆 = 2

8, 𝐾 = 3 (c) 𝑆 = 2
8, 𝐾 = 2 (d) 𝑆 = 2

8, 𝐾 = 3

Figure 7: The average clustering rate and the relevant aver-
age number of entries based on the Ω value for different pa-
rameters. 𝐾 = {2, 3} and 𝑆 = {28}. Each line refers to a differ-
ent number of dimensions 𝐷 .

6.3 Experimental results
6.3.1 Clustering: First, we would like to measure the switch clus-

tering rate for different parameters. The first parameter we aim to

check is Ω , since tuning the depth backoff can drastically affect the

number of entries in the match action table. Figure 7 illustrates the

switch clustering rate as a function of the Ω value. We limited the

Ω value to (𝑆 − 2) to get at least 2 levels of quadtree. As expected,

the clustering rate has decreased when Ω increases since a high

Ω reduces the granularity of the encoding process. For a low 𝐷

value, we got better results since there are fewer vertices in every

quadrant. As the number of vertices increases, an agreement of all

vertices on the same cluster is less reasonable. To better understand

the tradeoff between the clustering rate and the number of entries
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the algorithm needs to create in the match action table, we measure

the average number of entries for different Ω values.

In this test, we can see that the number of entries is drastically

decreased when the Ω value gets bigger. This is expected since as

we limit the zoom level of the algorithm, fewer areas are stored in

the match action table. As the number of allowed entries is bounded

by the manufacturer and the memory usage, our goal is to find the

balance between high accuracy and memory usage on the switch.

In particular, when the depth backoff is 0 or 1, we span more

entries in the 4 dimensions case that with 5 dimensions as shown in

Figure 7. Yet, with these specific set of parameters, we also obtain a

significantly better clustering rate in the 4 dimensions case than

with 5 dimensions, as illustrated by Figure 7.

(a) 𝐷 = 2, 𝑆 = 2
8
, 𝐾 = 3 (b) 𝐷 = 3, 𝑆 = 2

6
, 𝐾 = 3

Figure 8: End to end clustering time between server cluster-
ing to Clustreams. Each bar title represents the number of
sent packets from the client (10M / 50M / 100M packets).

Next, we would like to validate that quadtree Clustreams has
a small footprint on the network latency and the switch through-

put. To that end, we first measure the maximal throughput of the

switch without Clustreams. We attached a 10GbE NIC (Network

Interface Controller) to our server. Then we connected the server

to the Spectrum-3 switch and configured the port as well. In our

performance tests, we sent 60M packets with a size of 1KB. With-

out Clustreams, we were able to send and receive 1, 156, 173 pps

(packets per second) (about 9691Mbps). When we turned on Clus-
treams using a P4 program with 10K ternary entries, we obtained

a throughput of 1, 158, 610 pps (about 9713Mbps) were sent and

received. Since performance results are almost the same, we deduce

that Clustreams code in the switch has a hardly noticeable impact

on the switch throughput and latency.

In Figure 8, we measure the end to end clustering time over a

variety of workspaces and clusters. In this experiment, after we

proved there is no footprint on the network latency and the switch

throughput, we used a smaller packet size of 48 bytes only for

this test. In the compiled P4 program there are about 1K entries at

Fig. 8(a), and 11K entries at Fig. 8(b). The results exhibit 14-24 times

improvement in the clustering time. Since Clustreams classifies
the vast majority of the packets inside the switch, the processing

time in the clustering server when using Clustreams is relatively
insignificant. Further, the network latency in Clustreams is reduced
by half, since the route of a packet includes only one hope in the

network instead of two.

For the hybrid solution, we measure what is the error rate com-

pared to the clustering rate. Figure 9 shows that the portion of

Figure 9: Rate of successful and unsuccessful clustered ob-
jects on stage 1 (cube) with the rate of successful clustered
objects on 2 stage (quadtree). Results are averaged for vari-
ous 𝐷 , 𝐾 , and 𝑆 . The "hot-zones" are defined by the biggest
possible non-overlapping shape around the centroids.

successful objects clustered at the first stage increases linearly

when the hot-zones size increases relatively. The reason why we

get less than 20% of objects clustered is overlapping surrounding

“hot-zones”, which cannot be clustered at the first stage and the ℓ∞
norm that can result in some objects that the located in “hot-zone”

areas to be considered as outside of them.

The portion of unsuccessful objects at the first stage is very small.

It increases slightly when the hot portion size gets bigger, but is

usually below 1%. The portion of successfully clustered objects at

the second stage is usually above 80%, but we see an insignificant

decrease when the hot portion gets larger since the first stage

catches more objects. The error rate is not measured for the second

stage since it was already proved to be immune to accuracy errors.

7 CONCLUSIONS
In this paper, we presented Clustreams, our novel in-network clus-

tering system for programmable switches. We have shown that

Clustreams provides accurate and fast clustering for network de-

vices. Clustreams can run in-network clustering for incoming pack-

ets. Our quadtree method achieved maximal accuracy and good

performance results. The hybrid solution also shows promising

results, and it can be used to reduce power consumption of the

switch in case it is required. Further, we presented how Clustreams
can be implemented in P4 and be operational in the switch.

Our results indicate that running clustering process on the switch

can drastically reduce latency and network traffic. These concepts

are not limited to clustering only. In line with previous work on P4,

a large number of obstacles can be overcome by using the ideas we

discussed in the paper. Exploring how to implement additional ML

models on programmable switches is left for future work.
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